RESEARCH ARTICLE SUMMARY

MOSQUITO GENOMICS

Highly evolvable malaria vectors: The genomes of 16 Anopheles mosquitoes

Daniel E. Neafsey,* † Robert M. Waterhouse,* et al.

INTRODUCTION: Control of mosquito vectors has historically proven to be an effective means of eliminating malaria. Human malaria is transmitted only by mosquitoes in the genus Anopheles, but not all species within the genus, or even all members of each vector species, are efficient malaria vectors. Variation in vectorial capacity for human malaria among Anopheles mosquito species is determined by many factors, including behavior, immunity, and life history.

RATIONALE: This variation in vectorial capacity suggests an underlying genetic/genomic plasticity that results in variation of key traits determining vectorial capacity within the genus. Sequencing the genome of Anopheles gambiae, the most important malaria vector in sub-Saharan Africa, has offered numerous insights into how that species became highly specialized to live among and feed upon humans and how susceptibility to mosquito control strategies is determined. Until very recently, similar genomic resources have not existed for other anophelines, limiting comparisons to individual genes or sets of genomic markers with no genome-wide data to investigate attributes associated with vectorial capacity across the genus.

RESULTS: We sequenced and assembled the genomes and transcriptomes of 16 anopheles lines from Africa, Asia, Europe, and Latin America, spanning ~100 million years of evolution and chosen to represent a range of evolutionary distances from An. gambiae, a variety of geographic locations and ecological conditions, and varying degrees of vectorial capacity. Genome assembly quality reflected DNA template quality and homozygosity. Despite variation in contiguity, the assemblies were remarkably complete and searches for arthropod-wide single-copy orthologs generally revealed few missing genes. Genome annotation supported with RNA sequencing transcriptomes yielded between 10,738 and 16,149 protein-coding genes for each species. Relative to Drosophila, the closest dipteran, the complete list of authors and affiliations is available in the full article online.

CONCLUSIONS: Anopheline mosquitoes exhibit a molecular evolutionary profile very distinct from Drosophila, and their genomes harbor strong evidence of functional variation in traits that determine vectorial capacity. These 16 new reference genome assemblies provide a foundation for hypothesis generation and testing to further our understanding of the diverse biological traits that determine vectorial capacity. The complete list of authors and affiliations is available in the full article online.

The maximum likelihood molecular phylogeny of all sequenced anophelines and two mosquito outgroups was constructed from the aligned protein sequences of 1085 single-copy orthologs. Shapes between branch termini and species names indicate vector status and are colored according to geographic ranges depicted on the map. Ma, million years ago.

An. gambiae complex
An. arabiensis
An. quadrimaculae
An. mansi
An. melas
An. christyi
An. epiroticus
An. stephensi
An. maculatus
An. culicifacies
An. minimus
An. funestus
An. dirus
An. farauti
An. alfortivus
An. sinensis
An. albimanus
An. darlingi

Culiciniae
t

Anopheles
Nyssorthischnus
Culex quinquefasciatus
Aedes aegypti

Gambian complex

30 Ma

Pyretophora

Cellia

0.05

sub/site

Vector status

Major
Minor
Non

Geography, vector status, and molecular phylogeny of the 16 newly sequenced anopheline mosquitoes and selected other diptera.

Downloaded from www.sciencemag.org on February 22, 2015
Highly evolvable malaria vectors: The genomes of 16 Anopheles mosquitoes

Daniel E. Neafsey,1,† Robert M. Waterhouse,2,3,4,5 Mohammad R. Abai,6 Sergey S. Aganezov,7 Max A. Alekseyev,7 James E. Allen,9 James Amon,9 Bruno Areán,9 Peter Arensburger,1 Gleb Artemov,12 Lauren A. Assour,13 Hamidreza Basseri,6 Aaron Berlin,1 Bruce W. Birren,1 Stephanie A. Blandin,16 Andrew I. Brockman,16 Thomas R. Burkot,17 Austin Burt,18 Clara S. Chan,2,3 Cedric Chauve,19 Joanna C. Chiu,20 Mikkel Christensen,6 Carlo Costantini,21 Victoria L. M. Davidson,22 Elena Deligianni,23 Tania Dottorini,16 Vicky Dritsou,24 Stacey B. Gabriel,25 Wamdaogo M. Guelbeogo,26 Andrew B. Hall,27 Mira V. Han,28 Thaung Hlaing,29 Daniel S. T. Hughes,8,30 Tania Dottorini,16 Vicky Dritsou,24 Stacey B. Gabriel,25 Wamdaogo M. Guelbeogo,26 Andrew B. Hall,27 Mira V. Han,28 Thaung Hlaing,29 Daniel S. T. Hughes,8,30


Variation in vectorial capacity for human malaria among Anopheles mosquito species is determined by many factors, including behavior, immunity, and life history. To investigate the genomic basis of vectorial capacity and explore new avenues for vector control, we sequenced the genomes of 16 anopheline mosquito species from diverse locations spanning ~100 million years of evolution. Comparative analyses show faster rates of gene gain and loss, elevated gene shuffling on the X chromosome, and more intron losses, relative to Drosophila. Some determinants of vectorial capacity, such as chemosensory genes, do not show elevated turnover but instead diversify through protein-sequence changes. This dynamism of anopheline genes and genomes may contribute to their flexible capacity to take advantage of new ecological niches, including adapting to humans as primary hosts.

Malaria is a complex disease, mediated by obligate eukaryotic parasites with a life cycle requiring adaption to both vertebrate hosts and mosquito vectors. These relationships create a rich coevolutionary triangle. Just as Plasmodium parasites have adapted to their diverse hosts and vectors, infection by Plasmodium parasites has reciprocally induced adaptive evolutionary responses in humans and other vertebrates (I) and has also influenced mosquito evolution (2). Human malaria is transmitted only by mosquitoes in the genus Anopheles, but not all species within the genus, or even all members of each vector species, are efficient malaria vectors. This suggests an underlying genetic/genomic plasticity that results in variation of key traits determining vectorial capacity within the genus. In all, five species of Plasmodium have adapted to infect humans and are transmitted by ~60 of the 450 known species of anopheline mosquitoes (3). Sequencing the genome of Anopheles gambiae, the most important malaria vector in sub-Saharan Africa, has offered numerous insights into how that species became highly specialized to live among and feed upon humans and how susceptibility to mosquito control strategies is determined (4). Until very recently (5–7), similar genomic resources have not existed for other anophelines, limiting comparisons to individual genes or sets of genomic markers with no genome-wide data to investigate attributes associated with vectorial capacity across the genus.

Thus, we sequenced and assembled the genomes and transcriptomes of 16 anophelines from Africa, Asia, Europe, and Latin America. We chose these 16 species to represent a range of evolutionary distances from An. gambiae, a variety of geographic locations and ecological conditions, and varying degrees of vectorial capacity (8) (Fig. 1, A and B). For example, An. quadrimaculatus, although extremely closely related to An. gambiae, feeds preferentially on bovines rather than humans, limiting its potential to transmit human malaria. An. merus, An. melas, An. farauti, and An. albimanus females can lay eggs in salty or brackish water, instead of the freshwater sites required by other species. With a focus on species most closely related to An. gambiae (9), the sampled anophelines span the three main subgenera that shared a common ancestor ~100 million years ago (Ma) (10).

Materials and methods summary

Genomic DNA and whole-body RNA were obtained from laboratory colonies and wild-caught specimens (tables S1 and S2), with samples for nine species procured from newly established isofemale colonies to reduce heterozygosity. Illumina sequencing libraries spanning a range of insert sizes were constructed, with ~100-fold paired-end 101-base pair (bp) coverage generated for small (180 bp) and medium (2.5 kb) insert libraries and lower coverage for large (38 kb) insert libraries (table S3). DNA template for the small and medium input libraries was sourced from single female mosquitoes from each species to further reduce heterozygosity. High-molecular-weight DNA template for each large insert library was derived from pooled DNA obtained from several hundred mosquitoes. ALLPATHS-LG (I) genome assemblies were produced using the “haploidize” option to reduce haplotype assemblies caused by high heterozygosity. Assembly quality reflected DNA template quality and homozygosity, with a mean scaffold N50 of 3.6 Mb, ranging to 18.1 Mb for An. albimanus (table S4). Despite variation in contiguity, the assemblies were remarkably complete and searches for arthropod-wide single-copy orthologs generally revealed few missing genes (fig. S1) (12).

Genome annotation with MAKER (12) supported with RNA sequencing (RNAseq) of transcriptomes (produced from pooled male and female larvae, pupae, and adults) (table S5) and comprehensive noncoding RNA gene prediction (fig. S2) yielded relatively complete gene sets.

SCIENCE science mag.org 2 JANUARY 2015 • VOL 347 ISSUE 6217 1258522-1
**Rapidly evolving genes and genomes**

Orthology delineation identified lineage-restricted and species-specific genes, as well as ancient genes found across insect taxa, of which universal single-copy orthologs were employed to estimate the molecular species phylogeny (Fig. 1, B and C, and fig. S4). Analysis of codon frequencies in these orthologs revealed that anophelines, unlike drosophils, exhibit relatively uniform codon usage preferences (fig. S5).

Polypene chromosomes have provided a glimpse into anopheles chromosome evolution (14). Our genome-sequence–based view confirmed the cytological observations and offers many new insights. At the base-pair level, ~90% of the non-gapped and nonmasked *An. gambiae* genome (i.e., excluding transposable elements, as detailed in table S7) is alignable to the most closely related species, whereas only ~13% aligns to the most distant (Fig. 1D, fig. S6, and table S8), with reduced alignability in centromeres and on the X chromosome (Fig. 1D). At chromosomal levels, mapping data anchored to 76% of the *An. stephensi*, *An. funestus*, *An. atroparvus*, and *An. albimanus* genome assemblies to chromosomal arms (tables S18 and 32). Despite the generally shuffled regions showed that synteny at the whole-arm level is highly conserved, despite several whole-arm translocations (Fig. 2A and table S33). In contrast, small-scale rearrangements disrupt gene collinearity within arms over time, leading to extensive shuffling of gene order over a time scale of 29 million years or more (10, 15) (Fig. 2B and fig. S7). As in *Drosophila*, rearrangement rates are higher on the X chromosome than on autosomes (Fig. 2C and tables S14 to S16). However, the difference is significantly more pronounced in *Anopheles*, where X chromosome rearrangements are more frequent by a factor of 2.7 than autosomal rearrangements; in *Drosophila*, the corresponding ratio is only 1.2 (table S18). The X chromosome is also notable for a significant degree of observed gene movement to other chromosomes relative to *Drosophila* (one sample proportion test, $P = 2.2 \times 10^{-15}$) (Fig. 2D and tables S17 and S18), as was previously noted for *Anopheles* relative to *Aedes* (16), further underscoring its distinctive evolutionary profile in *Anopheles* compared with other dipteran genera.

Such dynamic gene shuffling and movement may be facilitated by the multiple families of DNA transposons and long terminal repeat (LTR) and non-LTR retroelements found in all genomes (table S7), as well as a weaker dosage compensation phenotype in *Anopheles* compared with *Drosophila*. The high level of genome shuffling in comparing genomic locations of orthologs can be successfully employed to reconstruct ancestral chromosomal arrangements (fig. S9) and to confidently improve assembly contiguity (tables S19 to S21).

Copy-number variation in homologous gene families also reveals striking evolutionary dynamics. Analysis of 11,636 gene families with *CAFE 3* (16) indicates a rate of gene gain/loss higher by a factor of at least 5 than that observed for 12 *Drosophila* genomes (19). Overall, these *Anopheles* genomes exhibit a rate of gain or loss per gene per million years of $3.12 \times 10^{-3}$ compared with $5.90 \times 10^{-4}$ for *Drosophila*, suggesting substantially higher gene turnover within anophelines relative to fruit flies. This fivefold greater gain/loss rate in anophelines holds true under models that account for uncertainty in...
Fig. 1. Geography, vector status, molecular phylogeny, gene orthology, and genome alignability of the 16 newly sequenced anopheline mosquitoes and selected other dipterans. (A) Global geographic distributions of the 16 sampled anophelines and the previously sequenced *An. gambiae* and *An. darlingi*. Ranges are colored for each species or group of species as shown in (B), e.g., light blue for *An. farauti*. (B) The maximum likelihood molecular phylogeny of all sequenced anophelines and selected dipteran outgroups. Shapes between branch termini and species names indicate vector status (rectangles, major vectors; ellipses, minor vectors, triangles, nonvectors) and are colored according to geographic ranges shown in (A). (C) Bar plots show total gene counts for each species partitioned according to their orthology profiles, from ancient genes found across insects to lineage-restricted and species-specific genes. (D) Heat map illustrating the density (in 2-kb sliding windows) of whole-genome alignments along the lengths of *An. gambiae* chromosomal arms: from white where *An. gambiae* aligns to no other species to red where *An. gambiae* aligns to all the other anophelines.

Gene family sizes at the tips of the species tree due to annotation or assembly errors and is not sensitive to inclusion or exclusion of taxa affecting the root age of the tree nor to exclusion of species with the poorest assemblies and gene sets (fig. S10 and tables S22 and S23). Examples include expansions of cuticular proteins in *An. arabiensis* and neurotransmitter-gated ion channels in *An. albimanus* (table S24).

The evolutionary dynamism of *Anopheles* genes extends to their architecture. Comparisons of single-copy orthologs at deeper phylogenetic depths showed losses of introns at the root of the true fly order Diptera and revealed continued losses as the group diversified into the lineages leading to fruit flies and mosquitoes. However, anopheline orthologs have sustained greater intron loss than drosophilids, leading to a relative paucity of introns in the genes of extant anophelines (fig. S11 and table S25). Comparative analysis also revealed that gene fusion and fission played a substantial role in the evolution of mosquito genes, with apparent rearrangements affecting an average of 10.1% of all genes in the genomes of the 10 species with the most contiguous assemblies (fig. S12). Furthermore, gene boundaries can be flexible; whole genome alignments identified 325 candidates for stop-codon readthrough (fig. S13 and table S26).

Because molecular evolution of protein-coding sequences is a well-known source of phenotypic change, we compared evolutionary rates among different functional categories of anopheline orthologs. We quantified evolutionary divergence in terms of protein sequence identity of aligned orthologs and the *dN/dS* statistic (ratio of nonsynonymous to synonymous substitutions) computed using PAML (22, 20). Among curated sets of genes linked to vectorial capacity or species-specific traits against a background of functional categories defined by Gene Ontology or InterPro annotations, odorant and gustatory receptors show high evolutionary rates and male accessory gland proteins exhibit exceptionally high *dN/dS* ratios (fig. 3, figs. S14 and S15, and tables S27 to S29). Rapid divergence in functional categories related to malaria transmission and/or mosquito control strategies led us to examine the genomic basis of several facets of anopheline biology in closer detail.

**Insights into mosquito biology and vectorial capacity**

Mosquito reproductive biology evolves rapidly and presents a compelling target for vector control. This is exemplified by the *An. gambiae* male accessory gland protein (Acp) cluster on chromosome 3R (21, 22), where conservation is mostly lost outside the *An. gambiae* species complex (fig. S16). In *Drosophila*, male-biased genes such as Acps tend to evolve faster than loci without male-biased expression (23–25). We looked for a similar pattern in anophelines after assessing each gene for sex-biased expression using microarray and RNAseq data sets for *An. gambiae* (22). In contrast to *Drosophila*, female-biased genes show dramatically faster rates of evolution across the genus than male-biased genes (Wilcoxon rank sum test, *P* = 5 × 10⁻⁴) (fig. S17).

Differences in reproductive genes among anophelines may provide insight into the origin and function of sex-related traits. During
copolulation, *An. gambiae* males transfer a gelatinous mating plug, a complex of seminal proteins, lipids, and hormones that are essential for successful sperm storage by females and for reproductive success (25). Coagulation of the plug is mediated by a seminal transglutaminase (TG3), which is found in anophelines but is absent in other mosquito genera that do not form a mating plug (26). We examined TG3 and its two paralogs (TG1 and TG2) in the sequenced anophelines and investigated the rate of evolution of each gene (Fig. 4A). Silent sites were saturated at the whole-genus level, making *d*<sub>S</sub> difficult to estimate reliably, but TG1 (the gene presumed to be ancestral owing to broadest taxonomic representation) exhibited the lowest rate of amino acid change (*d*<sub>NS</sub> = 0.20), TG2 exhibited an intermediate rate (*d*<sub>NS</sub> = 0.93), and the anopheles-specific TG3 has evolved even more rapidly (*d*<sub>NS</sub> = 1.50), perhaps because of male/female evolutionary conflict. Note that plug formation appears to be a derived trait within anophelines, because it is not exhibited by *An. albimanus* and intermediate, poorly coagulated plugs were observed in taxa descending from early-branching lineages within the genus (table S30). Functional studies of mating plugs will be necessary to understand what drove the origin and rapid evolution of TG3.

Proteins that constitute the mosquito cuticular exoskeleton play important roles in diverse aspects of anopheline biology, including development, ecology, and insecticide resistance, and constitute approximately 2% of all protein-coding genes (27). Comparisons among dipterans have revealed numerous amplifications of cuticular protein (CP) genes undergoing concerted evolution at physically clustered loci (30–32). We investigated the extent and time scale of gene cluster homogenization within anophelines by generating phylogenies of orthologous gene clusters (fig. S18 and table S31). Throughout the genus, these gene clusters often group phylogenetically by species rather than by position within tandem arrays, particularly in a subset of clusters. These include the 3RB and 3RC clusters of CP genes (30), the CPLCG group A and CPLCW clusters found elsewhere on 3R (32), and six tandemly arranged genes on 3L designated *CPFL2* through *CPFL7* (34). CPLCW genes occur in a head-to-head arrangement with CPLCG group A genes and exhibit highly conserved intergenic sequences (fig. S19). Furthermore, transcript localization studies using in situ hybridization revealed identical spatial expression patterns for CPLCW and CPLCG group A gene pairs suggestive of coregulation (fig. S19). For these five gene clusters, complete grouping by organismal lineage was observed for most deep nodes as well as for many individual species outside the shallow *An. gambiae* species complex (Fig. 4B), consistent with a relatively rapid (less than 20 million years) homogenization of sequences via concerted evolution. The emerging pattern of anopheline CP evolution is thus one of relative stasis for a majority of single-copy orthologs, juxtaposed with consistent concerted evolution of a subset of genes.

Anopheles identify hosts, oviposition sites, and other environmental cues through specialized chemosensory membrane-bound receptors. We examined three of the major gene families that encode these molecules: the odorant receptors (ORs), gustatory receptors (GRs), and variant ionotropic glutamate receptors (iGJs). Given the rapid chemosensory gene turnover observed in many other insects, we explored whether varying host preferences of anopheline mosquitoes could be attributed to chemosensory gene gains and losses. Unexpectedly in light of the elevated genome-wide rate of gene turnover, we found that the overall size and content of the chemosensory genome—wider at gene turnover, we found that the overall size and content of the chemosensory
Fig. 3. Contrasting evolutionary properties of selected gene functional categories. Examined evolutionary properties of orthologous groups of genes include a measure of amino acid conservation/divergence (evolutionary rate), a measure of selective pressure (\(d_s/d_a\)), a measure of gene duplication in terms of mean gene copy-number per species (number of genes), and a measure of ortholog universality in terms of number of species with orthologs (number of species). Notched box plots show medians and extend to the first and third quartiles; their widths are proportional to the number of orthologous groups in each functional category. Functional categories derive from curated lists associated with various functions/processes as well as annotated Gene Ontology or InterPro categories (denoted by asterisks).

Gene repertoire are relatively conserved across the genus. CAFe 3 analyses estimated that the most recent common ancestor of the anophelines had approximately 60 genes in each of the OR and GR families, similar to most extant anophelines (Fig. 4C and fig. S20). Estimated gain/loss rates of OR and GR genes per million years (error-corrected \(\lambda = 1.3 \times 10^{-8}\) for ORs and \(2.0 \times 10^{-4}\) for GRs) were much lower than the overall level of anopheline gene families. Similarly, we found almost the same number of antennae-expressed IRs (~20) in all anopheline genomes. Despite overall conservation in chemosensory gene numbers, we observed several examples of gene gain and loss in specific lineages. Notably, there was a net gain of at least 12 ORs in the common ancestor of the An. gambiae complex (Fig. 4C).

OR and GR gene repertoire stability may derive from their roles in several critical behaviors. Host preference differences are likely to be governed by a combination of functional divergence and transcriptional modulation of orthologs. This model is supported by studies of antennal transcriptomes in the major malaria vector An. gambiae and comparisons between this vector and its morphologically identical sibling An. quadriannulatus, a very closely related species that plays no role in malaria transmission (despite vectorial competence) because it does not specialize on human hosts. Furthermore, we found that many subfamilies of ORs and GRs showed evidence of positive selection (19 of 53 ORs; 17 of 59 GRs) across the genus, suggesting potential functional divergence.

Several blood feeding–related behaviors in mosquitoes are also regulated by peptide hormones (37). These peptides are synthesized, processed, and released from nervous and endocrine systems and elicit their effects through binding appropriate receptors in target tissues (38). In total, 39 peptide hormones were identified from each of the sequenced anophelines (fig. S21). Notably, no ortholog of the well-characterized head peptide (HP) hormone of the culicine mosquito Aedes aegypti was identified in any of the assemblies. In A. aegypti, HP is responsible for inhibiting host-seeking behavior after a blood meal (39). Because anophelines broadly exhibit similar behavior (40), the absence of HP from the entire clade suggests they may have evolved a novel mechanism to inhibit excess blood feeding. Similarly, no ortholog of insulin growth factor 1 (IGF1) was identified in any anophelines even though IGF1 orthologs have been identified in other dipterans, including D. melanogaster (41) and A. aegypti (42). IGF1 is a key component of the insulin/insulin growth factor 1 signaling (IIS) cascade, which regulates processes involving innate immunity, reproduction, metabolism, and life span (43). Nevertheless, other members of the IIS cascade are present, and four insulin-like peptides are found in a compact cluster with gene arrangements conserved across anophelines (fig. S22). This raises questions regarding the modification of IIS signaling in the absence of IGF1 and the functional importance of this conserved genomic arrangement.

Epigenetic mechanisms affect many biological processes by modulation of chromatin structure, telomere remodeling, and transcriptional control. Of the 215 epigenetic regulatory genes in D. melanogaster (44), we identified 169 putative An. gambiae orthologs (table S32), which suggested the presence of mechanisms of epigenetic control in Anopheles and Drosophila. We find, however, that retrotransposition may have contributed to the functional divergence of at least one gene associated with epigenetic regulation. The ubiquitin-conjugating enzyme E2D (orthologous to effete (45) in D. melanogaster) duplicated via retrotransposition in an early anopheline ancestor, and the retrotransposed copy is maintained in a subset of anophelines. Although the entire amino acid sequence of E2D is perfectly conserved between An. gambiae and D. melanogaster, the retrogenes are highly divergent (Fig. 5A) and may contribute to functional diversification within the genus.

Saliva is integral to blood feeding; it impairs host hemostasis and also affects inflammation and immunity. In An. gambiae, the salivary proteome is estimated to contain the products of at least 75 genes, most being expressed solely in the adult female salivary glands. Comparative analyses indicate that anopheline salivary proteins are subject to strong evolutionary pressures, and these genes exhibit an accelerated pace of evolution, as well as a very high rate of gain/loss (Fig. 3 and fig. S23). Polymorphisms within An. gambiae populations from limited sets of salivary genes were previously found to carry signatures of positive selection (46). Sequence analysis across the anophelines shows that salivary genes have the highest incidence of positively selected codons among the seven gene classes (fig. S24), indicating that coevolution with vertebrate hosts is a powerful driver of natural selection in salivary proteomes. Moreover, salivary proteins also exhibit functional diversification through new gene creation. Sequence similarity, intron-exon boundaries, and secondary structure predictions point to the birth of the SG7/SG7-2 inflammation-inhibiting (47) gene family from the genomic region encoding the C terminus of the 30-kDa protein (Fig. 5B), a collagen-binding platelet inhibitor already present in the blood-feeding ancestor of mosquitoes and black flies (48). Based on phylogenetic representation, these events must have occurred before the radiation of anophelines but after separation from the culicines.

Resistance to insecticides and other xenobiotics has arisen independently in many anopheline species, fostered directly and indirectly by anthropogenic environmental modification. Metabolic resistance to insecticides is mediated by
multiple gene families, including cytochrome P450s and glutathione S-transferases (GSTs), which serve to generally protect against all environment stresses, both natural and anthropogenic. We manually characterized these gene families in seven anophelines spanning the genus. Despite their large size, gene numbers (87 to 104 for P450 genes, 27 to 30 GST genes) within both species complex but is found in the genome and transcriptome assemblies of other species, which indicates that the An. gambiae complex may have recently evolved an alternate mechanism for catabolizing edysone.

Susceptibility to malaria parasites is a key determinant of vectorial capacity. Dissecting the immune repertoire (50, 51) (table S35) into its constituent phases reveals that classical recognition genes and genes encoding effector enzymes exhibit relatively low levels of sequence divergence. Signal transducers are more divergent in sequence but are conserved in representation across species and rarely duplicated. Cascade modulators, although also divergent, are more lineage-specific and generally have more gene duplications (Fig. 3 and fig. S25). A rare duplication of an immune signal transduction gene occurred through the retrotransposition of the signal transducer and activator of transcription STAT2 to form the intronless STAT gene in the An. atroparvus lineage. In An. gambiae, STAT1 controls the expression of STAT2 and is activated in response to bacterial challenge (52, 53), and the STAT pathway has been demonstrated to mediate immunity to Plasmodium (53, 54), so the presence of these relatively new immune signal transducers may have allowed for rewiring of regulatory networks governing immune responses in this subset of anophelines.

Conclusion
Since the discovery over a century ago by Ronald Ross and Giovanni Battista Grassi that human malaria is transmitted by a narrow range of blood-feeding female mosquitoes, the biological basis of malarial vectorial capacity has been a matter of intense interest. Inasmuch as previous successes in the local elimination of malaria have always been accomplished wholly or in part through effective vector control, an increased understanding of vector biology is crucial for continued progress against malarial disease. These 16 new reference genome assemblies provide a
Fig. 5. Genesis of novel anopheline genes. (A) Retrotropmination of the E2D/efete gene generated a ubiquitin-conjungating enzyme at the base of the genus, which exhibits much higher sequence divergence than the original multixenogen gene. WebLogo plots contrast the amino acid conservation of the original efe gene with the diversification of the retrotropminated copy (residues 38 to 76; species represented are An. minimus, An. dirus, An. funestus, An. farauti, An. atroparvus, An. sinensis, An. darlingi, and An. albimanus). (B) The SG7 salivary protein–encoding gene was generated from the C-terminal half of the 30-kD gene. (C) SG7 then underwent tandem duplication and intron loss to generate another salivary protein, SG7-2. Numerals indicate lengths of segments in base pairs. (D) The origin of STAT1, a signal transducer and activator of transcription gene involved in immunity, occurred through a retrotropmination event in the Cellia ancestor after divergence from An. dirus and An. farauti. The intronless STAT1 is much more divergent than its multixenogen progenitor, STAT2, and has been maintained in all descendant species. An independent retrotropmination event created a retrogene copy in An. atroparvus, which is also more divergent than its progenitor.

REFERENCES AND NOTES
3. S. Manguin, P. Carnivale, J. Mouchet, A foundation for additional hypothesis generation and testing to further our understanding of the diverse biological traits that determine vectorial capacity.
5. O. Marinotti et al., The genome of Anopheles darlingi, the main neotropical malaria vector. Nucleic Acids Res. 41, 7387–7400 (2013). doi: 10.1093/nar/gkt484; pmid: 23761445


52. C. Barillas-Mury, Y. S. Han, D. Seeley, F. C. Kaufman, Anopheles gambiae Ag-STAT, a new insect member of the STAT family, is activated in response to bacterial infection. EMBO J. 18, 999–967 (1999). doi: 10.1093/emboj/18.4.959; pmid: 10025838


ACKNOWLEDGMENTS

All sequencing reads and genome assemblies have been submitted to the National Center for Biotechnology Information (umbrella BioProject ID, PRJNA67511). Genome and transcriptome assemblies are also available from VectorBase (https://vectorbase.org) and the Broad Institute (https://olive.broadinstitute.org/collections/anopheles.4). The authors acknowledge the NIH Eukaryotic Pathogen and Disease Vector Sequencing Project Working Group for guidance and development of this project. Sequence data generation was supported at the Broad Institute by the National Human Genome Research Institute (U54 HG003067). We thank the many members of the Broad Institute Genomics Platform and Genome Sequencing and Analysis Program who contributed to sequencing data generation and analysis.

SUPPLEMENTARY MATERIALS

www.sciencemag.org/content/347/6217/1258522/suppl/DC1

Supplementary Materials and Methods

Supplementary Text

Figs. S1 to S25

Tables S1 to S36

References (55–248)

9 July 2014; accepted 14 November 2014

Published online 27 November 2014

10.1126/science.1258522
Large-scale imputation of epigenomic datasets for systematic annotation of diverse human tissues

Jason Ernst1–5 & Manolis Kellis6,7

With hundreds of epigenomic maps, the opportunity arises to exploit the correlated nature of epigenetic signals, across both marks and samples, for large-scale prediction of additional datasets. Here, we undertake epigenome imputation by leveraging such correlations through an ensemble of regression trees. We impute 4,315 high-resolution signal maps, of which 26% are also experimentally observed. Imputed signal tracks show overall similarity to observed signals and surpass experimental datasets in consistency, recovery of gene annotations and enrichment for disease-associated variants. We use the imputed data to detect low-quality experimental datasets, to find genomic sites with unexpected epigenomic signals, to define high-priority marks for new experiments and to delineate chromatin states in 127 reference epigenomes spanning diverse tissues and cell types. Our imputed datasets provide the most comprehensive human regulatory region annotation to date, and our approach and the ChromImpute software constitute a useful complement to large-scale experimental mapping of epigenomic information.

Genome-wide maps of epigenetic information, including histone modifications, DNA methylation and open chromatin, have emerged as a powerful means to discover tissue and cell type-specific putative functional elements and to gain insights into the genetic and epigenetic basis of disease1–9. Given the dynamic nature of epigenomic datasets across cell types and conditions, discovery power increases with broader coverage of diverse samples. However, owing to cost, time or sample material availability, it is not always possible to map every mark in every tissue, cell type and condition of interest. As a result, analyses that require completed sample-mark data matrices sometimes choose to restrict their comparisons to only those marks that have been commonly mapped across different samples, leading to exclusion of marks or samples that did not have full coverage. An additional, often underappreciated issue is that even when a mark is mapped in a sample, it is usually done with few (if any) replicates, which can confound biological comparisons owing to experimental variability. This situation is exacerbated when analyzing large compendiums of datasets whose sheer number increases the likelihood that there will be outlier datasets of lower quality. Lastly, even for high-quality experiments, robustness of the resulting signal level estimates may be reduced because of insufficient sequencing depth, especially for broadly distributed marks that span a large fraction of the genome.

To address these challenges, we developed ChromImpute for large-scale imputation of epigenomic datasets. ChromImpute uses a compendium of epigenomic maps (such as those generated by the NIH Roadmap Epigenomics and ENCODE projects2,10) to generate genome-wide predictions of epigenomic signal tracks (such as histone marks, DNA accessibility, DNA methylation, RNA-seq or any coordinate-based signal track). We used ChromImpute to predict signal tracks of histone modifications, DNA accessibility and RNA-seq at 25-base-pair (bp) resolution and whole genome bisulfite DNA methylation data at single-nucleotide resolution (we refer to all of these data types as ‘marks’ for simplicity). We annotated a total of 127 reference epigenomes, including 111 generated by the Roadmap Epigenomics project10 and 16 generated by the ENCODE project2,3. These span diverse cell types and tissues (we refer to them as ‘samples’ for simplicity, even though some reference epigenomes were based on multiple independent samples10).

We provide a systematic evaluation of the imputed data and demonstrate that the imputed data for a mark in a sample better matches the corresponding observed data than the observed data from any other sample. We also demonstrate how comparison of observed data and imputed data provides a state of the art data quality control metric that complements and surpasses existing methods. Even when a mark has been experimentally profiled in a sample, we show that imputed data are generally more consistent, robust and accurate, as the data leverage information from hundreds of datasets and thus are resilient to noise arising in individual experiments. The ‘prior expectation’ of a genome-wide signal provided by the imputed data can also be used in conjunction with observed datasets for inference of surprising signal locations in high-quality samples. We also use the imputation quality of subsets of marks to provide recommendations and insights into experiment prioritization. Lastly, we use a compendium of 12 imputed marks in 127 reference epigenomes to predict and annotate a set of 25 chromatin states, providing the most comprehensive annotation of epigenomic state information in the human genome to date.

1Department of Biological Chemistry, University of California, Los Angeles, California, USA. 2Computer Science Department, University of California, Los Angeles, California, USA. 3Eli and Edythe Broad Center of Regenerative Medicine and Stem Cell Research at UCLA, Los Angeles, California, USA. 4Jonsson Comprehensive Cancer Center, University of California, Los Angeles, California, USA. 5Molecular Biology Institute, University of California, Los Angeles, California, USA. 6MIT Computer Science and Artificial Intelligence Laboratory, Cambridge, Massachusetts, USA. 7Broad Institute of MIT and Harvard, Cambridge, Massachusetts, USA. Correspondence should be addressed to J.E. (jason.ernst@ucla.edu) or M.K. (manoli@mit.edu).

Received 13 May 2014; accepted 2 February 2015; published online 18 February 2015; doi:10.1038/nbt.3157
**Figure 1** Application and method overview. (a) Matrix of observed and imputed datasets across 127 reference epigenomes (‘samples’), including 111 from the Roadmap Epigenomics project (rows 1–111) grouped and colored by cell/tissue type, and an additional 16 from ENCODE (rows 112–127), with reference epigenome identifer (EID) and short sample/tissue description. Epigenomic marks (top) are grouped by tiers 1–3 plus RNA-seq and DNA methylation (DNA methyl), based on experimental coverage and imputation strategy. Black dotted arrows on the top denote E017 datasets shown in b (horizontal arrow), and H3K36me3 datasets shown in c (vertical arrow), illustrating the two dimensions of correlations used in ChromImpute and shown in d. PB, peripheral blood; Mesench., Mesenchymal; cult cl, cultured cells. (b) Correlation between epigenomic marks in the same sample, one of the two classes of features used for epigenomic imputation. Datasets from sample E017 are shown, illustrating their highly correlated nature, comparing the observed signal for H3K4me1 from E017 (gray), the imputed data (red), which was predicted without using the observed data, and the observed tracks for other marks (blue), ordered based on their correlation with the H3K4me1. Imputation of H3K4me1 in E017 (red) does not use the observed data (gray), and instead uses the other samples to learn relationships between H3K4me1 and other marks. DNA methylation values below the horizontal line represent missing data. For the primary imputation of H3K4me1, not all marks shown were used, as only tier 1 marks are used to impute tier 1 marks. (c) Multiple signal tracks for H3K36me3 across samples illustrate the highly correlated nature of a given mark across samples, exploited in the second class of features used for epigenomic imputation. This example uses the same region as used in b to compare the observed signal for H3K36me3 in E017 (gray), H3K36me3 in several other samples (blue), which constitute the basis for highly informative features for H3K36me3 imputation in E017 (red). Observed tracks (blue) are ordered by their global correlation to the observed H3K36me3 signal in E017, though ChromImpute did not have this information when imputing H3K36me3 in E017, and instead determined sample similarity based on other marks, both globally and locally at each position, and then used the H3K36me3 signal in up to ten most-proximal samples for each definition of similarity to compute individual features for each predictor of the ensemble (d, right). (d) Ensemble strategy for signal track imputation using features that exploit correlations between marks in the same sample (left) and correlations between samples for a given mark (right). We assume that no information is available for the target mark in the target sample (gray targets). Thus, we learn relationships between marks (left side) in other samples (column of E1 sample is not used) and learn relationships between samples (right side) using other marks from which we then compute same-mark features. The ensemble predictor that combines features across marks (b) and across samples (c) is learned only in other samples (top), and the marks in the target sample are used only during the actual application of the trained ensemble predictors to compute the imputed signals.
RESULTS
ChromImpute method and previous work on imputation
Imputation has been previously explored in a number of bioinformatics settings. For microarray experiments, missing gene expression values have been predicted for specific genes in specific experiments. For genome-wide association studies (GWAS), missing genotype values are routinely predicted for single-nucleotide polymorphisms (SNPs) not directly assayed, by exploiting common haplotype structure. For epigenomic datasets, prediction of both DNA methylation and histone modification datasets has been undertaken from DNA sequence information, but the static nature of genome sequence limits the ability to generate cell-type-specific predictions for samples not previously used for training, as the motifs driving a given mark frequently differ across samples. Specifically for DNA methylation, imputation has been undertaken using sequence-based features and histone modification data from one sample, lower resolution assays in conjunction with sequence information and other annotations for predicting high-resolution DNA methylation, or assumed phylogenetic relationships between cell types. For histone modifications and other chromatin marks, methods have been developed by us and others, to infer chromatin states based on multiple marks, even in cases with missing data, but these do not try to infer the actual signal for the missing marks. Several other methods have been developed to model correlations of histone marks with expression or with other marks in a single sample, which have sometimes been leveraged for imputation on a limited scale, but have not considered across-sample information. In practice, studies interested in a given cell type sometimes use data from a related cell type, which can be viewed as a simple approach to imputation.

Here, we take an ensemble regression-based approach to epigenomic imputation. We impute each target mark in each target sample separately, by combining information from large numbers of datasets that were experimentally determined, but without using any data for the target mark in the target cell type. We leverage two classes of features (Fig. 1d).

1. Same-sample (different-mark) information (Fig. 1b): The first class of features uses information from the signal of other marks mapped in the target sample, both at the target position and at neighboring sites.

2. Same-mark (different-sample) information (Fig. 1c): The second class of features uses information from the signal of the specific mark of interest at the target position in the most similar samples. Similar samples are defined based on similarity with the signal of marks that have been mapped in the target sample both locally and globally. The features in this class are effectively predictions that could be made by a K-nearest neighbor method for various values of K and distance functions.

As no training data are available for the target mark in the target sample, we learn the relationships between the features and the target mark using other samples that contain the target mark. We use regression trees, as they can handle nonlinearities (including the constraint that signal values are non-negative), they support combinatorial interactions among features, and they are relatively fast to train. The prediction for each target mark in each target sample is based on an ensemble predictor that averages the values resulting from regression trees trained on each sample in which the target mark is available, thus reducing the impact of biases from any one individual predictor.

Imputation of 4,315 datasets in 127 reference epigenomes
We applied ChromImpute to a compendium of 127 reference epigenomes, including 111 profiled by the NIH Roadmap Epigenomics project and 16 profiled by the ENCODE project (Fig. 1a). These span diverse tissues and cell types, including embryonic stem cells (ESCs), induced pluripotent stem cells (iPSC), ESC-derived cells, blood and immune cells, skin, brain, adipose, muscle, heart, smooth muscle, digestive, liver, lung and others.

Only five core histone modification marks were experimentally profiled in all 127 reference epigenomes. These are promoter-associated H3K4me3, enhancer-associated H3K4me1, Polycomb repression-associated H3K27me3, transcription-associated H3K36me3 and heterochromatin-associated H3K9me3. Varying subsets of 34 marks were profiled in different epigenomes, including 30 histone modifications (11 histone methylation marks, 18 histone acetylation marks and H3T11ph), histone variant H2A.Z, DNA accessibility (profiled by DNase I hypersensitivity), DNA methylation data (profiled by Whole-Genome Bisulfite Sequencing, WGBS) and RNA-seq data.

Based on these experimentally profiled (‘observed’) datasets, we imputed the 31 marks observed in at least two epigenomes in all 127 epigenomes, and the three marks mapped in only one epigenome in the remaining 126 epigenomes. In total we generated 4,315 datasets based on imputation, of which only 1,122 (26%) were also experimentally mapped and 3,193 (74%) were available only as imputed data. Signal tracks for all marks were imputed at 25-bp resolution (121 million predictions per track) except for DNA methylation, which was imputed at single-nucleotide resolution for each of 28 million CpGs. Across all marks, sample positions, we generated a total of 526 billion predicted signal values.

We categorized the 34 epigenomic marks into four classes according to the number of samples in which they were experimentally profiled and our imputation strategy (Supplementary Fig. 2).

1. Tier 1 marks were mapped broadly across samples, were used to impute all other datasets and were imputed using only tier 1 marks. They consist of H3K4me1, H3K4me3, H3K36me3, H3K27me3, H3K9me3, H3K27ac, H3K9ac and DNA accessibility.
2. Tier 2 marks were mapped broadly only in ENCODE samples, were used to impute tier 2 and tier 3 marks, and were imputed using only tier 1 and tier 2 marks. They consist of H3K4me2, H3K79me2, H4K20me1 and H2A.Z.
3. Tier 3 marks had limited coverage, were used only to impute tier 3 marks and were imputed using all three tiers. They consist of the remaining 20 histone modification marks.
4. DNA methylation and RNA-seq datasets were treated separately as a design choice due to their very distinct natures. RNA-seq datasets were imputed using only tier 1 marks and other RNA-seq datasets and, similarly, DNA methylation datasets, only using tier 1 marks and other DNA methylation datasets.

This tiered approach for histone marks and DNA accessibility datasets enabled us to limit potential biases resulting from the lower number of samples for tier 2 and tier 3 marks (reducing only minimally the information available for making predictions).

Imputed datasets capture missing marks effectively
As an initial control, we assessed by visual inspection the level of similarity between pairs of matching imputed and observed datasets, using nine randomly selected 200-kb regions and 2,000 randomly selected 25-bp regions. For each of the nine broad regions, we randomly selected one sample in which the mark was also experimentally profiled and visualized imputed and observed tracks in detail (Fig. 2a and Supplementary Fig. 3). For the 2,000 samples, we generated a dense heatmap showing the observed and imputed mark signal across
the visualizations provided in this paper, imputed and observed tracks are provided for the entire genome through public track hubs on the WashU Epigenome Browser (http://epigenomagateway.wustl.edu/browser) and the UCSC Genome Browser.

We also assessed the ability of ChromImpute to predict missing marks using seven quantitative metrics: (i) the genome-wide correlation between observed and imputed data (“GWcorr,” Fig. 2c); (ii) the overlap between observed and imputed datasets in the top 1% of the 25-bp bins with the highest signal (“Match1”); (iii) the percentage of the top 1% observed in the top 5% imputed 25-bp bins (“Catch1Obs”); (iv) the percentage of the top 1% imputed in the top 5% observed 25-bp bins (“Catch1Imp”) (Supplementary Figs. 5–7); (v) the recovery of the top 1% observed and (vi) 1% imputed 25-bp bins based on the full range of signal of the other using the area under the curve (AUC) of a receiver operating characteristic (ROC) curve (“AucObs1” and “AucImp1,” Supplementary Figs. 5–7); (vii) and the AUC recovery of bases covered by observed peak calls based on the full range of signal of the imputed data (“CatchPeakObs,” Fig. 2d and Supplementary Figs. 6–7). These 1% and 5% percentages captured the diversity of chromatin states for each mark (Supplementary Fig. 8) and captured the majority of high-signal locations (Fig. 2b and Supplementary Fig. 4; see also genome-wide signal distributions discussed below). For DNA methylation, we used GWcorr and “Methyl25,” a previously suggested concordance measure that considered two DNA methylation values to be in agreement if they were within 0.25 of each other, as focusing on the top few percent of signal is less meaningful (as the vast majority of CpG dinucleotides in the human genome are highly methylated).

To provide perspective on the performance of ChromImpute in each metric, we compared it to two stringent baselines. The first baseline, ‘BestSingle,’ predicts a missing mark based on the signal of the most similar experimental dataset for the target mark, according to the specific metric measured across any other sample. This baseline is unrealistic as an imputation method because the most similar experiment is not known in advance, and is not available to ChromImpute or to any prediction method. The second baseline, ‘SignalAvg,’ predicts the average signal of the target mark across all other samples and can be thought of as an alternative imputation approach.

ChromImpute showed strong recovery of observed datasets, both in its overall performance, and relative to both stringent baselines. For the GWcorr metric, ChromImpute showed 0.68 correlation on average per mark (vs. 0.50 for both BestSingle and SignalAvg, Fig. 2c), outperform-
ing BestSingle for 91% of datasets and SignalAvg for 99% of datasets per mark on average. ChromImpute showed AUC = 0.95 recovery for AucObs1 (vs. 0.84 and 0.88, Supplementary Fig. 5) on average per mark, and AUC = 0.96 for CatchPeakObs (vs. 0.83 and 0.88) (Fig. 2d). For the Methyl25 metric, ChromImpute outperformed SignalAvg 97% of time, and BestSingle, 76% of the time.

We also compared ChromImpute to several additional imputation approaches. First, we implemented ChromImpute-LR, using the same ensemble training strategy but linear regression instead of regression trees to combine features. ChromImpute had overall similar or better performance than ChromImpute-LR for the tier 1 and 2 marks and much better performance for DNA methylation, although ChromImpute-LR showed somewhat better performance for some tier 3 marks, which had fewer training datasets available (Supplementary Fig. 9). Second, for tier 1 histone marks in ESCs and iPSCs, we compared ChromImpute to a predictor based on averaging of increasingly larger number of these near-replicate datasets (Supplementary Fig. 10). Predictive power increased by averaging more replicates, but ChromImpute showed better predictive power than ten near-replicates for some marks, and three near-replicates for all marks (Supplementary Fig. 10). Third, ChromImpute also outperformed nearest-neighbor predictors of a mark based on local and global distance, a predictor trained on only one sample instead of the full ensemble (Supplementary Fig. 9) and a predictor based on averaging active marks in the same sample to predict other active marks and likewise for repressive marks (Supplementary Fig. 11), in each case supporting our imputation strategy.

Increased robustness and annotated feature recovery

Although the previous analyses demonstrated that the imputed datasets provided a reasonable approximation to observed datasets, and thus can be beneficial when observed data are not available, we next investigated whether imputed datasets also have distinct advantages that make them valuable even if observed datasets are available. Two potential reasons may lead to advantages for imputed datasets: (i) imputed datasets are based on combining information from many experiments and thus have the potential to be more robust to experimental noise and other confounders than the observed data; (ii) by combining relevant information from many related experiments, imputed data can achieve a higher ‘effective’ sequencing depth, and thus potentially a higher signal-to-noise ratio.

We used the property that promoter-associated H3K4me3 frequently localizes near transcription start sites (TSS) and that transcription-associated H3K36me3 frequently localizes in gene bodies. We defined two metrics that quantify the extent to which the strongest H3K4me3 signal (at 25-bp resolution) localizes within 2 kb of annotated TSS (“PromRecov,” Fig. 3a) and the strongest H3K36me3 signal localizes in gene bodies (“GeneRecov” Fig. 3b), using AUC for the portion of the ROC curve that has a 5% false-positive rate or less (we primarily focused on this metric instead of the full AUC as we expected many annotated locations not to be marked by the observed or imputed data in any one sample, but saw similar results based on the full AUC (Supplementary Fig. 12a,b)).

We found that imputed data showed better annotation agreement than observed data for every dataset, often by a large margin (Supplementary Fig. 13). In fact, the worst-performing imputed H3K4me3 dataset performed better than 96% of observed H3K4me3 datasets, and the worst-performing imputed H3K36me3 dataset performed better than 91% of observed datasets in the evaluations (Fig. 3a,b). Recovery of gene bodies for a few of the H3K36me3 observed datasets was only marginally above random, whereas for imputed data, recovery was consistently high. As these results are based only on the rank ordering of signal values, any normalization strategy that preserves the rank ordering (e.g., quantile normalization31) would not change these results. We also observed better overall agreement with annotated features when considering peak calls instead of signal level (Supplementary Fig. 14).

Additionally, imputed data showed a more robust and consistent signal profile than observed data. Observed H3K4me3 signal proximal to all TSSs showed up to a 95-fold variation between samples (Fig. 3c), and observed H3K36me3 showed up to a sevenfold variation in gene bodies (Fig. 3d). Suggesting that experimental variability, rather than biological differences, indeed underlies some of these differences, two fetal brain samples (E081 and E082) showed large heterogeneity in their aggregate profiles for H3K4me3 and H3K36me3. E081 showed very flat distributions (Fig. 3c,d), whereas E082 and the imputed data for E081 and E082 all showed much more recognizable distributions (Fig. 3c,d). Consistent with experimental confounders, these E081 datasets showed relatively poor scores in both the PromRecov and GeneRecov metrics (Fig. 3a,b).

Imputed marks also showed higher consistency than observed marks in their genome-wide signal distribution (Supplementary Fig. 15). For example, for the observed datasets of H3K36me3 in the two fetal brain samples (E081 and E082), there was an 11.6-fold difference between the amount of the genome that had signal values ≥ 3, whereas imputed data showed only a 1.4-fold difference.

We also used the 28 histone and DNA accessibility marks that were mapped in two different ESC lines (H1 and H9) to compare near replicates for observed and for imputed datasets. We expected that for high-quality datasets, each mark mapped in H1 should show a higher correlation with the corresponding mark in H9 than with other marks in H9 (and conversely for H9 marks). Indeed, this property held more frequently for imputed data versus observed data (Supplementary Fig. 16), once more supporting the higher quality of imputed datasets.

Imputed data captured dynamics and sample relationships

To study whether imputed data can capture dynamic epigenomic information across cell types, we evaluated our PromRecov and GeneRecov metrics for tissue-restricted annotations, by focusing specifically on a set of genes that were expressed in the corresponding samples (Supplementary Figs. 12c,d and 13c,d). Imputed data continued to strongly outperform observed data for the set of expressed genes, with all but one imputed dataset for H3K4me3 showing higher PromRecov, and all but one imputed datasets for H3K36me3 showing higher GeneRecov.

We also compared the ability of imputed and observed data to recover expressed genes as a function of the number of samples in which they were expressed (Supplementary Fig. 17). Recovery of both TSS-proximal regions and gene bodies increased greatly with the number of samples in which a given gene is expressed for imputed marks (as expected given the multiple informant samples for each mark) and for observed marks (suggesting that genes detected as more broadly expressed show greater agreement with histone modification marks even for observed data). Notably, imputed H3K4me3 showed higher PromRecov independent of how restricted the expression was to certain samples, even for TSS regions of genes expressed in a single sample. For H3K36me3, observed marks showed a modestly higher recovery of gene bodies for genes expressed in only six samples or fewer (3% of expressed genes in a sample, on average). However, for the remaining genes expressed in larger numbers of samples, imputed datasets consistently outperformed observed datasets.

For all tier 1–3 marks, we directly compared the correlation between observed gene expression levels and the signal data for both
observed and imputed marks (Supplementary Fig. 18). For nearly all positively correlated marks, imputed signal showed a greater positive correlation with gene expression than observed signal, both in TSS-proximal regions (Supplementary Fig. 18a) and in gene bodies (Supplementary Fig. 18b). For negatively correlated marks, observed data showed greater negative correlation with expression than imputed data, but this higher negative correlation was associated with lower-quality observed datasets, and the difference was reduced when focusing only on higher-quality observed data, both in TSS-proximal regions and in gene bodies (Supplementary Fig. 18c,d).

We also evaluated the ability of both imputed and observed datasets to capture the relationships between tissues and cell types based on genome-wide correlation analysis between pairs of datasets (Fig. 3e,f and Supplementary Fig. 19). Specifically, we compared the imputed and observed data for their ability to group samples in accordance with their tissue group (defined in ref. 10 and shown in Fig. 1a of this paper) based on the correlation of individual marks (Fig. 3e and Supplementary Fig. 19). We found the imputed data showed a correlation matrix with a strongly pronounced block structure, corresponding to the biological groupings of cell types and tissues. This was substantially weaker in observed datasets, suggesting imputed data better captured sample relationships.

To quantify this difference, we evaluated the ability of each tier 1 mark, DNA methylation and RNA-seq to distinguish same-group versus different-group sample pairs (excluding the heterogeneous ‘ENCODE’ and ‘Other’ groups), based on the relative genome-wide pairwise correlation, evaluated as the AUC for both observed and imputed signal (Fig. 3f). Imputed data consistently outperformed observed data, showing an average AUC of 0.92 versus 0.79 for observed data. The increase in classification power was most pronounced for H3K4me3, H3K36me3, H3K27me3 and H3K9me3, which are generally considered less cell-type specific (AUC = 0.93 vs. 0.70).

These results also held for sample group classification based on histone mark peak call similarity (Supplementary Fig. 20), when trying to distinguish pairs of samples having the same anatomy annotation from those that have a different one10 (with all marks except DNA methylation showing increased accuracy for imputed data compared to observed data, Supplementary Table 1 and Supplementary Fig. 20), and for higher-resolution distinctions beyond the tissue group level, as ChromImpute predictions showed higher correlation with corresponding observed data than predictions obtained by averaging all other same-group experiments (Supplementary Fig. 21). We reasoned that perhaps a weighted average of observed and imputed data may further...
Imputed data improved GWAS enrichments

As epigenomic maps have recently emerged as an unbiased approach for discovering disease-relevant tissues and cell types\textsuperscript{3,32}, we also evaluated the impact of epigenome imputation on the interpretation of trait-associated variants from GWAS. We quantified the enrichment (positive or negative) of trait-associated variants from the National Human Genome Research Institute (NHGRI) GWAS catalog\textsuperscript{33} in both observed and imputed datasets for each tier 1 mark. We evaluated enrichments both in aggregate across all studies, based on area under an ROC curve up to a 5% false-positive rate (AUC\texttextsuperscript{5%}) for the signal level recovery of trait-associated SNPs, and at the level of individual studies, based on mark signal rank differences between each study’s SNPs and all other SNPs in the GWAS catalog. We evaluated both the number of studies for which there was a significant signal rank difference in at least one sample, and the total number of study-sample pairs that were significant, at varying P value thresholds. We then compared both the number of significant studies and the number of significant pairs to the numbers obtained for randomized versions of the GWAS catalog, which also enabled us to obtain a false-discovery rate estimate for each P-value threshold (Supplementary Table 2).

For all tier 1 active marks, imputed data resulted in substantially greater recovery of SNPs in the GWAS catalog than the observed data (Supplementary Fig. 23), and more significant enrichments for both the number of studies and the number of study-sample pairs, across all tested significance thresholds (Fig. 4a and Supplementary Figs. 24 and 25). In addition, the imputed data yielded a stronger enrichment for each enriched study-sample pair in the large majority of cases (Fig. 4b and Supplementary Fig. 26). We confirmed that the actual GWAS catalog yielded substantially more significant associations than randomized versions, for both the observed and imputed data across a range of P-value significance thresholds (Fig. 4a and Supplementary Figs. 24 and 25). Imputed data performance was substantially higher than that of the average mark signal across all available samples (Supplementary Fig. 24b), emphasizing that the higher performance was not simply due to averaging multiple samples. We also confirmed that the samples with the strongest positive enrichments for a given study were generally biologically relevant for active marks. For H3K27ac, for example, we found that liver was the most enriched sample for various cholesterol phenotypes, immune-related cells for various immune-related disorders, colonic mucosa for ulcerative colitis. Many additional biologically meaningful enrichments were found for diverse studies and cell types (Fig. 4c–f and Supplementary Table 2).

Figure 4 Overlap with trait-associated genetic variants from GWAS. (a) (Left) The x axis shows the number of GWAS in which there was at least one sample for which the H3K27ac signal was significantly enriched at significance level indicated on the y axis using a Mann-Whitney U Test. This is shown for the observed data (blue), the imputed data restricted to the 98 samples with observed data (red), and the observed and imputed data based on ten randomizations of the GWAS catalog. (Right) The same as on left, but counting study-sample combinations as opposed to just studies. (b) A scatter plot showing the $-\log_{10} P$ value computed for each study-sample combination based on the observed data (x axis) and imputed data (y axis) for each combination that had a P value of $10^{-3}$ or better based on either the imputed or the observed data for H3K27ac. The diagonal line is the $y = x$ line showing most of the most-significant enrichments based on either the observed or imputed data are for the imputed data. Additional marks can be found in Supplementary Figures 24–26. (c–f) Enrichment matrices (heatmaps) showing all studies (rows) with uncorrected $-\log_{10} P \geq 3.5$ and positive enrichment for at least one reference epigenome (columns) based on H3K27ac imputed data (c,e) and observed data (d,f). For each study (rows) is shown the trait, most-significant P value ($-\log_{10} P$, max-sample abbreviation and PubMed identifier (PMID). Only samples that showed the highest-significance positive enrichment for at least one study are shown. Studies in e,d were significant ($-\log_{10} P \geq 3.5$) for both observed and imputed data. Top three rows show studies with broad enrichment across samples. (e,f) Same enrichments for studies that were only significantly enriched using imputed (e) or observed (f) H3K27ac signal. Asterisks denote H3K27ac signal tracks that exist only as imputed data. Expanded enrichments for all samples, all tier 1 marks and additional GWAS are in Supplementary Table 2. SLE, systemic lupus erythematosus; ADH, attention deficit hyperactivity; ALL, acute lymphocytic leukemia; P.B., peripheral blood.
These results help validate the biological relevance of imputed datasets, based on an orthogonal annotation source, and help illustrate imputed datasets as a potentially useful resource for interpreting GWAS results.

**Imputed datasets are informative for quality control**

We next studied whether discrepancy between imputed and observed datasets is indicative of lower-quality experiments and can be used as a quality control (QC) metric. We ranked all H3K4me3 and H3K36me3 datasets based on PromRecov and GeneRecov scores, respectively, providing an independent benchmark informative of dataset quality (Fig. 5a). We then compared several QC metrics previously applied to these datasets, based on their ability to flag the worst-ranked datasets.

**Figure 5** Low similarity between imputed and observed data reveals low-quality datasets. (a) Comparison of QC metrics (columns) for the ten datasets (rows) showing lowest agreement with gene and promoter annotations (Fig. 3a, b), based on H3K4me3 PromRecov (top) and H3K36me3 GeneRecov (bottom). Each entry shows rank (out of 127) for GeneRecov/PromRecov, read depth and each QC metric (Poisson statistic, Signal Proportion of Tags (SPOT), FindPeaks, Normalized and Relative Strand Correlation between forward and reverse strands (NSC and RSC), and similarity between imputed and observed data (Match1 and GWcorr). Orange-shaded EIDs denote the five worst-agreement datasets from b. Data sets with the same read depth (a result of highly sequenced datasets being previously downsampled to the same number of reads) are given the same expected rank if ties were broken randomly. Most-problematic datasets (based on lack of gene or ±2 kb TSS annotation recovery) are sometimes missed by traditional QC measures but consistently show low imputation agreement. (b) Distribution of agreement between top 1% observed signal and top 1% imputed signal locations for H3K4me3 (top) and H3K36me3 (bottom), highlighting five worst-similarity (orange) and five highest-similarity (green) datasets. (c) Observed (blue) and imputed (red) signal tracks for worst-similarity (orange) and best-similarity (green) datasets for H3K4me3 (top) and H3K36me3 (bottom) for the entire chromosome 10 (0–135 Mb). Datasets with the lowest agreement have a relatively flat signal, suggesting that when observed and imputed datasets disagree most, it is usually the observed datasets that are of lower quality. (d) Aggregation of observed signal for H3K4me3 surrounding the TSS (top) and H3K36me3 in gene bodies (bottom) for the five best-agreement (green) and worst-agreement (orange) datasets, highlighting the unusual profiles of some worst-agreement datasets, suggesting they are of lower quality, even though they were not flagged by traditional QC metrics.

These metrics are based on the proportion of reads falling in enriched regions as determined by various methods (signal proportion of tags (SPOT)\(^3^4\), pre-binned regions enriched based on a Poisson distribution\(^1^\)\(^0\) and FindPeaks\(^3^5\)) and signal correlations between forward and reverse reads (normalized strand correlation (NSC) and relative strand cross-correlation (RSC))\(^3^6\).

Traditional QC metrics indeed flagged several worst-ranked H3K4me3 and H3K36me3 datasets, but failed to detect several cases, especially for lower read depths. This was more pronounced for H3K36me3, where two metrics (NSC, RSC) failed to detect the majority of low-GeneRecov datasets, and several datasets (E104, E022, E087, E109) were not detected as problematic by any of the traditional QC metrics. A deeper
understanding of the sources of lower-quality datasets is beyond the scope of this paper, but the low read depth of several flagged datasets (Fig. 5a and Supplementary Fig. 27) suggests that deeper sequencing in some cases could improve overall quality.

By contrast, imputation-based QC metrics were consistently able to capture worst-ranked datasets, even when traditional QC metrics failed (Fig. 5a). We evaluated two imputation-based QC metrics, the first based on our Match1 score (overlap of the top 1% of imputed signal with observed signal) (Supplementary Fig. 8) and the second based on our GWcorr score (genome-wide correlation in signal between imputed and observed signal tracks). Both performed well, showing the best agreement with PromRecov and GeneRecov at detecting the worst datasets (Fig. 5a). Notably, the E104 Right Atrium H3K36me3 dataset (which both the GeneRecov and imputation metrics ranked as the worst H3K36me3 dataset and had the lowest sequencing coverage depth) was rated as the single highest-quality H3K36me3 dataset by Spot. The metagene plot of this sample shows inconsistencies with the typical pattern for H3K36me3 and is suggestive of possible antibody cross-reactivity (Fig. 5d), illustrating how QC measures based on agreement with imputed data can be used to identify likely problematic datasets that are missed by other QC measures, which are ineffective in cases of label swaps or antibody cross-reactivity.

Observed datasets varied substantially in their agreement with their corresponding imputed datasets (Fig. 5b and Supplementary Table 3 and Supplementary Fig. 28). Moreover, the observed signal tracks for the worst-scoring samples (Match1 metric) showed striking visual differences from the best samples, whereas the corresponding imputed signal tracks had a consistently strong signal (Fig. 5c,d). When correlating QC metrics and read depth across all samples (Supplementary Fig. 27), the GWcorr and Match1 metrics showed among the highest correlations with both PromRecov and GeneRecov and were better correlated with matching imputation data and state 19_DNase showing DNA accessibility but lacking enhancer/promoter marks and state 5_Tx5 associated with 5’ ends of transcripts and based on H3K79me2). Because of the increased stability and robustness of imputed data, imputation-based chromatin states showed more consistent genome coverage across samples (Supplementary Fig. 34).

### Imputation feature usage varies across marks

We next sought to gain information about the utilization of different marks and features for imputing datasets. We first studied the frequency with which each feature was utilized in our regression trees, at the root (Supplementary Fig. 30a) or at any position (Supplementary Figs. 30b and 31) when it was available. We did this both for the primary imputation analyzed above, treating tier 1, tier 2 and tier 3 marks separately, given their differences in coverage, and another imputation restricted to the seven samples with deep coverage of many marks9,10, treating all tier 1–3 marks uniformly, given their similar coverage.

For nearly all acetylation marks, the most frequent feature at the root was another acetylation mark at the same genomic position in the same sample, reflecting the highly correlated and dynamic nature of acetylation marks. For histone methylations, DNA accessibility, RNA-seq and DNA methylation, the most informative feature for the root was more often based on the same mark in a set of nearest K samples, consistent with their more stable nature across cell types.

When considering any position in the regression tree, the most frequently used features were from other marks in the same sample and the same position, although all positions surrounding the target genomic location were used quite often (Supplementary Fig. 31). DNA accessibility was less frequently used at the exact target position compared to histone mark features (Supplementary Fig. 31), reflecting the slight displacement of nucleosomes relative to open-chromatin regions, and thus the offset of histone modification marks relative to DNA accessibility peaks.

### Chromatin state annotation using many imputed marks

Given the importance of chromatin mark combinations for distinguishing biologically meaningful features and different classes of regulatory elements, we used ChromHMM20,21 to discover chromatin states based on imputed marks. Chromatin state analysis based on observed data in the Roadmap Epigenomics project primarily focused on the five marks common to all 127 samples (H3K4me1, H3K4me3, H3K36me3, H3K27me3 and H3K9me3) or only six marks (with H3K27ac) for 98 samples10, with the number of samples rapidly decreasing as additional marks are considered due to missing datasets. ChromHMM explicitly handles missing data, but absence of a particular mark can result in dramatic reduction in the genomic coverage of corresponding chromatin states in the samples that are missing a defining mark (e.g., a DNA accessibility-dominated chromatin state shows 60-fold reduction for samples that lack DNA accessibility, Supplementary Fig. 32). Epigenomic mark imputation circumvents these limitations and provides a practical alternative to the missing-data strategy of ChromHMM, enabling learning of chromatin states jointly on uniform signal tracks for large numbers of epigenomic features across large numbers of samples.

We first trained a 25-state model jointly3 across all 127 samples (Fig. 6b,c) using all tier 1 and 2 marks. This captured multiple types of promoter, enhancer, open chromatin, transcribed and repressed states and shows specific gene annotation, conservation, DNA methylation, and RNA-seq enrichments (Fig. 6b,c and Supplementary Fig. 33). Compared to the 15-state chromatin state model based on observed data in the 127 samples10 (Supplementary Fig. 33), the 12-mark model better distinguished active versus poised enhancer states (using H3K27ac and H3K9ac) and captured novel states (e.g., state 19’_DNase showing DNA accessibility but lacking enhancer/promoter marks and state 5’Tx5’ associated with 5’ ends of transcripts and based on H3K79me2). Because of the increased stability and robustness of imputed data, imputation-based chromatin states showed more consistent genome coverage across samples (Supplementary Fig. 34).
better agreement with annotated gene bodies and TSS, both for all genes (Supplementary Fig. 35a, b) and for a set of genes expressed in a given tissue (Supplementary Fig. 35c, d), and better discrimination of evolutionarily conserved elements (Supplementary Fig. 36). Additionally, we saw better recovery of a sample that was not included in any of our training data (an osteoblast DNA accessibility dataset).

Figure 6 Imputation using mark subsets and chromatin state learning. (a) Imputation agreement for each mark (columns) using subsets of features (rows) in top 1% signal bins or 0.25 concordance measure for DNA methylation, for Chr10 relative to agreement achieved when using all features based on the seven samples with deep mark coverage without making distinctions between the tier 1–3 marks. Same-sample features are most important for acetylation marks, and same-mark features are most important for H3K27me3, H3K36me3, H3K9me3 and RNA-seq. Profiling of only H3K18ac and H3K79me2 allows higher relative imputation agreement than all five core marks, assuming a compendium with uniform coverage of marks. Performance for additional subsets is shown in Supplementary Figure 42. The last two columns show the average performance of the feature subset over all target marks and specifically for acetylations. Core=H3K4me1, H3K4me3, H3K36me3, H3K27me3, H3K9me3. For the purpose of computing these averages for mark subsets, if the target mark was included in the subset then a value of 1 was used for the target mark; the imputation performance restricted to other marks in the subset, when available, is provided in the table. The H3K18ac+H3K79me2 and tier 1 and 2 mark evaluations were limited to the five samples that were deeply profiled across marks and also had experimentally profiled H3K79me2. (b) Portion of a chromatin state segmentation using imputed data of 12 marks across 127 samples using the 25-state model and colors shown in c. Segmentation is highly consistent for similar samples but is able to capture highly dynamic regulatory elements across different samples. (c) Chromatin state model using 12 marks and 25 states, trained jointly using imputed data across all 127 samples. For each state (rows) are shown its emission parameters, genome coverage, relative functional enrichments for diverse annotations and conserved elements, and median observed and imputed DNA methylation and RNA-seq signal (Supplementary Fig. 33), followed by a candidate state annotation. (d) Expanded chromatin state model trained using 50 states and 29 marks in seven samples with deep mark coverage. States are grouped and labeled by the maximum-enrichment 25-state model match. Additional marks in this model are shown to the left of the vertical line. Emission parameters and functional enrichments (similar to c), and percentage of locations recovered for each state using subsets of marks (Supplementary Figs. 40, 41 and 43). *H3K18ac* denotes the subset of tier 1 and 2 marks extended by H3K18ac. When the same chromatin state was not maximally recovered with tier 1 and 2 marks, the last two columns denote the best other state and its percent assignment.
Supplementary Fig. 37) including for sample-specific sites; in addition we captured major sample type differences in chromatin states (e.g., ESC/iPSC samples showed consistently more abundant bivalent promoter states40, Supplementary Fig. 38), with differences in some cases more pronounced than for chromatin states based on observed data (Supplementary Fig. 38).

We also trained a 50-state model using imputed data for 29 marks across the seven deeply covered samples. The model showed distinct state emission parameters, diverse functional enrichments, and relatively consistent correlations in emission parameters and mark frequency across samples for nearly all states (Fig. 6d and Supplementary Figs. 39–41).

Accurate imputation using a limited number of marks
To help prioritize marks for experimental profiling in new cell types, we studied the subset of marks that provide the highest-accuracy imputation. We considered two settings, the first ('unrelated setting') assuming that new samples are largely dissimilar to any existing in the compendium and can rely only on same-sample features, and the second ('related setting') assuming that new samples are related to an existing compendium of datasets with roughly uniform coverage of each mark that can be used to impute in the new sample.

In both settings, we assessed the predictive power of a subset of features by comparing the agreement achieved between the observed signal and the imputed signal using the subset of features, relative to the agreement achieved using all features. We chose this 'relative agreement' metric to avoid penalizing the prediction of marks that are hard to impute even when using all features due to low-quality signal. We evaluated this relative agreement using the Match1 metric (except for DNA methylation, when using all features due to low-quality signal. We evaluated this relative agreement using the Match1 metric (except for DNA methylation, where we used Methyl25 in place), and using the coefficient of determination using the subset of features, relative to the agreement of assigned locations for each state (Supplementary Fig. 42).

In the 'unrelated' setting (same-sample features only), imputation of H3K36me3, H3K9me3, H3K27me3 and RNA-seq showed the lowest average state recovery (20–39%) (Fig. 6a and Supplementary Fig. 42a), followed by DNA accessibility (70%), H3K79me2 (82%), and H3K4me1/2/3, H2A.Z and H3K79me1 (92–93%), suggesting a prioritization based on the marks that are hardest to impute using same-sample features, even if all other marks are used. All acetylation marks showed higher relative Match1 scores (97–100%), but H3K27ac had the lowest relative score among them (97%), suggesting it contains the most unique information. Relative Match1 score recovery was 87%, on average, across all marks when using all same-sample features, 70% when using only the five core marks (counting experimentally mapped marks as 100% recovered), 73% using the core marks and either DNA accessibility or H3K9ac, 78% using the core marks and H3K27ac, and 85% using all tier 1 and 2 marks (Fig. 6a and Supplementary Fig. 42a). R² values showed overall similar results and conclusions, but revealed a lower relative agreement for DNA methylation (Supplementary Fig. 42b), also highlighting its unique information relative to other marks in the same sample.

In the 'related' setting (both same-sample and same-mark features), the five core marks resulted in 80% Match1 relative recovery on average across all marks, which increased, respectively, to 86%, 82% and 81% with inclusion of H3K27ac, H3K9ac or DNA accessibility, and increased to 89% using all tier 1 and 2 marks (Fig. 6a). Recovery of acetylation marks was on average lower (66%) using only the five core marks, but increased to 77%, 71% and 68%, respectively, with inclusion of H3K27ac, H3K9ac or DNA accessibility. Using one or two marks led to sometimes surprisingly high recovery of many other marks. For example, H3K18ac was the single mark giving the highest average recovery of all others marks (87%; 88% for acetylation marks), and greater than 80% recovery for all marks except H4K20me1, H3K79me1 and H3K23me2. Profiling of H3K79me2 was highly complementary, resulting in 98% recovery for H4K20me1 and H3K79me1; and profiling of H3K79me2 in combination with H3K18ac resulted in 90% average recovery of marks in a new cell type, when leveraging the entire existing data compendium, but only 71% average recovery using same-sample features.

We also used chromatin states to evaluate the 'unrelated' setting, based on the ability of subsets of the 29 marks to recover each of the 50 chromatin states learned from imputed data in the seven deeply covered samples when treating the remaining marks as missing20 (Fig. 6d and Supplementary Fig. 43). We found that holding out any of DNA accessibility, H3K9me3, H3K36me3, H3K4me1, H3K27me3 or H3K27ac resulted in at least one 'missing' state (<20% recovery; Supplementary Fig. 43a). Holding out H2A.Z, H3K79me2, H4K20me1, H3K79me1, H3K4me3 or H3K4me2 resulted in at least one state with less than 70% recovery. No single mark in isolation led to substantial state recovery beyond the states that were primarily defined by that mark (Supplementary Fig. 43b). Using only the five core marks and treating all remaining marks as missing data resulted in 31% average recovery of assigned locations for each state (Fig 6d and Supplementary Fig. 43c). Including H3K27ac, H3K9ac or DNA accessibility increased average recovery to only 35–37%, and the greatest average state recovery of any mark was 43% with the additional inclusion of H3K18ac. Using all tier 1 and 2 marks together increased the average recovery to 65%, with only 12 states showing 50% or less recovery (Fig. 6d and Supplementary Fig. 43b). Inclusion of H3K18ac with the tier 1 and tier 2 marks increased average state recovery to 77%, with all states showing greater than 30% recovery. These results suggest substantial additional diversity of chromatin states not captured based on the chromatin marks that have received extensive mapping by the Roadmap Epigenomics and ENCODE projects.

DISCUSSION
In this paper we introduced a computational approach for prediction (imputation) of genome-wide epigenomic signals applied at 25-bp resolution. The method imputes both missing and existing datasets by leveraging correlations of epigenomic marks within a given sample and similarities in the epigenomic landscape of related samples, and it is applicable to any type of functional data that can be represented as a signal track. We developed and applied an array of quantitative metrics and tests to evaluate the accuracy of the imputed data. We showed that the imputed data of a mark in a sample is of high resolution and a better match to the observed data than using the average of all other observed datasets of that mark (an important baseline comparison for any such study), and it is also a better match than even the single closest dataset (a benchmark that would require knowledge of the target mark and is thus not possible in practice).

We showed that imputed data outperformed observed data based on a number of analyses: (i) similarity to annotated gene features; (ii) consistency across closely related samples; (iii) capture of biological relationships between tissue and cell types; (iv) correlation with observed gene expression; (v) enrichment of SNPs identified in GWAS; (vi) chromatin state capture of TSS, gene bodies, tissue-restricted activity and conserved elements. The observed data only showed a modest advantage in identifying genes showing the most tissue-specific expression patterns (approximately 3% of genes in each sample). Furthermore, disagreement between observed and imputed data were usually due to lower-quality experimental datasets, and not low-quality imputation.
Our benchmarks show that in practice, observed data are not always an uncontested gold standard, but that both observed and imputed data are of important and complementary value, each with its own merits, and each likely to have both false-negative and false-positive signals. Certainly, when high-quality, deeply sequenced and extensively replicated experiments are available, they remain a gold standard. However, with the reality of budgetary and sample limitations, our work establishes imputed data as an important complement to experimental studies. For any fixed number of budgeted experiments, imputation allows projects to explore a larger diversity of samples, assays or conditions, and to increase robustness by leveraging automatically learned correlations in these datasets, rather than relying solely on direct experimental profiling and replicates to increase robustness.

Moreover, the combined use of observed and imputed data opens many new applications that were previously not possible. Imputed data can be used as a prior expectation for an experiment, against which observed data can be compared and benchmarked. We demonstrated two applications of such comparisons, using global discrepancies between observed and imputed data as a QC metric, and identifying surprising locations that we found enriched for regulator targets. For QC in particular, we showed that low agreement between imputed and observed data revealed problematic datasets that were missed by many existing metrics that focus on signal-to-noise properties of the data, and thus can miss sample mix-ups, cross-reacting antibodies or other experimental errors. With more densely sampled epigenomic datasets, we expect that next-generation QC metrics will increasingly exploit imputation-like measures, such as our stringent baselines defined earlier or the more sophisticated agreement with ChromImpute.

Our work also has implications for experiment prioritization for large-scale epigenomic mapping efforts. The Roadmap Epigenomics project mapped a set of six histone marks at highest depth: H3K4me1, H3K4me3, H3K27me3, H3K9me3, H3K36me3 and H3K27ac. Our results validate this strategy, as H3K27me3, H3K9me3 and H3K36me3 could not be imputed effectively using same-sample data even if every other mark in the same sample was mapped, and H3K4me1, H3K4me3 and H3K27ac all had substantial unique information that could not be predicted from just using same-sample features of the other five marks. Our results support possibly extending this set with H3K18ac, which led to better imputation of non-H3K27ac acetylations and with H3K79me2, which led to better capture of transcription-associated marks. The evidence shows both marks are important in their own right, H3K18ac in pathogen response and cancer, and H3K79me2 in epigenetic memory, development and cancer.

It is also important to recognize limitations of the imputation approach. If the presence of mark signal is highly specific to one or a few samples, and it does not correlate with other marks mapped in the sample or has a different correlation structure than in samples used for training, then it would not be possible to accurately impute the mark at those locations. When the target mark has been mapped in only a few samples, the features pertaining to the same mark in other samples may be less informative or more biased. For example, imputation of transcription factor binding may be more challenging, as their correlation structure with other marks can vary greatly across samples, depending on whether a transcription factor is active or not, and most have been mapped in only a limited number of samples. A limitation of our current framework when imputing datasets across individuals is that we do not currently incorporate genetic variation as an input, and this is potentially an important area of future development given that datasets on chromatin marks and genotype across individuals are becoming increasingly available. For tissue samples that reflect mixtures of multiple cell types, our imputed maps will most likely reflect the same mixture as the observed data, though deconvolution of mixed samples is a potentially important direction for future work.

Lastly, our paper contributes, to our knowledge, the most comprehensive epigenomic resource to date, including 4,315 imputed datasets across 127 samples and 34 marks (of which only 26% have been experimentally profiled). The remaining 74% (3,193 datasets) exist only as imputed data, dramatically expanding the number, diversity and completeness of even the most complete existing set of epigenomic maps. We also provide an annotation of 25 chromatin states based on 12 imputed marks across 127 samples, and of 50 chromatin states based on 29 epigenomic marks across 7 samples, providing the most comprehensive collection of regulatory annotations across the human genome to date. As our initial analyses demonstrate, the resulting annotation of the noncoding portion of the human genome can increase the power of future studies of gene regulation, cellular differentiation, genetic variation and human disease.

METHODS

Methods and any associated references are available in the online version of the paper.

Accession codes. All imputed signal datasets and peak calls and chromatin states based on imputed data are available from http://compbio.mit.edu/roadmap/. The ChromImpute software is available at http://www.biochem.ucla.edu/labs/ernst/ChromImpute/ and source code is provided as Supplementary File 1 and maintained at https://github.com/jernst98/ChromImpute.

Note: Any Supplementary Information and Source Data files are available in the online version of the paper.

ACKNOWLEDGMENTS

We thank A. Kundaje, W. Meuleman, M. Bilenky and members of the NIH Roadmap Epigenomics Data Analysis and Coordination Center for data processing. We thank P. Kheradpour for advice on the motif analysis. We thank M. Eaton for generating the chromatin state segmentation visualization. We thank T. Wang for hosting the imputed data on the WashU Epigenome Browser. We thank N. Rajagopal, B. Ren and members of the Kellis laboratory and Roadmap Epigenomics Consortium for discussions related to this work. We thank the NIH Roadmap Epigenomics and ENCODE consortia for generating the data used in this paper. Funding for this work provided by National Science Foundation CAREER Award #1254200 and an Alfred P. Sloan Fellowship to J.E. and by US National Institutes of Health through National Human Genome Research Institute grants R11HG005334 and R01HG04037 to M.K.

AUTHOR CONTRIBUTIONS

J.E. and M.K. developed the method, analyzed the results and wrote the paper.

COMPETING FINANCIAL INTERESTS

The authors declare no competing financial interests.

Reprints and permissions information is available online at http://www.nature.com/reprints/index.html.


ONLINE METHODS

Signal tracks. For the histone mark and DNase signal tracks we used the version of the reference epigenomes signal tracks based on the \(-\log_{10} P\) value of enrichment relative to input control based on a Poisson distribution from (Roadmap Epigenomics Consortium et al., 2015)\(^{10}\), available through http://compbio.mit.edu/roadmap/. Some of these reference epigenomes are based on multiple biological samples that were pooled, but we refer to each reference epigenome as a ‘sample’ here. We only used the signal for chromosomes 1–22 and X. For the RNA-seq data we converted the uniformly processed unstranded signal tracks, also available from the same site, to normalized RPKM values, then added one, and then took the log base 2 value. The normalized RPKM values were computed based on multiplying the unnormalized signal value by \(10^7\) then dividing by the product of the read length and the number of exonic reads, excluding the mitochondria, ribosome and the top 0.5% of signal values\(^{10}\). We converted these signal tracks for the histone marks, DNase and RNA-seq data to a 25-bp resolution by taking the base level average of signal overlapping each 25-bp bin. For the DNA methylation we used the uniformly processed whole genome bisulfite data\(^{10}\), which provided a fraction methylated value at each base within all CpGs.

For analyses in (Roadmap Epigenomics Consortium et al., 2015)\(^{10}\) on the basis of having better signal-to-noise properties. In particular, both sets of tracks were generated based on downsampling highly sequenced datasets to the same sequencing depth, thus in the \(-\log_{10} P\) value track, no dataset had a disproportionately high signal simply due to being sequenced very deeply, whereas on the other hand under-sequenced datasets were included and in some cases had locations with high fold-change signals that were the result of noise and did not have values as relatively high on the \(-\log_{10} P\) value track. Additionally focusing on the \(-\log_{10} P\) value tracks is more consistent with the basis of the default binarization of ChromHMM\(^{21}\) used for the chromatin state learning.

ChromImpute method. The ChromImpute method predicts the signal of a target mark in a target sample based on two classes of features: (i) other marks mapped in the same sample and (ii) the target mark in other samples. Predictors that integrate these features are trained based on each sample for which we have the target mark available, excluding the target sample. The ensemble of trained predictors are then each applied in the target sample and their predictions are averaged to obtain the final predictions. The ensemble approach would be expected to tend to average out biases associated with any one predictor.

Formally, let \(G_{m,c,p}^t\) denote the observed value of mark \(m\) in sample \(c\) at position \(p\). Let \(M_{c,m,p}\) denote the set of marks in sample \(c\) among those eligible to be used to predict mark \(m\). Let \(C_m\) denote the set of samples in which mark \(m\) has been mapped. Let \(m^d\) denote the target mark and \(c^t\) the target sample. To predict mark \(m^d\) in sample \(c^t\) for each sample \(c^d\in C_m\setminus\{c^t\}\), we separately define features. For a sample \(c^d\) we let \(M_{c^d,m}\) denote \(M_{c,m}\setminus\{M_{c^t,m}\}(m^d)\), which is the subset of common marks between \(c^d\) and \(c^t\) that can be used to predict the target mark \(m^d\), and then define the two classes of features to predict the signal of mark \(m^d\) in sample \(c^t\) at a target genomic position \(p\).

1. Features based on the set of other marks mapped in the same sample. We define features \(s_{m,c}^{p,n}\) for each mark \(m\in M_c\) and each value of \(n\) such that \(n = 500\) or \(n = 25i\) for integer values of \(i = 20,\ldots,20\). The feature \(s_{m,c}^{n}\) is assigned a value \(o_{c^d,m,p}^n\). In our notation \(p+n\) refers to a position on the same chromosome as \(p\), but a base position shifted by \(n\). This corresponds to having features at the target position and every 25 bp within 500 bp, and every 500 bp within 10,000 bp both upstream and downstream of the target position.

2. Features based on the target mark in other samples. We define features \(f_{m,g,k}\) for each mark \(m\in M_c\), \(g\in\{local,global\}\), and \(k = 1,\ldots,min(10,|C_g|)\) where we define \(C_g\) to be \(C_g\cap C_m\) or \(C_g\). \(C_g\) corresponds to all samples having the target mark and the mark that will be used for determining similar samples excluding the overall target sample and the sample being used for training the predictor. \(f_{m,g,k}\) has the value \(f_{m,g,k} = \sum_{c\in C_g\setminus\{c^t\}} o_{c,m,p}\) where \(c\) is the sample of \(C_g\) that is in the ranked position \(j\) when each sample \(c\in C_g\) is ordered in increasing value of \(d_{m,g}(c^t, c)\). If \(g = local\), then \(d_{m,g}(c^t, c) = 1 - \rho(o_{c^d,m,p}^n, o_{c,m,p}^n)\) where \(\rho\) is the Pearson correlation coefficient applied to the genome-wide signal of mark \(m\) in samples \(c^t\) and \(c\). If \(g = local\), then at the position \(p\)

\[
d_{m,g}(c^t, c) = \sum_{j=-20}^{20} (o_{c^d,m,p+25j} - \bar{o}_{c,m,p+25j})^2
\]

which uses the signal at target position and every 25-bp interval within 500 bp to determine the nearest samples. Ties for the nearest sample based on local distance were broken arbitrarily.

We construct feature vectors by combining all the \(s_{m,c}^{p,n}\) and \(f_{m,g,k}\) features defined above. Features when applying a predictor in sample \(c^t\) trained on sample \(c^d\) are defined as above except \(c^d\) is interchanged with \(c^t\).

The specific predictors we used were regression trees\(^{27}\). Formally we define a regression tree, \(T\), to have a set of split nodes \(S\) and a set of leaf nodes \(N\). A split node \(g\in S\) can be represented by the 4-tuple \((f, v, l, r)\) where \(f\) is a feature used to split the data, \(v\) is the value of feature \(f\) on which the split is based, and \(l\) and \(r\) are nodes in \(S\). A leaf node \(n\in N\) can be represented by a 1-tuple \((c)\) which is the prediction value associated with the node. In addition one node \(n\in S\) is designated as the root of the tree. We let \(n\) denote a vector of features values for which an output prediction should be generated. To generate a prediction we start by setting a variable \(z\) to the root node \(w\), and while \(z\) is not a leaf node, if \(u(z,f)\leq v\) we let \(z=z.l\) and otherwise \(z=z.r\) where \(u(z,f)\) refers to feature \(f\) of vector \(u\). Once \(z\) is a leaf node the prediction of \(z.e\) is made.

We train regression trees for a mark \(m\) based on sample \(c^t\) for a set of sampled \(P\) recursively. We define a node creation procedure that takes as input a set \(X\) of positions and identifies a feature, \(f\), and split value, \(v\), on which to split the positions. In the procedure we define the sets \(X_{lf}\) and \(X_{rf}\), respectively, based on \(\{f,v\}\) to have a set of split nodes \(S\) where the associated output prediction of the node \(n.e\) is set to \(\frac{1}{|X_{lf}||X_{rf}|}\sum_{x\in X_{lf}} x + \sum_{y\in X_{rf}} y\), that is, the average value of mark \(m\) in sample \(c^t\) at all positions in \(X\); otherwise, we create a split node \(s\) and set \(s.f\) and \(s.v\) to \(f\) and \(v\), respectively, based on

\[
\min_{(f,v)} \sum_{x\in X_{lf}} x + \sum_{y\in X_{rf}} y
\]

This chooses a split that minimizes the squared error of the resulting output prediction subject to the constraint that both subsets of the partition have at least 20 data points. We then set \(s.l\) and \(s.r\) to the nodes created by applying the node creation procedure to the set of positions \(X_{lf}\) and \(X_{rf}\), respectively. Ties for the best split feature and value were broken randomly. Input data were rounded to the nearest tenth, for generating features, training and applying the predictors, and only those values present in the training data were considered as split values. DNA methylation values were treated as percentages for the purposes of this rounding, but the final output for DNA methylation was reported as a fraction. The node creation procedure is initially called with all positions in \(P\), which creates the root node.

To make a prediction in sample \(c^t\) for mark \(m^d\) at position \(p\) we compute

\[
\frac{1}{|C_m\setminus\{c_t\}|} \sum_{\hat{c}_i\in C_m\setminus\{c^t\}} \sum_{i=1}^{b} T_{\hat{c}_i,m^d,p} \left(u_{\hat{c}_i,m^d,p}\right)
\]

where \(b\) is number of sets of sampled positions and \(T_{\hat{c}_i,m^d,p}\) denotes the prediction made by the regression tree trained on sample \(c^t\) to predict mark \(m^d\) using the set of sampled positions \(P\) when applied to the feature vector defined as above for predicting mark \(m^d\) at position \(p\).

Each set of positions for training contained 100,000 randomly sampled positions. We used one set of positions for training, with two exceptions. We trained predictors for the tier 3 marks in the primary imputation and for all marks in the imputation restricted to the seven samples with deep coverage of many marks.
was observed. The ordering of elements in both dimensions of the matrix were selecting 2,000 25-bp intervals in the genome, which form one dimension of each Signal heatmap clustering.

RPKM ≥ 0.5 as processed in (Roadmap Epigenomics Consortium protein coding genes and noncoding RNA sets selecting those genes that had an only included long transcripts as used in (Roadmap Epigenomics Consortium marks were eligible to be used to impute other marks (methylation where it was 0.5.

For the primary imputation the tier assignments of marks determined which marks were eligible to be used to impute other marks (Supplementary Fig. 2), and we made predictions across chr1-22 and chrX. For the purpose of evaluating imputation performance with subsets of features and marks unbiased by the deep sample coverage of certain marks, we did a separate set of imputations using only the seven samples with deep mark coverage. For this set of imputations we treated the tier 1–3 marks in the same way, and the method could use any of the available marks within these tiers to predict any other mark. For these evaluations we made predictions only on chr10.

In order to handle the computational demands of training an ensemble of predictors and then applying them to generate genome-wide predictions for more than 4,000 datasets we first wrote out to disk for the randomly sampled positions feature instances for each observed mark and sample. The set of feature instances for a mark and sample written out were sufficient to be used to train predictors based on the sample for the goal of predicting the mark in any other sample. Depending on the overall target sample, different subsets of the features would be used, consistent with what is described above, but this step allowed significant reuse of computation and memory when imputing the same mark across multiple samples. Once the training instances were written out, different predictors could be trained in parallel. Applying the predictors to impute genome-wide values was parallelized over different samples, marks and chromosomes. To more efficiently compute the ordering of the locally nearest samples at each position when making genome-wide predictions, a computationally demanding step, we leveraged information on the ordering of the nearest samples at the previously considered position, which would often be highly similar.

Comparison with linear regression, nearest neighbor and single sample train-
predicting positions. For the linear regression and nearest-neighbor comparison, we limited the predictions to chr10. The linear regression was the weka (v.3.7.3)53 implementation with a ridge regularization parameter set to 1. For the compari-
sion with nearest-neighbor approaches we used up to the ten nearest neighbors defined by H3K4me1 and for both the local and global distance as defined above. We selected H3K4me1 as it was defined in all samples and associated with more sample-specific patterns. For predicting H3K4me1 we used H3K-me3 instead. Similarly for the comparison with training based on a single nearest sample, we selected the nearest sample based on global H3K4me1 correlation, except using H3K-me3 when predicting H3K4me1.

Gene annotations, expression, conserved elements. For gene annotation enrich-
ments we used a modified version of the GENCODE 10 gene annotations52 that only included long transcripts as used in (Roadmap Epigenomics Consortium et al., 2015)50. For defining a set of expressed genes in each sample we combined the protein coding genes and noncoding RNA sets selecting those genes that had an RPKM ≥ 0.5 as processed in (Roadmap Epigenomics Consortium Consortium et al., 2015)50. The evolutionarily conserved elements were the hg19 liftover of the SiPhy-pi con-
served elements previously reported54,55. Signal heatmap clustering. The signal heatmaps were generated by first randomly selecting 2,000 25-bp intervals in the genome, which form one dimension of each matrix. The other dimension corresponds to different samples in which the mark was observed. The ordering of elements in both dimensions of the matrix were determined using the Matlab implementation of hierarchical clustering and optimal leaf ordering54 applied to the observed data. Correlation distance was used except to cluster the rows for DNA methylation, H3K23me3, H4K5ac and RNA-seq where Euclidean distance was used because of zero variance rows. The imputed data matrix is based on using the same ordering of rows and columns as generated based on the observed data.

Chromatin states based on imputed data. Chromatin states were inferred on the imputed data using ChromHMM21. The data were binarized at a 200-bp resolution by averaging the eight 25-bp intervals overlapping and using an average signal threshold of 2. Two types of models were inferred. One model used the 12 tier-1 and 2 marks across all 127 samples. The second model was based on all tier 1–3 marks imputed in all the seven samples with deep mark coverage, where we had a more confident imputation of the tier 3 marks. Both posterior probabilities soft-assignments for each state and hard assignments based on the maximum posterior were produced, but all the chromatin state analyses were based on the hard assignments. Chromatin states based on the observed data were obtained from (Roadmap Epigenomics Consortium et al., 2015)50.

The chromatin state assignment recovery based on the maps of a subset of marks was determined using the EvalSubset command of ChromHMM21. This is similar to a procedure previously described50, but based on hard assign-
ments.

Single mark peak calls. Macs2 (version 2.0.10)57 was used to call peaks on the imputed signal data. The bdgpeakcall command was used to generate narrow-Peaks whereas the bdgbroadcall command was used to generate gappedPeaks with the -c cutoff flag was set to 2. These peak calls were compared to corre-
ponding peak calls based on the observed data obtained from (Roadmap Epigenomics Consortium et al., 2015)50 that were also generated based on Macs2 but based on the callpeak command applied to aligned reads.

Comparison with GWAS analysis. We obtained the contents of the NHGRI GWAS Catalog33 on September 12, 2014 through the UCSC Genome Browser56. We grouped entries into studies based on a unique combination of PubMed ID and trait combination. We filtered the set of SNPs in each study such that no two SNPs were within 1 Mb of each other on the same chro-
some. We did this by ranking the SNPs in a study based on their P value signif-
nance, and then filtering a SNP if it was within 1 Mb of any higher ranked SNP that was not filtered. We tested the significance of the signal level for observed and separately imputed data associated with a set of SNPs in a study compared to all other GWAS catalog SNPs after the filtering using a Mann-
Whitney U Test as implemented in the Apache Commons Math 3.3 library. For each mark and separately for the observed and imputed data, we computed estimated false discovery rates (FDRs) at each P value threshold controlling for testing multiple study and sample combinations. We did this by generating 100 random permutations of the study assignments among the set of filtered SNPs across all studies, and then recomputed the significance of the signal associa-
tions. The FDRs corresponding to a P value were estimated by computing the average number of sample-study combinations that reached that significance threshold for a permuted catalog divided by the total number of combinations that reached the significance threshold based on the actual catalog. If a less significant P value had an initial lower FDR estimate than a more significant P value, then the more significant P value also received that lower FDR estimate. We displayed the first ten permutations generated in the P value comparison plots. For the comparison of the most significant imputed sample with the average signal, the FDR for the average signal needed only to control for testing multiple studies as there were no sample-specific predictions. In this specific comparison the FDR for the imputed data were determined as above, but by only considering the most significant P value across all samples for a specific study for both the actual and each randomized catalog.

Motif analysis. The motif analysis was conducted for each sample in which there were DNase data available. The foreground for the enrichment was those locations that had a DNase signal above 5 in the observed data and below 1 in the imputed data. The background for the enrichment was restricted to all locations, which had an observed DNase signal above 5. An additional analysis was done where the foreground was all locations that had observed a DNase signal above 5, with a genome-wide background. The motif analysis was conducted using a previously described software and assembled compendium of motifs57.
Intermediate DNA methylation is a conserved signature of genome regulation

GiNell Elliott1, Chibo Hong2, Xiaoyun Xing1, Xin Zhou1, Daofeng Li1, Cristian Coarfa3, Robert J.A. Bell2,4, Cecile L. Maire5, Keith L. Ligon5, Mahvash Sigaroudinia6, Philippe Gascard6, Thea D. Tlsty6, R. Alan Harris3, Leonard C. Schalkwyk7, Misha Bilenky8, Jonathan Mill9,10, Peggy J. Farnham11, Manolis Kellis12, Marco A. Marra8, Aleksandar Milosavljevic3, Martin Hirst8,13, Gary D. Stormo1, Ting Wang1 & Joseph F. Costello2

The role of intermediate methylation states in DNA is unclear. Here, to comprehensively identify regions of intermediate methylation and their quantitative relationship with gene activity, we apply integrative and comparative epigenomics to 25 human primary cell and tissue samples. We report 18,452 intermediate methylation regions located near 36% of genes and enriched at enhancers, exons and DNase I hypersensitivity sites. Intermediate methylation regions average 57% methylation, are predominantly allele-independent and are conserved across individuals and between mouse and human, suggesting a conserved function. These regions have an intermediate level of active chromatin marks and their associated genes have intermediate transcriptional activity. Exonic intermediate methylation correlates with exon inclusion at a level between that of fully methylated and unmethylated exons, highlighting gene context-dependent functions. We conclude that intermediate DNA methylation is a conserved signature of gene regulation and exon usage.

1 Department of Genetics, Center for Genome Sciences and Systems Biology, Washington University School of Medicine, St Louis, Missouri 63108, USA. 2 Brain Tumor Research Center, Department of Neurosurgery, Helen Diller Family Comprehensive Cancer Center, University of California, San Francisco, San Francisco, California 94115, USA. 3 Department of Molecular and Human Genetics, Baylor College of Medicine, Houston, Texas 77030, USA. 4 Institute for Human Genetics, University of California San Francisco, California 94158, USA. 5 Department of Medical Oncology, Center for Molecular Oncologic Pathology, Dana-Farber Cancer Institute, Boston, Massachusetts 02215, USA. 6 Department of Pathology, Helen Diller Family Comprehensive Cancer Center, University of California, San Francisco, San Francisco, California 94115, USA. 7 School of Biological Sciences, University of Essex, Colchester CO4 3SQ, UK. 8 Canada’s Michael Smith Genome Sciences Centre, BC Cancer Agency, Vancouver, British Columbia V5Z 1L3, Canada. 9 Social Genetic & Developmental Psychiatry Centre, Institute of Psychiatry, King’s College London, London WC2R 2LS, UK. 10 University of Exeter Medical School, Exeter University, St Luke’s Campus, Exeter EX1 2LU, UK. 11 Department of Pharmacology and the Genome Center, University of California-Davis, Davis, California 95616, USA. 12 The Broad Institute of MIT and Harvard, Cambridge, Massachusetts 02142, USA. 13 Centre for High-Throughput Biology and Department of Microbiology & Immunology, University of British Columbia, Vancouver, British Columbia, Canada V6T 1Z4. Correspondence and requests for materials should be addressed to T.W. (email: twang@genetics.wustl.edu) or to J.F.C. (email: joseph.costello@ucsf.edu).
DNA methylation plays a central role in human development and cellular identity1-5. Dynamic CpG methylation throughout cell differentiation correlates with cell type-specific gene regulation and expression levels, with loss of methylation reflecting enhancer or gene activation7-10. The majority of CpGs in differentiated cells are uniformly methylated or unmethylated between homologous chromosomes and within cell populations composed of a single cell type. The bimodality of DNA methylation implies a binary on-off control over gene expression, yet a significant number of loci throughout the genome do not fit within this model.

Regions of intermediate methylation (IM) may exhibit allelic methylation, intercellular variability or clusters of interspersed methylated and unmethylated CpGs within each cell. A small number of genes are marked by allele-specific methylation (ASM), including imprinting control regions (ICRs), which are essential for mammalian development11-17. Other IM states, including non-allelic IM, may also be functional and potentially dynamically regulated during development18,19. The level of methylation reported in IM regions in prior studies is variable, but typically much less than the 50% that typifies ICRs17,18,19. The prevalence of IM states and their function within genetically and phenotypically homogenous cell populations has been enigmatic.

Here, we use genome-wide DNA methylation profiling to identify and compare IM regions across human tissues and primary cell types, and among individuals. We define boundaries of IM loci by combining two independent and complementary enrichment-based methods that, respectively, identify methylated and unmethylated regions of DNA. We then validate and quantify methylation levels at basepair resolution within IM regions using whole-genome bisulfite sequencing (WGBS) and methylation array data. We analyse multiple cell types from the same individual to distinguish cell type epigenetic differences from genetic effects on the epigenome. We then examine the relationship between IM states, associated histone marks of gene regulation, mRNA levels and exon usage from the same samples used to discover the IM regions. We further use these data, along with in vivo enhancer assay data and evolutionary conservation, to discover potential functions of IM states.

**Results**

**IM is closely associated with genes.** To identify regions of IM, we combined two complementary whole-methylome profiling methods: MeDIP-Seq, which targets methylated DNA using an anti-methylcytosine antibody; and MRE-Seq, which identifies unmethylated DNA by methylation-sensitive restriction enzyme digestions. This experimental approach was chosen because nearly all mapped reads are informative, contrasting to the inefficiency of WGBS in which 70-80% of sequence reads are uninformative because they lack CpG sites10. Furthermore, 5-methylcytosine and 5-hydroxymethylcytosine are conflated in WGBS, whereas MeDIP/MRE-Seq detect 5-methylcytosine exclusively. MeDIP/MRE-Seq may also provide greater accuracy in a minority of loci20. Most importantly, identification of IM with MeDIP/MRE-Seq does not assume a binary state, as IM are identified by strong and overlapping signals from each assay. We applied MeDIP/MRE-Seq8,20-23 to 23 human primary cell and tissue samples isolated without culturing from three tissue types and seven donors24, and two biological replicates of the H1 embryonic stem cell line (H1ES)23 (see Methods). The diverse set of samples we profiled allowed controlled comparisons of different cell types from the same individual, and identical cell types from different age-matched donors.

A small fraction of CpGs in each sample showed signal enrichment in both MeDIP-Seq and MRE-Seq, indicating simultaneous presence of methylated and unmethylated DNA (Fig. 1a and Supplementary Fig. 1a). We developed a maximum scoring segment algorithm to define boundaries of IM regions representing clusters of neighbouring CpGs with co-occurring enrichment in MeDIP/MRE-Seq (Methods; Supplementary Fig. 1b). Altogether, 18,452 unique autosomal IM regions were detected in one or more samples, containing 2% of the 26.9 million CpGs interrogated. Within IM regions, we estimated the methylation levels at single CpGs using WGBS from H1ES cells and Illumina 450K Infinium Methylation Array data from eight of our samples. WGBS and methylation arrays confirmed the primarily bimodal genome-wide distribution of fully methylated and unmethylated CpGs. Individual CpGs within regions classified as IM, however, had a mean methylation of 57% (WGBS) and 58% (arrays; Fig. 1a). In the majority of regions, the IM state was restricted to one or a subset of tissue or cell types, although 1,754, or 9%, were present across all tissues studied (constitutive IM; Fig. 1b-e). Hierarchical clustering based on the presence or absence of the IM status or based on MeDIP/ MRE-Seq read density at the union set of IM regions strongly separated cell types isolated from different tissues (Fig. 1c and Supplementary Fig. 2).

We detected an average of 7,531 autosomal IM regions per sample, with a mean length of 271 bp. We selected the union of IM regions across all samples (n=18,452) as a reference set for further analysis. Over half of IM regions were intragenic or were within 3 kb of 6,798 autosomal genes (36% of genes; odds ratio = 1.27; P-value < 0.001, $\chi^2$). IM regions were enriched at promoters, exons and DNase I hypersensitivity sites (DHs), and confirmed 17 of 19 known imprinted loci (Fig. 2a,b and Supplementary Figs 2a and 3). Thus, IM regions were associated with a significant number of genes and potential regulatory regions.

Approximately 50% of IM regions overlapped loci identified as differentially methylated across cell and tissue types10, consistent with our observation that IM is often tissue-specific. However, most studies comparing methylation between cell types examine only the binary direction of the methylation change (hypo- or hypermethylated) rather than the methylation level maintained within each cell type. Thus, differential methylation as previously defined does not identify specific regions as IM. The majority (69%) of IM regions reported here have not been previously identified as having allele-specific or stable IM states within a population of cells of a single type17,18,25,26 (Supplementary Fig. 5a,b).

**Level of histone modification and DHS at IM.** To determine whether IM regions could have regulatory function, we next performed chromatin immunoprecipitation sequencing (ChiP-Seq) for selected histone modifications that demarcate active regulatory elements, using the same cell samples in which IM regions were mapped. Within a given sample, we explored the relationship between DNA methylation level and histone modification levels by comparing histone ChiP-Seq signal at IM regions to signal at regions that were methylated and unmethylated in the same sample used for ChiP-Seq, but which had IM status in other samples. Consistent with prior studies, the normalized read densities for the active marks of H3K4me1 and H3K4me3 were anti-correlated with DNA methylation. Interestingly, signal strength for these modifications at regions with IM status consistently fell between signals at methylated and unmethylated sites, providing a novel association of IM with intermediary active chromatin states (Fig. 2c). Furthermore, DHS in H1ES cells or in fetal brain had a similar intermediate state at their IM regions, respectively (Fig. 2d).
Enhancer regions predicted by chromHMM\textsuperscript{27} using the cell-type-matched ChIP-Seq data were more enriched for IM CpGs than the genomic background of methylated (MeDIP-Seq only) or unmethylated (MRE-Seq only) CpGs (Supplementary Methods and Supplementary Fig. 3). We therefore asked if IM regions coincide with functional regulatory elements defined by in vivo transgenic reporter assays. Of 70 candidate enhancers identified as IM regions (66% of all IM regions overlap one or more methylation array probes). A value of 0 is unmethylated, a value of 1 is fully methylated.

Level of gene expression and exon inclusion near IM. We hypothesized that the DNA methylation level in IM regions might correspond to a difference in the level of transcription of the associated gene. To examine this relationship, we initially focused on IM regions occurring within 10 kb of transcription start sites in breast myoepithelial cells. For comparison, we applied the same selection criteria to methylated and fully unmethylated regions in myoepithelial cells that had IM status in other cell types. Methylated and unmethylated status at these regions distinguished proximal genes with significantly different mean expression values, following the established inverse correlation between DNA methylation at enhancers and gene expression. Remarkably, despite an average DNA methylation level of 63% in myoepithelial cells based on methylation array, regions with IM status corresponded to a set of genes with mean expression distinct from both the methylated and unmethylated sets (P<0.005, Wilcoxon), suggesting that enhancers with IM are associated with intermediate levels of gene expression (Fig. 2e).

IM regions were dramatically enriched at coding exons (Supplementary Methods and Supplementary Fig. 3). Exons associated with IM were defined as exons with at least one IM region in the exon or within 1 kb of the exon boundaries. To investigate the potential function of exonic IM, we calculated expression of each exon relative to the expression of its gene as a measure of exon inclusion in the transcript, and compared this relative expression of IM exons to that of methylated or unmethylated exon-associated regions. Interestingly, the relationship between methylation and relative exon expression was the opposite of that observed between expression and methylation at candidate enhancers. Methylated regions were associated with the highest exon inclusion, whereas unmethylated regions showed the lowest exon inclusion, IM states being associated with intermediate inclusion (P<0.001, Wilcoxon; Fig. 2e). These results were consistent with previous reports using binary classification of DNA methylation states\textsuperscript{30} and extended the relationship specifically to the IM state. Therefore, the level of DNA methylation could potentially affect either gene expression or exon inclusion rates in a more quantitative manner than previously appreciated, although functional assays will be needed.

**IM is predominantly allele independent.** IM CpGs could reflect ASM or allele-independent methylation (AIM). Interestingly, most previously identified ASM has not been connected to allelic gene expression\textsuperscript{14,17}. To distinguish ASM from AIM, we identified heterozygous single-nucleotide polymorphisms (SNPs) in the autosomal IM regions and determined the allelic preference of sequencing reads from MeDIP/MRE-Seq, where ASM segregated heterozygous SNPs between the two assays (Methods). We identified a total of 2,072 ASM SNPs (721 unique across samples) and 5,895 AIM SNPs (3,262 unique; Fig. 3a,b). We then categorized each IM region as ASM or AIM if it contained two or more ASM or AIM SNPs (Methods). We identified 109 ASM regions and 927 AIM regions (Fig. 3b).
Figure 2 | IM is associated with intermediate levels of epigenomic modifications and gene expression. (a) Distribution of IM CpGs over Refseq genome feature annotations. (b) Distance from each IM region to the nearest DHS (P < 0.001, χ²; odds ratio = 2.53). DHSs were compiled from 41 different cell types, covering approximately 8% of the genome. (c) Comparison of H3K4me3 and H3K4me1 signals between methylated (Meth), unmethylated (Unmeth) and IM regions in five different cell types using a generalized additive model (GAM; grey outlines indicate 95% confidence interval (CI); *donor for histone ChIP-seq does not match donor used in IM analysis). (d) Comparison of DHS signals between Meth, Unmeth and IM regions (grey outlines indicate 95% CI; *donor for DNase-seq does not match donor used in IM analysis). (e) Top panel, average whole-transcript expression of genes associated with Meth, Unmeth and IM regions. Bottom panel, average exon expression relative to its gene expression for exons within 1 kb of Meth, Unmeth and IM regions (error bars represent s.e.m.; **P < 0.005, Wilcoxon; ***P < 0.0001, Wilcoxon). Expression analysis was based on mRNA-seq data from breast myoepithelial cells. Total transcript-associated regions: IM = 6,776; Meth = 3,270; Unmeth = 5,605. Total exon-associated regions: IM = 14,336; Meth = 6,642; Unmeth = 9,331.

From these data, we infer that the methylation pattern underlying a majority of IM regions is allele independent rather than allele specific.

ASM should have approximately 50% methylation at individual CpGs, whereas IM due to intercellular heterogeneity could theoretically fall at any IM value. On the methylation arrays, methylation scores of CpGs within ICRs and our predicted ASM had a relatively narrow distribution centred near 50%. Methylation scores at AIM regions peaked near 50% but had a broader distribution, consistent with the presence of more intercellular variation at individual CpGs, and potentially across neighbouring CpGs (Fig. 3c).

We selected 36 high confidence IM regions (based on MeDIP/MRE-Seq signal strength) for validation by bisulfite, PCR, cloning and sequencing. A total of 35 loci validated as IM (97%), including 12 of 14 ASM (86%; 2 predicted as ASM were found to be AIM; Fig. 3a) and 12 of 12 AIM (100%) regions. Interestingly, the AIM regions exhibited an interspersed mixture of methylated and unmethylated CpGs on each clone (Supplementary Fig. 6 and Supplementary Data 2). Thus, the intermediate signals in H3K4me1, H3K4me3 and DHSs at IM regions cannot be attributed to fully unmethylated alleles in an ASM configuration. Potential configurations include intercellular heterogeneity, differences in neighbouring nucleosomes and differences between individual subunits within each nucleosome.

To examine the relationship between ASM and histone modifications, we measured allelic preference for histone signals at ASM loci and compared this to the allelic preference of MeDIP/MRE-Seq signals at the same locations (Fig. 3d). We focused on heterozygous SNPs from the two fetal brain samples with genotype validated by whole-genome sequencing. At loci classified as ASM, the active chromatin marks H3K4me3 and H3K4me1 showed a clear preference for the unmethylated allele, whereas the repressive mark H3K9me3 had a bias towards the methylated allele. Interestingly, the repressive mark H3K27me3 preferentially occurred on the unmethylated allele. In contrast, histone modifications at AIM and fully unmethylated regions did not exhibit a strong allelic preference (Supplementary Fig. 4).
Figure 3 | Characterization of ASM and AIM regions. (a) A novel ASM region in exon 1 of PTCHD3 validated by clonal bisulfite sequencing. Height for all tracks shows a signal range from 0 to 50 reads. (b) Scatter plots showing separation of ASM and AIM SNPs in imprinting control regions (ICRs) and in all IM regions based on allelic preference in MeDIP-seq and MRE-seq reads. Bar graphs showing relative proportions of ASM and AIM SNPs, and proportions of whole ASM and AIM IM regions based on the presence of >1 ASM or AIM SNP per region. (c) Comparison of methylation array levels between CpGs in ICRs, ASM and AIM. A value of 0 is unmethylated, and a value of 1 is fully methylated. (d) Comparison of allelic preference between histone modifications, unmethylated DNA (MRE-seq) and methylated DNA (MeDIP-seq) at ASM SNPs from fetal brain, in which the heterozygous genotype was verified by whole-genome sequencing. A positive correlation indicates that signals are on the same allele, whereas negative correlation indicates that signals are on opposite alleles.

**IM state is evolutionarily conserved.** As a complementary comparative epigenomics approach to investigate whether IM regions may have function, we identified IM states using MeDIP/MRE-Seq data from murine embryonic stem (ES) cells and fetal neurons, taking the union of regions in both cell types as the reference IM set for mouse. A total of 13,623 IM regions were detected in the two mouse samples. We then determined how frequently IM states in the mouse genome were conserved as IM in human. After mapping mouse IM regions to their syntenic loci in the human genome, 17.4% directly overlapped human IM regions, representing a 14-fold enrichment over random expectation (\(P < 0.001, \chi^2\)), and suggesting significant cross-species conservation of the IM state (Fig. 4a,b). When restricting the human IM set to only the two human tissues (ES and fetal brain) that were also profiled from mouse, the enrichment increased to nearly 19-fold, suggesting that tissue specificity of IM is also conserved. Averaged phastCons scores over IM regions indicated DNA sequence conservation that reached its maximum at the centre of the region, even when coding exons were excluded (Fig. 4c).

**Discussion**

We have defined 18,452 discrete regions of the genome that maintain DNA methylation levels near 50% in one or more cell types across multiple individuals, and are associated with intermediately active rather than suppressed gene expression. Although the precise function of intermediate DNA methylation states is challenging to prove using current methods, the IM signature enriches for regions with multiple indicators of regulatory function, particularly those associated with enhancers. The intermediate level of active histone modification and chromatin accessibility at IM regions implies these are regulatory sites distinct from repressive, fully methylated states or permissive, unmethylated states. Intermediate signals cannot be explained trivially as cell-type differences within tissues, because they are equally intermediate in tissue, unsorted peripheral blood and six highly purified cell types. The strong association of exonic IM with an intermediate level of exon inclusion provides evidence that IM maintains DNA methylation levels near 50% in one or more cell types across multiple individuals, and are associated with intermediately active rather than suppressed gene expression. Although the precise function of intermediate DNA methylation states is challenging to prove using current methods, the IM signature enriches for regions with multiple indicators of regulatory function, particularly those associated with enhancers. The intermediate level of active histone modification and chromatin accessibility at IM regions implies these are regulatory sites distinct from repressive, fully methylated states or permissive, unmethylated states. Intermediate signals cannot be explained trivially as cell-type differences within tissues, because they are equally intermediate in tissue, unsorted peripheral blood and six highly purified cell types. The strong association of exonic IM with an intermediate level of exon inclusion provides evidence.
vertebrate species.

expression has been observed in single-cell mRNA sequencing regions at the CpG level using the complete set of human IM regions and a set restricted to cell types analogous to those in the mouse IM analysis. The bar graph shows the fold-enrichment of overlap between human and mouse IM regions at the CpG level using the complete set of human IM regions and a set restricted to cell types analogous to those in the mouse IM analysis. Height for all tracks shows a signal range of 0–50 reads. 

examine these possibilities31.

Methods to create and abolish IM establishment relies on epigenetic heterogeneity at a precise IM regions are allele-specifically methylated, whereas the majority is allele independent, suggesting that the predominant mode of IM establishment relies on epigenetic heterogeneity at a precise loci within cell populations. Methods to create and abolish IM states in a locus-specific manner will be required to further examine these possibilities31.

Widespread intercellular and allelic stochasticity of gene expression has been observed in single-cell mRNA sequencing data32–34; however, it is not clear why some genes exhibit stochastic expression while others are uniformly expressed, or if a biological mechanism might be needed to establish or control intercellular differences. A quantitative model of epigenetic gene regulation that includes stable, tissue-specific intermediate states may help explain variations in gene activity between cells of the same type. Although this remains to be proven, it would have far-reaching implications for the multitude of diseases linked to disruption of DNA methylation, including the epigenetic heterogeneity in cancer cells35,36.

Methods

Sample preparation. All assays were performed as part of the repository of the NIH Roadmap Epigenomics Mapping Centers for the reference Human Epigenome Atlas37.

Blood. Buffy coats were obtained from the Stanford Blood Center (Palo Alto, California, USA). Blood was drawn and processed on the same day. Peripheral blood mononuclear cells (PBMCs) were isolated by Histopaque-1077 (Sigma-Aldrich) density-gradient centrifugation according to the manufacturer’s protocol. Further purification of memory CD4⁺, naive CD4⁺ and naive CD8⁺ T lymphocytes was performed using a RoboSep instrument and the isolation kit for each subpopulation (EasySep Human Memory CD4⁺ T Cell Enrichment kit, EasySep Human Naive CD4⁺ T Cell Enrichment kit and Custom Human Naive CD8⁺ T Cell Enrichment kit; STEMCELL Technologies). Total PBMCs were karyotyped (Molecular Diagnostic Services) and analysed to determine the percentage of cells in each cell cycle stage (G0/G1, S and G2/M). PBMC and T-cell subpopulations were stained with antibodies (anti-CD3 TRI-COLOR (Invitrogen), anti-CD4 PE (BD Biosciences), anti-CD8 FITC (BD Biosciences), anti-CD4 TRI-COLOR (Invitrogen), anti-CD45RA PE (Invitrogen), anti-CD45RA FITC (BD Biosciences) and anti-CD8 TRI-COLOR (Invitrogen)) and analysed by fluorescence-activated cell sorting for purity. Cells were aliquoted for isolation of either DNA or RNA and were washed in PBS. Cell pellets for DNA purification were flash frozen in liquid nitrogen and stored at – 80 °C. Cell pellets for RNA purification were flash frozen in liquid nitrogen and stored at – 80 °C. Antibodies used included TRI-COLOR-conjugated antibody to CD3 (Invitrogen, MHC0306), Phycoerythrin-
conjugated antibody to CD4 (BD Biosciences, 340419), fluorescein isothiocyanate (FITC)--conjugated antibody to CD8 (BD Biosciences, 561947), TRITC-COLOR-conjugated antibody to CD4 (Invitrogen, MHC4D040). FITC--conjugated antibody to CD45RA (BD Biosciences, MHC4DRA01) and TRI-COLOR-conjugated antibody to CD8 (Invitrogen, MHC8D086). All antibodies were used according to the manufacturer’s instructions.

Breast. Breast tissues were obtained from disease-free premenopausal women undergoing reduction mammoplasty in accordance with institutional review board approval (protocol 10-01563) (previously CHR 8759-34462-01). All samples were obtained as de-identified samples and were linked only with a minimal data set (age, ancestry and, in some cases, parity/gravidity). All study subjects provided written informed consent. Tissue was dissociated mechanically and enzymatically16,17,18. Briefly, tissue was minced and dissociated in RPMI 1640 with 10% FBS and 25 mM HEPEPS (Fisher) supplemented with 10% fetal bovine serum (FBS; JR Scientific). 100 U ml⁻¹ penicillin, 100 μg ml⁻¹ streptomycin sulfate, 0.25 μg ml⁻¹ fungizone, 50 μg ml⁻¹ gentamicin sulinate (Lonza), 200 μU ml⁻¹ collagenase 2 (Worthington) and 100 U ml⁻¹ hyaluronidase (Sigma-Aldrich) at 37°C for 16 h. The cell suspension was washed at 295 for 10 min, and the pellet was washed with RPMI 1640 supplemented with 10% FBS. Clusters enriched in epithelial cells (referred to as organoids) were recovered after serial filtration through 150-μm nylon mesh (Fisher) and 40-μm nylon mesh (Fisher). The final filtrate contained primarily mammary stromal cells (fibroblasts, immune cells and endothelial cells) and some epithelial cells. After centrifugation at 295 for 5 min, the epithelial organoids and filtrate were frozen for long-term storage. The day of cell sorting, epithelial organoids were thawed and further digested with 0.5 g l⁻¹ trypsin, 0.5 mM EDTA, pH 8.0, and dispase DNase I (STEMCELL Technologies). Generation of single-cell suspensions was monitored visually. Single-cell suspensions were filtered through a 40-μm cell strainer (Fisher), spun down and allowed to regenerate in mammary epithelial cell growth medium (Lonza) supplemented with 2% FCS for 60–90 min at 37°C. This regeneration step enables quenching of trypsin and re-expression of the cell surface markers before staining, which was used because their extracellular domains had been cleaved by trypsin. The single-cell suspension obtained was stained for cell sorting with three primary antibodies, including antibody to CD10 labelled with PE-Cy5 (BD Biosciences, 553576) to isolate myoepithelial cells, antibody to CD227/MUC1 labelled with FITC (BD Biosciences, 595774) to isolate luminal epithelial cells and antibody to CD3 labelled with PE (BD Biosciences, 550237) to isolate dendritic cell populations. Antibodies used in conjunction with biotinylated antibodies for lineage markers, including antibodies to CD2 (553525), CD3 (553538), CD16 (555405), CD64 (555526) (all from BD Biosciences), CD3 (Invitrogen, MHC3D115), CD45 (BioLegend, 300403) and CD140b (BioLegend, 323604) to specifically remove haematopoietic (CD16- and CD64-positive), endothelial (CD10-positive), leukocytic (CD2-, CD3-, CD45-positive) and mesenchymal (CD140b-positive) lineage cells by negative selection. Sequential incubation with primary antibodies was performed for 20 min at room temperature in PBS with 1% BSA, and cells were washed in PBS with 1% BSA. Biotinylated primary antibodies were detected with a secondary antibody to human immunoglobulin labelled with streptavidin–PE or streptavidin–TRITC (Invitrogen, S11222). After incubation, cells were washed once in PBS with 1% BSA, and cell sorting was performed using a FACSAria II cell sorter (BD Biosciences).

Fetal brain. Post-mortem human fetal neural tissues were obtained from a case of twin non-syndrome fetuses whose death was attributed to environmental/placental guidelines (protocol 2010P001144). All samples and tissues were de-identified and linked only with a minimal data set (age, sex and brain location). Fetal brain tissue was minced and dissociated in RPMI 1640 with 10% FBS or growth medium, plated and cultured in neurobasal medium (Invitrogen #21103-049) with 2% serum-free supplement (Invitrogen #17504-044), 10% FBS and penicillin/streptomycin. Cells were typically seeded at a density of ‘one forebrain per 24-well plate’. Neurons were stimulated with KCl (55 mM) at 5 days in vitro for 4 h (ref. 40).

Chromatin immunoprecipitation sequencing. Standard operating procedures for ChiP-seq library construction are available at http://www.roadmapepigenomics.org/protocols?type=experimental/. ChiP-seq library construction involves the following protocols in order: (i) cross-linking of frozen cell pellet, (ii) DNA sonication using Sonic Dismembrator 500 and (iii) SLX-PET protocol for Illumina sample preparation. Antibodies used in this study were subject to quality assessment to meet Reference Epigenome Mapping Quality Standards (http://www.roadmapepigenomics.org/protocols) including western blotting of whole-cell extracts, 384 peptide dot blot (Active Motif MODified Histone Peptide Array) and ChiP-seq using control cell pellets (HL60). Antibody vendor, catalogue number and lot number were included along with the antibody data. ChiP-seq library construction was performed using single-end 76 nt sequencing chemistry on an Illumina GAiix or HiSeq2000 following the manufacturer’s protocols (Illumina) as either single or multiplexed libraries using custom index adapters added during library construction.

Sequencing reads were aligned to NCBI GRCh37-lite reference using Burrows-Wheeler Alignment tool (BWA) 0.6.2-r126 with default parameters. MethyLQA (an unpublished C program; available at http://methylna.sourceforge.net/) was used to directionally extend aligned reads to the average insert size of DNA fragments (150 bp) and to generate a bigWig file for downstream visualization. Reads with BWA mapping quality scores <10 were discarded and reads that aligned to the same genomic coordinate were counted only once.

Methylation-sensitive restriction enzyme-seq. Methylation-sensitive restriction enzyme-seq (MRE-seq) was performed as described in Maunakea et al.32, with modifications as detailed below. Five parallel restriction enzyme digestions (HpaII, BglII, SspI(Accll) and HinfI (Fermantas), and HpyCH4 IV (Neb)) were performed, each using 1 μg of DNA per digest for each of the skin cell type samples. Five units of enzyme were initially incubated with DNA for 3 h and then an additional five units of enzyme was added to the digestion for a total of 6 h of digestion time. DNA was purified by phenol/chloroform/isomyl alcohol extraction, followed by chloroform extraction using phase lock gels. Digested DNA from the different reactions was combined and precipitated with one-tenth volume of 3 M sodium acetate (pH 3.2) and 2.5 volumes of ethanol. The purified DNA was size selected and purified using 1% low-melt agarose gel electrophoresis followed by gel electrophoresis and gel chromatography. DNA construction was performed as per the Illumina Genomic DNA Sample Prep Kit protocol with the following modifications. During the end-repair reaction, T4 DNA polymerase and T4 PNK were excluded and 1 μl of 1.5 diluted Klendo DNA polymerase was used. For the adapter ligation reaction, 1 μl of 1.0 diluted PE anchor primer mix was used. The 30 μl of 1.0 diluted dA-tail- ligated DNA was used for the PCR enrichment reaction with PCR PE Primers 1.0 and 2.0. PCR products were size selected and purified (170–420 bp) by gel electrophoresis and Qiagen Quickext DNA extraction. DNA libraries were checked for quality by Nanodrop (Thermo Scientific) and Agilent DNA Bioanalyzer (Agilent). Reads were aligned to hg19 using the BWA and pre-processed using methylQA (an unpublished C program; available at http://methylna.sourceforge.net/). MRE reads were normalized to account for differing enzyme efficiencies and methylation values were determined by counting reads with Cpgs at fragment ends32. To enable comparison between MRE-seq data from blood, brain and breast samples the same normalisation and restriction enzyme used in the previous execution, skin cell-type MRE reads that resulted from the use of additional restriction enzymes (BglII and HpyCH4 IV) were removed. Detailed laboratory
construction protocols for MRE-seq, methylated DNA immunoprecipitation-seq (MeDIP-seq), ChIP-seq, RNA-seq and miRNA-seq are publicly available at the NIH Roadmap Epigenomics project website http://www.roadmapepigenomics.org/ protocols/type/experimental/.

Methylated DNA immunoprecipitation-seq. MeDIP-seq was performed as in Maunakea et al. Two micrograms of genomic DNA were sonicated to a fragment size of ~100–400 bp using a Bioruptor sonicator (Diagenode). End-repair, addition of 3′-A tails and PE adapter ligation with 2 μg of sonicated DNA was performed, and DNA was purified from a silica column. DNA SeqMate DNA Sample Prep Kit (Epigenex) was used for a PCR-enrichment reaction with PCR PE Primers 1.0 and 2.0. AMPure XP beads (Beckman Genomics), GeneAmp (Invitrogen) 12.5 mM dNTPs blend (2.5 mM dCTP, 25 mM dGTP, 2.5 mM dATP, 5.0 mM dUTP) was used in the second strand synthesis, dNTPs were removed using a two columns of AMPure XP beads (Beckman Genomics). GeneAmp (Invitrogen) 12.5 mM dNTPs blend (2.5 mM dCTP, 2.5 mM dGTP, 2.5 mM dATP, 5.0 mM dUTP) was used in the second strand synthesis mixture in the presence of 2 μg of ActinomycinD. Double-stranded cDNA was purified using two volumes of Ampure XP beads, fragmented using Covaris E series shearing (20% duty cycle, Intensity 5, 55 s), and used for paired-end sequencing library preparation (Illumina). Before library amplification uridine digestion was performed at 37 °C for 30 min following with 10 min at 95 °C in Qiaquick MinElute columns (Qiagen). The resulting single-stranded sequencing library was amplified by PCR (10–13 cycles) to add Illumina P5 and P7 sequences for cluster generation. PCR products were purified on a Qiagen MinElute column (Qiagen) and assessed using an Agilent DNA 1000 series II assay and Qubit fluorometer (Invitrogen), respectively. Libraries were sequenced using paired-end 76 nt sequencing chemistry on a cBot and Illumina GAiiX or HiSeq2000 following the manufacturer’s protocols (Illumina).

Whole-genome sequencing. Two micrograms of extracted DNA were sheared for 55 s using a Covaris E210 focused ultrasonicicator (Covaris Inc.) at 20% Duty cycle, 5% Intensity, 200 Cycles per burst. The sheared products were separated on an 8% Novex TBE gel (Invitrogen Canada, Inc.) and the 300–500 bp size fraction was excised and eluted into 300 μl of elution buffer containing 5:1 (vol/vol) LoTe (3 mM Tris-HCl, pH 7.5, 0.2 mM EDTA)/7.5 M ammonium acetate. The elute was purified from the gel slurry by centrifugation through a Spin-X centrifuge tube (Fisher Scientific Ltd) and EtOH precipitated. A paired-end library was constructed from the purified DNA following Illumina’s protocol (Illumina Inc.), quantified by qPCR according to the KAPA Biosystems Library Quantification Kit protocol (D-Mark Biosciences) and sequenced on Illumina’s HiSeq2000 machines using paired-end 101 nt chemistry.

Illumina 450K Infinium array. Bisulﬁte conversion was performed on 1 μg of genomic DNA using the EZ DNA Methylation kit (Zymo Research) as per the manufacturer’s alternative incubation conditions protocol. The bisulﬁte-converted DNA was amplified and hybridized to an Infinium HumanMethylation450 beadchip (Illumina) following the Infinium HD methylation assay protocol at the UCSC Genome Core facility. Methylation levels (beta values) were determined using the Methylation Module of the Illumina GenomeStudio software.

Bisulﬁte treatment and library construction for WGBS. One to five micrograms of gDNA were sonicated to an approximate size range of 200–400 bp. Size selection was achieved by PAGE gel and yielded DNA fragments of 200–300 bp. DNA was quantiﬁed by ﬂuorescent incorporation (Qubit, Invitrogen). The library preparation included end-repair, an addition with NEBNext DNA library prep reagent set for Illumina (NEB) or Illumina Sample Prep Kit reagents. Methylated adaptors were ligated and size selection (325–525 bp) was performed to remove excess free adaptors. The ligated DNA was quantiﬁed by Qubit, and approximately 100 ng DNA was used for bisulﬁte conversion. Methylated-adaptor ligated to unmethylated lambda-phae DNA (Promega) was used as an internal control for assessing the rate of bisulﬁte conversion. The resulting single-stranded sequencing library was amplified by eight cycles of PCR using Illumina PE primers. Post PCR size-selection of the PCR products from the five reactions was achieved by PAGE gel. Following 100 bp paired-end sequencing on a HiSeq2000, sequence reads were aligned and processed through the Bismark pipeline.

Targeted bisulﬁte PCR and sequencing. Further validation of genome-wide data, particularly sites with apparent intermediate DNA methylation, was performed by bisulﬁte sequencing. Total genomic DNA underwent bisulﬁte conversion following established protocol41 with a modiﬁed conversion conditions of: 95 °C for 1 min, 50 °C for 5 min for a total of 16 cycles. The regions of interest were ampliﬁed with bisulﬁte PCR primers and were subsequently cloned using PCR2.1/TOPO (Invitrogen). Single colony PCR and sequencing (QuintaraBio) provided contigs that were aligned for analysis.

Genomic features. CpG islands, untranslated regions (UTRs), gene bodies, exons and introns were RefSeq gene annotations downloaded from the UCSC Genome Browser (hg19). Promoters were deﬁned as the 3-kb upstream of the transcription start site (TSS) for all RefSeq genes. Intergenic regions were deﬁned as all regions outside RefSeq gene bodies and promoters.

IM detection algorithm. We developed a maximum scoring segment algorithm to identify regions of overlapping MeDIP-Seq and MRE-Seq signals (Supplementary Fig. 1). For each sample, total MeDIP-Seq read counts were normalized to 50 M, and MRE-Seq read counts were normalized to 35 M (ref. 20). Given normalized MeDIP-Seq and MRE-Seq read densities across all CpGs, the algorithm trims each CpG sequentially, comparing read counts from both assays. An arbitrary score proportional to the read density was increased when the signals overlapped and decreased when they did not, and an additional penalty proportional to the distance between CpGs was assigned. When the score returned to zero at some distance following the initialization of an IM region, the end point of the region was deﬁned as the position with the highest score following the start site. The IM detection algorithm’s output data sets can be downloaded at http://epigenome.wustl.edu/Intermediate_Methylation/.

IM data filters. To limit the false detection of IM, we determined a length and score threshold by comparing IM calls derived from our data to calls from randomly shuffled data. Paired MeDIP-Seq and MRE-Seq read counts were randomly reassigned to CpGs, maintaining their paired relationship. The length and score distributions of IM calls from 1,000 random simulations were then compared with actual distributions, and cutoffs were selected to achieve an estimated false-positive rate of less than 1%. The minimum score was therefore set to 8.0, and the minimum length set to 100 bp (length cutoff was applied to the reference IM set).

Reference IM list assembly. The reference list of IM regions is intended as a summary of the IM landscape across all available samples, and represents the union of all IM regions that passed the data filters. IM regions within 100 bp were merged using a specified overlap cutoff. IM regions required to be present in at least 2 of the 25 samples analysed to further reduce false positives. These tasks were performed using applications from the BEDTools suite42.

© 2015 Macmillan Publishers Limited. All rights reserved.
Hierarchical clustering. To compare methylation at IM regions across all samples, we clustered samples based on three separate metrics: MeDIP-Seq read counts (distance metric = Canberra); MRE-Seq read counts (distance metric = Canberra) and binary presence or absence of IM state for each sample (distance metric = Jaccard). We performed hierarchical clustering separately for each metric (clustering method = average).

DNase I hypersensitivity. The set of DHSs was previously generated for the ENCODE database by combining peak calls from 41 different cell lines43.

VISTA enhancer validation. Human and mouse IM regions were intersected with the complete set of VISTA enhancers. The VISTA Project selects candidate enhancers based on ChIP-Seq and sequence conservation28. Regions were tested using in vivo reporter assays within mammalian embryos.

SNP heterozygosity and ASM tests. We analysed only SNPs that fell within reference IM regions, had a minimum read coverage of nine reads in both MeDIP and MRE assays (a maximum read cutoff of 100 was also applied to MRE data to limit the influence of PCGs), and were previously annotated in the database of single-nucleotide polymorphisms (dbSNPs)44. We called a SNP heterozygous if each allele was represented in at least 30% of MeDIP or MRE reads. As whole-genome sequencing data are available for one of the twin fetal brain samples, we measured the accuracy of the predicted genotypes for each of the corresponding twin brain samples. At loci where genotype was known from whole-genome sequencing, our criteria for predicting heterozygosity from MeDIP/MRE-Seq achieved a false-positive rate below 3% for each sample.

Of the SNPs categorized as heterozygous, we further classified them as allele-specifically if they met the following criteria: (i) At least 75% of MeDIP-Seq reads contained the same allele identity at the heterozygous locus, whereas at least 75% of MRE reads contained a variant allele; (ii) at least one assay (MeDIP-Seq or MRE-Seq) showed a statistically significant skew towards one allele (P < 0.01, Fisher’s exact test).

Heterozygous SNPs were defined as allele-independent methylation if they met the following criteria: (i) Neither MeDIP-Seq nor MRE-Seq had more than 70% of reads with the same allele identity at the heterozygous SNP locus; (ii) neither assay showed a statistically significant skew towards an allele (P > 0.01, Fisher’s exact test).

We classified an IM region as ASM if it contained two or more ASM SNPs from any sample and no AIM SNPs. Similarly, we classified an IM region as AIM if it contained two or more AIM SNPs and no ASM SNPs. One hundred and thirty-six regions contained both ASM and AIM SNPs, and were ignored.

Comparing regions with different methylation levels. To compare ChIP-Seq signal levels between similarly sized and distributed IM, methylated and unmethylated regions, we examined regions that fell within the boundaries of the union of all sample IM regions, which are IM in at least one but not necessarily all samples. A given region was defined as unmethylated if it carried four or more MeDIP-Seq reads and no MRE-Seq reads over at least 75% of CpGs within the region. Conversely, a region was defined as methylated if it carried four or more MeDIP-Seq reads and no MRE-Seq reads at 75% of CpGs or greater. These region definitions were used for comparison of histone modifications, DHS levels and expression of nearby genes.

Histone and DHS signals were measured in 100 bp bins starting from the centre of each region and extending ±5 kb. Signal level was calculated as reads per kilobase per million of reads sequenced (RPKM), and a generalized additive model was used to approximate the shape of the signal within each group of regions (methylated, unmethylated and IM) across all bins within a 95% confidence interval45. CD8 Naïve and PBMC ChIP-Seq were taken from donors that were not included in the IM analysis (CD8N H3K4me3: GSM613811; CD8N H3K4me1: GSM613814; PBMC H3K4me3: GSM112712; PBMC H3K4me1: GSM1127143). DNase-Seq data were from H1ES and fetal brain donors not included in the IM analysis (H1ES: GSM876816; fetal brain: GSM876851).

Gene expression and relative exon expression. Methylated, unmethylated and IM regions were associated with NCBI Reference Sequence (RefSeq) genes if they fell within 10 kb of the transcription start site of that gene (Total gene-associated regions: IM = 6,677; methylated = 3,270; unmethylated = 5,605). Gene expression levels were measured as RPKM for each annotated gene transcript associated with a region.

Regions were associated with exons if they occurred within 1 kb of the exon (IM exons = 14,336; methylated exons = 6,642; unmethylated exons = 9,331). Relative exon expression was measured using the following formula:

Relative Exon Expression = REX − REU

where REX is the RPKM value for a given exon and REU is the RPKM value for the transcript containing that exon.

Comparison of human and mouse IM. Mouse coordinates (mm9) were mapped to orthologous human regions using the UCSC LiftOver tool with minmatch parameter set to 0.8 (80% sequence identity). Additional data tables can be downloaded at http://epigenome.wustl.edu/Intermediate_Methylation/.

References

31. Maeder, M. L.


33. Shalek, A. K.


35. Hansen, K. D.

36. Chen, Y.

37. Bernstein, B. E.

38. Romanov, S. R.

39. Chen, W. G.


Acknowledgements

We thank collaborators in the Reference Epigenome Mapping Centers (REMC), the Epigenome Data Analysis and Coordination Center and NCBI who have generated and processed data used in this project. We thank Jufang Chang and Jeff Milbrandt for providing mouse cortical neuron samples. We acknowledge support from the NIH Roadmap Epigenomics Program, sponsored by the National Institute on Drug Abuse (NIDA) and the National Institute of Environmental Health Sciences (NIEHS). We thank Theresa Kadlec and Arthur Weiss for processing blood samples. J.F.C. and T.W. are supported by NIH grant 5U01ES017154. G.E. is partly supported by the Chancellor's Graduate Fellowship Program at the Washington University in St Louis. T.W. and G.E. are also supported by NIH Grant R01HG007354, R01HG007175, R01ES024992 and American Cancer Society grant RSG-14-049-01-DMC. J.F.C. is also supported by NIH R01CA169316.

Author contributions


Additional information

Accession codes: All high-throughput sequencing data have been deposited in the NCBI Gene Expression Omnibus under project accession code GSE16368.

Supplementary Information accompanies this paper at http://www.nature.com/naturecommunications

Competing financial interests: The authors declare no competing financial interests.

Reprints and permission information is available online at http://npg.nature.com/reprintsandpermissions/


This work is licensed under a Creative Commons Attribution 4.0 International License. The images or other third party material in this article are included in the article’s Creative Commons license, unless indicated otherwise in the credit line; if the material is not included under the Creative Commons license, users will need to obtain permission from the license holder to reproduce the material.

To view a copy of this license, visit http://creativecommons.org/licenses/by/4.0/
Conserved epigenomic signals in mice and humans reveal immune basis of Alzheimer’s disease

Elizabeta Gjoneska1,2*, Andreas R. Pfenning2,3*, Hansruedi Mathys1, Gerald Quon2,3, Anshul Kundaje2,3,4, Li–Huei Tsai1,2§ & Manolis Kellis2,3

Alzheimer’s disease (AD) is a severe1 age-related neurodegenerative disorder characterized by accumulation of amyloid-β plaques and neurofibrillary tangles, synaptic and neuronal loss, and cognitive decline. Several genes have been implicated in AD, but chromatin state alterations during neurodegeneration remain uncharacterized. Here we profile transcriptional and chromatin state dynamics across early and late pathology in the hippocampus of an inducible mouse model of AD-like neurodegeneration. We find a coordinated down-regulation of synaptic plasticity genes and regulatory regions, and upregulation of immune response genes and regulatory regions, which are targeted by factors that belong to the ETS family of transcriptional regulators, including PU.1. Human regions orthologous to increasing-level enhancers show immune-cell-specific enhancer signatures as well as immune cell expression quantitative trait loci, while decreasing-level enhancer orthologues show fetal-brain-specific enhancer activity. Notably, AD-associated genetic variants are specifically enriched in increasing-level enhancer orthologues, implicating immune processes in AD predisposition. Indeed, increasing enhancers overlap known AD loci lacking protein-altering variants, and implicate additional loci that do not reach genome-wide significance. Our results reveal new insights into the mechanisms of neurodegeneration and establish the mouse as a useful model for functional studies of AD regulatory regions.

Gene expression2-3 and genetic variation4 studies suggest gene-regulatory changes may underlie AD, but regulatory epigenetic alterations during neurodegeneration remain uncharacterized, given the inaccessible nature of human brain samples. To address this need, we profiled transcriptional and epigenomic changes during neurodegeneration in the hippocampus of the CK-p25 mouse model of AD2-3 and CK littermate controls at both early and late stages of neurodegeneration (2 weeks and 6 weeks after p25 induction). CK-p25 mice, in which accumulation of the Cdk5 activator protein p25 is inducible, exhibit DNA damage, aberrant gene expression and increased amyloid-β levels at early stages2, followed by neuronal and synaptic loss and cognitive impairment at late stages3,6.

For transcriptome analysis, we used RNA sequencing to quantify gene expression changes for 13,836 ENSEMBL genes (see Methods, Extended Data Fig. 1a and Supplementary Table 1). We found 2,815 upregulated genes and 2,310 downregulated genes in the CK-p25 AD mouse model as compared to CK littermate controls (at q < 0.01; Supplementary Table 1), which we classified into transient (2 weeks only), late-onset (6 weeks only) and consistent (both) expression classes (Fig. 1a, Extended Data Fig. 4a and Supplementary Table 1). These showed distinct functional enrichments (Fig. 1a and Supplementary Table 2), with transient-increase genes enriched in cell cycle functions (P < 10^-20), consistent-increase genes enriched in immune (P < 10^-15) and stimulus-response (P < 10^-10) functions, and consistent- and late-decrease genes enriched in synaptic and learning functions (P < 10^-12).

These coordinated neuronal and immune changes are consistent with the pathophysiology of AD and probably reflect both cell-type-specific expression changes and changes in cell composition. Indeed, comparison with expression in microglia6 (the resident immune cells of the brain) shows that both the cell type composition (P = 2.7 × 10^-4) and microglia-specific activation (P = 2.9 × 10^-5) significantly contribute to the gene expression changes (see Methods). Additionally, reverse transcription followed by quantitative PCR (RT-qPCR) of increased-level genes in purified CD11b+ CD45low microglia populations confirms cell-type-specific activation for five of the seven microglia-specific genes tested (Extended Data Fig. 2).

Confirming the biological relevance of our mouse model for human AD, the observed changes in gene expression in mouse, especially for the consistent and late classes, agreed with gene expression differences between 22 patients with AD and 9 controls in human post-mortem laser capture microdissected hippocampal grey matter5 (Fig. 1b). The enriched Gene Ontology classes also agreed between mouse and human, with higher immune gene expression and lower neuronal gene expression in patients with AD (Fig. 1c).

For epigenome analysis, we used chromatin immunoprecipitation sequencing (ChIP-seq) to profile seven chromatin marks5: histone 3 Lys 4 trimethylation (H3K4me3; associated primarily with active promoters); H3K4me1 (enhancers); H3K27 acetylation (H3K27ac; enhancer/promoter activation); H3K27me3 (Polycomb repression); H3K36me3 (heterochromatin) and H3K420me1 (transcription); and H3K9me3 (heterochromatin) (Extended Data Fig. 1a). We used ChromHMM (http://compbio.mit.edu/ChromHMM/) to learn a chromatin state model (Methods and Extended Data Fig. 3a) defined by recurrent combinations of histone modifications, consisting of promoters, enhancers, transcribed, bivalent, repressed, heterochromatin and low-signal states (Extended Data Fig. 3a). We defined 57,840 active promoters using H3K4me3 peaks within promoter chromatin states, and 151,447 active enhancer regions using H3K27ac peaks within enhancer chromatin states (Extended Data Fig. 1a, Supplementary Table 3 and Methods).

We mapped orthologous genes between mouse and human using ENSEMBL one-to-one orthologues (see Methods). We also mapped orthologous noncoding regions using multiple mammalian sequence alignments, mapping each mouse peak to its best human match (see Methods). We found matches for 90% of promoter regions, 84% of enhancers, 74% of Polycomb-repressed regions and 33% of heterochromatin regions (Supplementary Table 3). Comparing our mouse chromatin states to human hippocampus chromatin states5,6, we found significant epigenomic conservation at orthologous noncoding regions (Extended Data Fig. 3b), consistent with recent results11.

©2015 Macmillan Publishers Limited. All rights reserved
Genes flanking increased- and decreased-level regulatory regions (see Methods) showed consistent gene expression changes for both promoter and enhancers regions (Extended Data Fig. 5), and were consistently enriched in immune and stimulus-response functions for increased-level enhancers and promoters, and in synapse and learning-associated functions for decreased-level enhancers and promoters (Fig. 1d, e), consistent with our Gene Ontology results of changing gene expression levels.

Increased- and decreased-level regulatory regions showed distinct regulatory motif enrichments (Fig. 1f, g). Increased-level peaks were enriched in NFkB, E2F, PPARg, IRF and PU.1 (ref. 12) transcription factor motifs for both enhancers and promoters, consistent with immune regulator targeting. Decreased-level peaks in enhancers were enriched for DNA-binding RFX motifs, and peaks in promoters were enriched for zinc-finger ZIC motifs, two known neurodevelopmental regulators13,14.

Consistent with the observed motif enrichments, increased-level enhancers and promoters showed in vivo binding of PU.1 in mouse embryos15,16 (Fig. 1h, i). Only increased-level promoters were bound in microphages and BV-2 microglial-like cells15-19 that are both implicated in AD20, while both increased- and decreased-level promoters were bound in several immune cell lineages (Fig. 1h). The PU.1 regulator itself (encoded by the SPI1 gene) showed increased expression and enhancer levels (Extended Data Fig. 1b), possibly contributing to immune enhancer and promoter upregulation, consistent with roles for PU.1, ETS-1 and other ETS family members in microglia activation and proliferation during neurodegeneration21,22. By contrast, neuronal function regulators were not enriched in increased-level enhancers (except for a weak enrichment of fetal brain CREB; Fig. 1i), consistent with primarily immune and inflammatory function of these regions.

Decreased-level enhancers and promoters were targeted by different regulators, suggesting distinct regulatory programs. Decreased-level promoters were preferentially bound by CREB and SRF (P < 10−23 and P < 10−16), two known regulators of neuronal activity in cortical neurons23, and decreased-level enhancers were preferentially bound by CBP (P(gene set enrichment) = 5.4 × 10−20), a known co-activator for neuronal activity18 (Fig. 1h, i). Surprisingly, p300-bound regions18 did not show any enrichment, suggesting distinct roles for CBP and p300, despite a general association with enhancers for both. The distinct neuronal and immune targeting of decreased-level and increased-level regulatory regions provides a mechanistic basis for the expression differences observed for neuronal and immune genes, and suggests potential therapeutic targets for reversing observed alterations during neurodegeneration.

On the basis of chromatin state annotations in 127 human cell types and tissues24 (Fig. 3a and Supplementary Table 4), regions orthologous to increased-level enhancers in mouse showed immune cell enhancer activity in human (P < 10−100), while orthologues of decreased-level enhancers in mouse showed fetal brain tissue enhancer activity in human (P < 10−8 consistent; P < 10−17 late-stage; Fig. 2a and Supplementary Table 4). Adult brain tissues (including hippocampus) were not as strongly enriched, suggesting changes are biased towards neuronal plasticity. These results are consistent with decreased neuronal plasticity, and increased microglial activation and proliferation during AD progression24.

To verify whether the increased-level putative enhancer regions were indeed functional, we used a luciferase reporter assay to evaluate their ability to drive in vitro gene expression in immortalized murine microglial (BV-2) and neuroblastoma (N2a) cell lines. Eight of the nine increased-level human orthologues tested were indeed able to drive in vitro reporter expression. Two of these, BIN1 and ZNF710, were active in both cell types, while the remaining six showed a BV-2-cell-specific increase in luciferase expression (Fig. 2b and Supplementary Table 5), confirming both functional conservation and tissue specificity of increased-level enhancer regions implicated by our mouse model of AD.

Human orthologues of increased-level enhancers were also enriched for expression quantitative trait loci (eQTLs) in CD4+ T cells and CD14+ monocytes25,26 (Extended Data Fig. 6 and Supplementary Table 6).
Figure 2 | AD GWAS loci are preferentially enriched in increasing enhancer orthologues with immune function. a. Enrichment (y-axis) of changing mouse AD enhancer orthologues, with a focus on consistently increasing (red) category of enhancers, in 127 cell and tissue types profiled by the Roadmap Epigenomics Consortium (columns). Roadmap samples are grouped into category of enhancers, in 127 cell and tissue types profiled by the Roadmap Epigenomics Consortium (points), relative to control (ctrl) for selected increasing enhancer regions in BV-2 all other (grey). 

b. Cell-type-specific fold luciferase reporter expression change relative to control (ctr) for selected increasing enhancer regions in BV-2 microglia (orange) versus N2A neurons (purple) (n = 3, *P < 0.05, two-tailed t-test). c. Enrichment of AD-associated SNPs (y-axis, binomial P-value) in human regions orthologous to the mouse enhancers. d, e. Enrichment of AD-associated SNPs (y-axis, permutation P value) in tissue-specific enhancer annotations from the Roadmap Epigenomics Consortium (points), relative to their enrichment for consistently increasing (d) and consistently decreasing (e) orthologous enhancer regions in the mouse AD model (x-axis, hypergeometric P value). Linear regression trend line and $R^2$, based on Pearson correlation, is shown.

indicating that they contain driver mutations controlling immune cell regulatory programs. The enrichment was strongest for CD14$^+$ monocytes (Extended Data Fig. 6), which also showed the highest enhancer enrichment and is consistent with the observed inflammatory response Gene Ontology category.

To test whether the implicated regulatory regions are causal, we examined their enrichment for AD-associated variants from genome-wide association studies (GWAS). Genetic variants associated with AD in a meta-analysis of ~74,000 individuals were enriched in increased-level enhancer orthologues (Fig. 2c) (4.4-fold enrichment, binomial $P = 1.2 \times 10^{-10}$ at GWAS cutoff $P < 0.001$; 9.7-fold enrichment, binomial $P < 3.7 \times 10^{-8}$ at GWAS cutoff $P < 10^{-5}$). By contrast, decreased-level enhancer orthologues were surprisingly not enriched (0.61-fold), suggesting a causal role specifically for immune-related processes. Promoter regions were only weakly enriched, strongly implicating distal enhancers in mediating AD predisposition (Extended Data Fig. 7).

Across diverse cell types and tissues, we found concordance between the enrichment for AD GWAS single nucleotide polymorphisms (SNPs) and the enrichment for increased-level enhancer orthologues ($R^2 = 0.49$; Fig. 2d, Extended Data Fig. 8a, left and Supplementary Table 4), with CD14$^+$ immune cells being the most enriched in both, followed by other immune cell types, and with fetal brain enhancers showing the smallest enrichment in both. By contrast, decreasing enhancers orthologues showed a very weak correlation ($R^2 < 0.08$) (Fig. 2e, Extended Data Fig. 8b, right and Supplementary Table 4). The increased-level enhancer orthologue enrichment for AD GWAS SNPs persisted both within CD14$^+$ enhancers (3.0-fold enrichment, binomial $P = 1.3 \times 10^{-5}$) and outside CD14$^+$ enhancers (3.4-fold, $P = 0.005$), suggesting it is not solely a feature of CD14$^+$ cell type enrichment (see Methods).

These results are consistent with enhanced microglial expression of CD14 in brains of animal models of AD, and a regulatory role of the CD14 receptor in microglial inflammatory response, which modulates amyloid-β deposition. Thus, the enrichment of AD-associated variants in CD14$^+$ primary immune cells, but not neuronal cells, indicates that AD genetic predisposition is primarily associated with immune function, while decrease in neuronal plasticity may be affected primarily by non-genetic effects, such as diet, education, physical activity and age, which are thought to lead to epigenetic changes related to cognitive reserve.

We next used the epigenomic annotations of increased-level enhancer orthologues to gain insights into AD-associated loci (Supplementary Table 7). Among the 20 genome-wide significant AD-associated loci, 11 contain no protein-altering SNPs in linkage disequilibrium (LD), indicating they may have noncoding roles. Of these, five localize within increased-level enhancer orthologues, including two well-established GWAS loci (PICALM and BIN1), and three loci (INPP5D, CELF1 (also containing the SPI1 gene) and PTK2B) only recently recognized as significant by combining all AD cohorts.

For INPP5D (Fig. 3a), a known regulator of inflammation, the most significant variants localize within an increased-level enhancer orthologue, which also shows CD14$^+$ enhancer activity. In the CELF1 locus
Figure 3 | Increasing enhancer orthologies help interpret AD-associated non-coding loci. a-c, Overlap of disease-associated SNPs (top) with increasing enhancers (second row, red) and immune enhancers in human (CD14 primary cells) is shown for genome-wide significant (INPP5D and CELF1 containing the SPI1 gene); a and b) below-significance (ABCA1; c) AD GWAS loci. Roadmap chromatin state annotations for immune cells (CD14 primary; E029), hippocampus (E071) and fetal brain (E81), with colours as shown in the key. Light red highlights denote increasing enhancer regions tested in luciferase assay. kb, kilobases; Mb, megabases. d, AD-associated SNP rs1377416 amplifies in vitro luciferase activity of putative enhancer region 38,313–37,359 base pairs (bp) upstream of SPI1 (PU.1) gene in BV-2 cells. n = 3, P < 0.0001, one-way analysis of variance (ANOVA); **P < 0.01, Tukey’s multiple comparison post-hoc test. NS, not significant.
Received 7 January 2014; accepted 22 January 2015.


Supplementary Information is available in the online version of the paper.

Acknowledgements We thank A. Mungenast for critical reading and editing of the manuscript and discussions about the project, M. Taylor for mouse colony maintenance, and X. Zhang, R. Issner, H. Whitton and C. Epstein for technical assistance with ChIP-seq library preparation. We thank P. Kheradpour for the transcription factor binding site motif scan of the mouse genome. This work was partially supported by the Belfer Neurodegeneration Consortium funding and NIH/NINDS/NIA (RO1NS078839) to L-HT, Early Postdoc Mobility Fellowship from the Swiss National Science Foundation (P2IRS3_151888) to H.M., and NIH/NHGRI (R01HG005334) to M.K.

Author Contributions This study was designed by E.G., A.R.P., A.K., M.K. and L.-H.T., and directed and coordinated by M.K. and L.-H.T. E.G. initiated, planned and performed the experimental work. A.R.P. performed computational analysis to characterize differential gene expression and histone mark levels, identify orthologous human regions and enriched transcription factor binding sites, and compare regulatory regions to human AD meta-analysis data. A.K. contributed to the computational analysis by generating mouse chromatin states and the quantification and control of ChIP datasets. H.M. helped with isolation and gene expression analysis of specific cell type populations. G.Q. performed permutation test comparing human Roadmap datasets to M.K., and commented on by all authors.

Author Information All data are available from the NCBI Gene Expression Omnibus (GEO) database under accession number GSE65159, the NIH Roadmap (http://www.roadmapepigenomics.org/data) and NCBI Epigenomics portal (http://www.ncbi.nlm.nih.gov/epigenomics). Reprints and permissions information is available at www.nature.com/reprints. The authors declare no competing financial interests. Readers are welcome to comment on the online version of the paper. Correspondence and requests for materials should be addressed to L.-H.T. (htsai@mit.edu) or M.K. (manoli@mit.edu).

This work is licensed under a Creative Commons Attribution-NonCommercial-ShareAlike 3.0 Unported licence. The images or other third party material in this article are included in the article’s Creative Commons licence, unless indicated otherwise in the credit line; if the material is not included under the Creative Commons licence, users will need to obtain permission from the licence holder to reproduce the material. To view a copy of this licence, visit http://creativecommons.org/licenses/by-nc-sa/3.0/
METHODS

Animals. All mouse work was approved by the Committee on Animal Care of the Division of Comparative Medicine at MIT. Adult (3-month-old) female double-transgenic CK-p25 (ref. 5) mice and their respective control littersmates were used for the experiments. Brain tissue was collected at either 2 or 6 weeks after p25 induction. Upon dissection tissue was flash-frozen in liquid nitrogen. No animals were excluded from the study and no randomization or blinding was required.

Chromatin immunoprecipitation. Mouse hippocampus was collected immediately after euthanasia. Chromatin immunoprecipitation was then performed as described in Broad ChIP protocol (http://www.genepaint.org/protocols?type/experimental/). In brief, tissues were minced and crosslinked in 1% formaldehyde (Thermo Scientific) for 15 min at room temperature and quenched with glycine for 5 min (Sigma). The samples were homogenized in cell lysis buffer containing protease inhibitors (complete, Roche) and chromatin was then fragmented to a size range of ~200–500 bp using a Branson 250 digital sonifier. Solubilized chromatin was then diluted and incubated with ~1 μg antibody at 4 °C overnight. Immune complexes were captured with Protein-A-sepharose beads, washed and eluted. Enriched chromatin was then subjected to crosslink reversal and proteinase K digestion at 65 °C, phenol–chloroform extraction and ethanol precipitation. Isolated ChIP DNA was resuspended and quantified using the Qubit assay (Invitrogen). H3K4me1 (Abcam, ab8995), H3K4me3 (Millipore, 07-473), H3K9me3 (Abcam, ab8998), H3K27me3 (Millipore, 07-452), H3K27ac (Abcam, ab729), H3K36me3 (Abcam, ab9050) and H4K20me1 (Abcam, ab9051) were used to immunoprecipitate endogenous proteins. ChIP-seq high-throughput sequencing, read mapping and quality control. Sequencing libraries were prepared from ~1–5 ng ChIP (or input) DNA as described previously. Gel electrophoresis was used to retain library fragments between 300 and 600 bp. Before sequencing, libraries were quantified using Qubit (Invitrogen) and quality-controlled using Agilent’s Bioanalyzer. The 36-bp single-end sequencing was performed using the Illumina HiSeq 2000 platform according to standard operating procedures. For each histone modification, five biological replicate data sets were produced with corresponding whole-cell extract controls, except for H3K4me3, H4K20me1 and H3K27me3 in the 2-week control (CK) sample, where optimal amount of reads for sufficient coverage was obtained from four biological replicates. Reads were mapped to the mm9 reference mouse genome using MAQ v0.7.1.9 using default parameters. Reads mapping to multiple locations were discarded. Duplicates were marked and filtered using PICARD (http://picard.sourceforge.net/). After filtering, roughly 55–60 million unique reads were obtained for each histone modification in each condition (9–12 million reads per replicate) and ~110–145 million reads in total for the whole-cell extract controls in each condition. All replicate data sets passed quality control based on ENCODE ChIP-seq data standards based on read quality, read mapping statistics, library complexity and strand cross-correlation analysis (to measure signal-to-noise ratio).

RNA sequencing. Mouse brains were homogenized and total RNA was extracted using Trizol reagent (Ambion). Total RNA was quality-controlled using Agilent’s Bioanalyzer and prepared for sequencing using Illumina’s TruSeq Stranded Total RNA Sample Preparation Kit with Ribo-Zero. High-throughput sequencing was performed on an Illumina HiSeq 2000 platform. Roughly 15 million 76-pair-end reads were generated for each data set. Sequence reads were aligned to mouse mm9 genome with Bowtie. On the basis of the reproducibility of the results (Fig. 2a), three replicate biological data sets were produced for each condition. A small number of replicates suffice for RNA sequencing (RNA-seq) studies and were not necessary.

Peak calling and signal coverage tracks for ChIP-seq data. For each histone modification in each condition, mapped reads were pooled across ChIP-seq replicates and regions of enrichment (peaks) were identified for the pooled ChIP-seq data set relative to the pooled control using the MACS2 peak caller (version 2.0.10.20130712) (https://github.com/mmash/MACS2) using a relaxed p-value of 0.01. For each histone modification, overlapping peaks (at least 1 bp overlap) were merged across all conditions to obtain a non-redundant master list of regions of enrichment. Master lists of broad domains of enrichment for the diffused marks H3K27me3, H3K9me3, H3K36me3 and H4K20me1 were obtained by allowing merging peaks across conditions that were within 1 kb of each other. Genome-wide signal coverage tracks representing per-base fold enrichment and the likelihood ratio of ChIP relative to control were also computed using MACS2.

Learning combinatorial chromatin states. We used ChromHMM to learn combinatorial chromatin states jointly across all four conditions. ChromHMM was trained using all seven chromatin marks in virtual concatenation mode across all replicates. For each histone modification, the likelihood ratio of ChIP versus control was computed (using a Poisson distribution) from the pool. Reads were then extended to the predominant fragment length. Expanded-read counts were computed within all regions in the master peak list of a histone mark for all pseudo-replicates in all conditions and the table of counts was used as input to DEseq2. The raw data are available online (NCBI GEO GSE65159). For RNA-seq data, the numbers reads overlapping ENSEMBL gene models were determined by HT-Seq (http://www.huber.embl.de/software/HTSeq/). The raw data are available online (NCBI GEO GSE65159). To ensure that the genes we chose were sufficiently quantifiable, we remove every gene where fewer than 20 reads were found across all samples. The resulting set of genes is found in Supplementary Table 1. IGV32 is used to visualize the histone marks, gene expression, chromatin state and AD GWAS data relative to the Relseq gene model. Gene expression levels shown are raw read density. Levels of histone marks plotted are the log-likelihood ratio of ChIP signal relative to whole-cell extract control. Within the DEseq2 framework of generalized linear models, we used a combination of different models to determine the significantly regulated genes and significantly regulated histone mark levels. We compared the set of all 2-week and 6-week conditions to the set of all controls to determine differentially regulated histone mark levels. We compared the set of all 2-week and 6-week control conditions to the set of all controls to determine differentially regulated histone mark levels. We compared the set of all 2-week and 6-week control conditions to the set of all controls to determine differentially regulated histone mark levels. We compared the set of all 2-week and 6-week control conditions to the set of all controls to determine differentially regulated histone mark levels.

Two-level, 1 indicating enrichment, and 0 indicating no enrichment. The binarization was performed by comparing ChIP-seq read counts to corresponding whole-cell extract control read counts within each bin and using a Poisson P-value threshold of $1 \times 10^{-4}$ (the default discretization threshold in ChromHMM). We trained several models with the number of states ranging from 12 to 23 states. We decided to use a 14-state model for all further analyses as it captured all the key interactions between the chromatin marks and larger number of states did not capture significantly new interactions. To assign biologically meaningful mnemonics to the states, we used the ChromHMM package to compute the overlap and neighbourhood enrichments of each state relative to coordinates of known gene annotations. The trained model was then used to compute the posterior probability of each state for each genomic bin in each condition. The regions were labelled using the state with the maximum posterior probability. The chromatin state models and browser tracks can be downloaded from http://www.broadinstitute.org/~anshul/projects/liz/segmentation/results/S14/webpage_14.html.

Differential analysis and visualization. We used the DEseq2 method that models read count statistics from replicates across multiple conditions to identify differentially expressed genes and regions of enrichment of histone marks.4 Our procedures are consistent with the standards for ChIP-seq and RNA-seq analysis determined by rigorous benchmarking as a part of the ENCODE project. The minimal recommended depth for sufficient sensitivity of peak detection for histone marks for the human or mouse genome is ~20 million mapped reads. However, owing to limited amount of starting material obtained from a single mouse, we obtained ~10 million unique mapped reads from each biological replicate. Directly, using read counts from the original replicates would result in significant loss of power to detect differential events. To improve sensitivity, for each histone mark in each condition, we pooled mapped reads from all replicates and created a pair of pseudo-replicates with equal number of reads (~30 million) by randomly subsampling (without replacement) from the pool. Reads were then extended to the predominant fragment length. Extended-read counts were computed within all regions in the master peak list of a histone mark for all pseudo-replicates in all conditions and the table of counts was used as input to DEseq2. The raw data are available online (NCBI GEO GSE65159). We defined enhancers based on peaks of H3K27ac labelled by the Polycomb-repressed chromatin state. Our definition of enhancers is in Supplementary Table 2.
Statistical framework for comparing CK-p25 changing genes and regulatory regions to other data sets. A common theme throughout the analysis is the characterization of regulatory regions that change in the CK-p25 mouse model. The most stringent control for this characterization is genes or regions of the same type that do not change in CK-p25. Owing to the six categories of direction (increasing and decreasing) and temporal pattern (transient, consistent and late-stage), we chose a discrete statistical framework as opposed to trying to define a ranking across these different conditions. To measure the overlap between these discrete categories and other discrete data sets, we could use either a hypergeometric P-value or a binomial P-value. For every test in the material described below, we computed both significance values and obtained consistent results, with only minor differences in exact P-value. In general, we chose the hypergeometric test, which is the most direct to look at overlap of annotated regions. As opposed to the overlap of the CK-p25 mouse categories with other ChIP-Seq peaks, the overlap with transcription factor binding site motifs or SNPs can be thought of as sampling with replacement, which lends itself to the binomial P-value. No power analysis was done to estimate sample size.

Comparison of histone marks and gene expression. As described above, DESeq2 was used determine the log fold change in expression at 2 and 6 weeks in CK-p25 mice relative to control. Each enhancer and promoter was mapped to the closest ENSEMBL gene model based on distance to transcription start. For each category of histone mark direction and temporal pattern, we examined the enrichment of each category of CK-p25 gene expression change relative to unchanging genes. The significance of the enrichment is calculated using a hypergeometric test.

Identification of orthologous human regions. The promoter (H3K4me3 peaks annotated as transcription start site by chromatin state), enhancer (H3K27ac peaks annotated as enhancer by chromatin state) and Polycomb-repressed regions (H3K27me3 peaks annotated as Polycomb-repressed by chromatin state) were mapped to the human genome. BED files representing the coordinates of these peaks in mm9 were mapped to mm10 using liftover44. Those peaks were mapped compared to the human genome the UCSC multiple alignment chain files (http://hgdownload.soe.ucsc.edu/ goldenPath/mm10/mm10/mm10.Hg19mm9v1.26mm10/mm10.Hg19mm9v1.26mm10.v4495175934). More specifically, the alignments that overlap the mouse peak and include hg19 were extracted. We calculated the human mouse pairwise distance for each multiple alignment using the ‘globalms’ function in the python (http://biopython.org/, version 1.59; python version 2.71). The highest scoring pairwise alignment formed base of the orthologous region in human. This region was extended on either side using lower scoring multiple alignments. The orthologous region in hg19 was required to be greater than 30 bp and no more than twice the length of the region in mouse. The mean conservation was examined using the PHASTCons score across placental mammals49 based on the same 60-way multiple sequence alignment. The mapped enhancer regions were annotated with their chromatin state in human hippocampus, and across all 127 cell types and tissues, using BEDTools45. The information from human tissues was collected according to protocols described in more detail in the companion publication as a part of the Roadmap Epigenomics project30 (http://www.roaddmapepigenomics.org/). The protocols are approved by the NIH and no sequence information from identifiable subjects is provided.

Computational analysis of cell type proportion. To estimate computationally the relative composition of the neural and immune cell types we compared the changing expression patterns in our data set to a set of established cell-type-specific markers46–50. This analysis shows that indeed it is likely that cell type composition is changing in the CK-p25 mouse model, consistent with a known decrease in number of neurons and astroglia at 6 weeks5. In summary, a transient enrichment of monocyte specific transcripts was observed at 2 weeks, a consistent enrichment of microglial-specific transcripts was enriched at 2 and 6 weeks, while astrocyte, oligodendrocyte and endothelium-specific markers were down regulated at 2 and 6 weeks (Extended Data Fig. 9a, b). We could also detect a signature of neuronal loss, primarily at 6 weeks as well (Extended Data Fig. 9a, b). On the basis of these results alone, it is possible that changes in cell type composition are contributing to some of the differences we observe in our mouse model.

We also compared our data to a published study of microglial activation in another mouse model of AD, to dissect out computationally changes that are probably due to cell type proportion versus changes due to activation within cells. If the changes in our mouse model were primarily due to cell type proportion, then the increase we observed in the CK-p25 mice should be proportional to the expression level of those genes microglia. If the changes we observed were primarily due to activation, then the changes we observe in the CK-p25 mice should be proportional to the amount of activation found in during neurodegeneration. Using the genes with published gene expression changes during activation5, we modelled these two possibilities as a linear regression problem and examined the relative significance of both hypotheses in the R programming language: CK-p25 log fold change = microbial expression + microbial activation log fold change. We found that the changes in the CK-p25 mice were significantly related to the changes in cell activation (P = 2.9 × 10^-9), suggesting that both cell activation and composition changes occur.

Comparison of gene expression in mouse model and human AD. To examine the relationship between AD in the mouse model and human, we mapped each 1–1 orthologous gene from mouse to human in ENSEMBL (http://www.biocart.org/)51. For each category of expression change in mouse, we examined how that set of genes behaved in human AD cases relative to controls in whole hippocampus as well as laser capture microdissected hippocampal grey matter. To make this comparison we first downloaded both data sets from GEO (GSE1297 and GSE28146), applied a variance stabilization normalization, and then used limma52 to find the log fold change in expression of all cases relative to controls. For each category of microbial expression, we calculated a P-value based on a t-test for the bias of genes to increase or decrease in human AD relative to control. Because the original study had more confounders owing to changes in grey/white matter proportion, we focused our analysis on the 22 cases and 9 controls from the laser capture samples.

Enrichment of cofactors and transcription factors. Peaks representing both neural23,26 and immune53–59 enhancers or transcription factor binding were used to annotate the H3K27ac enhancers and H3K4me3 promoters. We used a hypergeometric test to evaluate whether or not these external annotations were enriched in the set of increased-level or decreased-level enhancers relative to the enhancers whose levels do not change. This same procedure was used to look at the enrichment of the CK-p25 enhancer orthologs in Roadmap Epigenome data. In this case, only enhancers that map to human are taken to be the background.

The putative binding sites based on transcription factor binding site motifs were identified independent of conservation and have been previously published58. The transcription factor binding sites were further clustered based on similarity. The least significant of two statistical tests was used as a stringent measure of binding site enrichment. (1) The real transcription factor binding site motifs in the category of interest were compared shuffled control motifs that preserved nucleotide content. (2) The real transcription factor binding site motifs in the category of interest were compared the real motifs in enhancers that are stable in the CK-p25 mice. To estimate the significance for test (1), we use a binomial P-value because the length distribution is different for changing regulator regions compared to unchanging. Then we estimate the probability of finding a site per base pair. To estimate the significance for test (2), we use a hypergeometric test. After identifying significant transcription factor binding sites in categories or regulatory regions, we collapsed the results into clusters of almost identical motifs, representing families. The group members can be found in a companion manuscript59 as well as online (http://www.broadinstitute.org/−pouyak/motifs-table/).

Luciferase reporter assay. A total of 14 oligonucleotide gBlocks (IDT), ranging in 500–1,000 nucleotides in length, and corresponding to 10 enhancer regions were synthesized. Each gBlock contained a constant 5′-GCTAGGCTCGAGGAT and 3′-ATCAAGACTCTGAGGT and was digested with restriction endonucleases before cloning the vector pGL4.23[lu2-minP] (Promega). The luciferase reporter constructs were verified by DNA sequencing. BV-2 cells were provided by B. Yankner. N2a cells were purchased from the American Type Culture Collection and maintained following their protocols. In brief, cells were grown in RPMI-1640 and DMEM respectively, supplemented with 10% FBS and 1% penicillin/streptomycin, and split 1:10 every 3 days. Cells were seeded into 24-well plates 1 day before transfection. Transfections into BV-2 and N2a cells were performed with 1 μg of a pGL4.23 plasmid and 200 ng of Renilla luciferase construct pGL4.74[Rlu/TK] (Promega). Luciferase activities were measured 24 h after transfection using the Dual-Glo Luciferase Assay (Promega) and an Envision 2103 Multilabel Plate Reader (PerkinElmer) and normalized to Renilla luciferase activity. All assays were performed in triplicate.

Microglia isolation. The 2-week-induced CK-p25 mice and age-matched controls were perfused with 50 ml PBS to wash away blood and minimize macropage contamination in the brains. Hippocampal tissue was collected immediately after perfusion and a single-cell suspension was prepared as described previously56. FACS was then used to purify CD11b+ CD45- microglia cells using allophycocyanin (APC)-conjugated CD11b monoclonal M1/70.15.11.5 (Milltenyi Biotec, 130-098-088) and phycoerythrin (PE)-conjugated CD45 antibody (BD Pharmingen, 553081). Cells were collected directly into RNA lysis buffer (Qiagen, 74104).

cDNA synthesis and qPCR. Total RNA was extracted using the RNeasy Mini kit (Qiagen, 74104) according to manufacturer’s instructions. RNA concentration and purity was determined using a Genesil Bioanalyzer and reverse transcribed using the iScript cDNA Synthesis Kit (BioRad, 170-8891). For gene expression analysis cDNA from three biological replicates was quantitatively amplified on a thermal cycler (BioRad) using SYBR green (BioRad) and gene-specific primers (Supplementary Table 8). The comparative C method57 was used to examine differences in gene expression. Values were normalized to expression levels of Cd11b (also known as Itgam). Three technical replicates were used for each gene.
eQTL analysis. The human orthologous regions to mouse enhancers that change in the CK-p25 mouse were compared to control for the their enrichment to overlap regulatory SNPs from published eQTL studies in immune cell types under a variety of conditions\textsuperscript{25,26}. Because the eQTLs were processed separately, we applied our own threshold ($P < 1 \times 10^{-5}$). We then calculated enrichment of human orthologues of different categories CK-p25 enhancers relative to stable regions and used a binomial P value to estimate the significance.

**Enrichment of AD GWAS SNPs in Roadmap enhancers.** The enrichment of AD GWAS SNPs that map to Roadmap enhancer regions is calculated on the basis of permutations of SNPs. In brief, SNPs were permuted 1,000,000 times preserving distance to gene, minor allele frequency, and a number of SNPs in LD. The thousand genomes projects database was used as the reference for this information.

**Comparison of regulatory regions to AD meta-analysis.** The enrichment of CKP-25 human enhancer orthologues in AD was calculated by comparing the number changing regions that overlap SNPs\textsuperscript{4} to unchanging regions that overlap SNPs. We calculate the significance using a binomial $P$ value, in which the probability of success in changing the enhancers is based on the frequency in the unchanging enhancers. The results for the consistently increasing enhancers were slightly more significant when using a hypergeometric test instead of the binomial. To test whether the enrichment of increasing enhancer orthologous regions was due to the overlap with CD14- cell enhancers, we repeated the above enrichment procedure within the set of CK-p25 enhancer orthologues that also overlap CD14- cell enhancers. The enrichment using this control was still significant (3.0-fold enrichment, binomial $P = 1.3 \times 10^{-5}$). AD GWAS SNPs that were in a mouse enhancer orthologues were expanded using an LD of 0.8 and then tested for potential coding SNPs\textsuperscript{58} or eQTLs (Supplementary Table 7).
Extended Data Figure 1 | Epigenomic and transcriptomic profiling of a mouse model of AD. a, Experimental design and progression pathology in the CK-p25 mice. b, Gene expression and histone modification levels at the SPI1 locus at 6 weeks of inducible p25 overexpression. Profiled are histone marks associated with repression (blue); histone marks associated with enhancers (orange); histone marks associated with promoters (red); histone marks associated with gene bodies (green); RNA-seq (black).
Extended Data Figure 2 | Differential microglia-specific gene expression changes in the CK-p25 mice. RT–qPCR of selected microglia markers and immune response genes shows upregulation of gene expression in fluorescence activated cell (FAC)-sorted CD11b<sup>+</sup>CD45<sup>low</sup> microglia from 2-week-induced CK-p25 mice (red bars) relative to respective controls (black bars). Actb (β-actin) was used as a negative control. Values were normalized to Cd11b expression (n = 3, *P < 0.05, two-tailed t-test). NS, non-significant.
**Extended Data Figure 3 | Chromatin state conservation.**

**a.** Combinatorial patterns of the seven histone modifications profiled were used to define promoter (1–3; A, active; D, downstream; U, upstream), gene body (4–6; tx, transcribed; 3P, 3’ prime), enhancer (7–9; G, genic; 1 = strong, 2 = weak), bivalent (10), repressed Polycomb (11), heterochromatin (12), and low signal (13–14) chromatin states. Darker blue indicates a higher enrichment of the measured histone mark (x axis) to be found in a particular state (y axis).

**b.** Promoter, enhancer and repressed chromatin states in mouse hippocampus (rows), as profiled in this study, align to matching chromatin states in human (columns), as profiled by the Roadmap Epigenomics Consortium\(^\text{10}\). Shading indicates enrichment relative to human chromatin state abundance (columns). The number of regions overlapping is shown in each cell of the heatmap.
Extended Data Figure 4 | Differential gene expression and histone mark levels at regulatory regions in CK-p25 mice. a–e, Shown are six distinct classes of differentially modified regions: transient (early) increase (pink) or decrease (light blue), consistent increase (red) or decrease (blue), and late (6-week) increase (dark red) or decrease (navy blue). The heatmap shows the log fold change relative to 2-week controls for gene expression (a), H3K4me3 peaks at TSS (transcription start site) chromatin state (b), H3K27ac peaks at enhancer chromatin state (c), H3K27me3 peaks overlapping the Polycomb repressed chromatin state (d), and H3K9me3 peaks overlapping the heterochromatin chromatin state (e). Numbers denote peaks falling into each category.
Extended Data Figure 5 | Relationship between changes of gene expression and regulatory regions in CK-p25 mice. a–c, For each class of gene expression change in the CK-p25 model (x axis), overlap with different histone modifications is shown (y axis) for H3K4me3 at promoters (a), H3K27ac at enhancers (b), and H3K27me3 at Polycomb repressed regions (c). Histone modifications were mapped to the nearest transcription start site (Supplementary Table 3) to show the enrichment of the changing regulatory regions relative to those that are stable in CK-p25. The significance is calculated based on the hypergeometric P value of the overlap.
Extended Data Figure 6 | Enrichment of immune cell eQTLs in increasing mouse enhancers. Enrichment of eQTL SNP (y axis; −log10(binomial P < 10^{-4})) in monocytes and CD4+ (refs 25, 26) is compared to the orthologous regions of CK-p25-affected enhancers relative to enhancers whose levels do not change.
Extended Data Figure 7 | Weak enrichment of AD GWAS SNPs at differential CK-p25 promoters. Enrichment of AD-associated SNPs (y axis, binomial P value) in human regions orthologous to different classes of mouse promoters.
Extended Data Figure 8 | Enrichment of tissue-specific enhancer annotations from the Roadmap Epigenomics Consortium for AD-associated SNPs and mouse enhancers. a, b, Enrichment of AD-associated SNPs (y axis, permutation P value) in tissue-specific enhancer annotations from the Roadmap Epigenomics Consortium (points), relative to their enrichment for increased-level (a) and decreased-level (b) (colours of different classes along y axis) of orthologous enhancer regions in the mouse AD model (x axis, hypergeometric P value). Linear regression trend line and $R^2$ based on Pearson correlation is shown.
Extended Data Figure 9 | Cell type composition. a, For each class of gene expression change (x axis), shown is the enrichment of cell-type-specific gene markers from published data sets. The macrophage and monocyte categories are computed relative to microglia. The enrichment is calculated relative to the genes that do not change in expression level in the CK-p25 mice. Cells in the heatmap are labelled based on the $-\log_{10}(P\text{ value})$ (hypergeometric t-test). Cases where no genes overlapped are shown in grey. b, Summary of a, showing the inferred change in cell type composition across time.
Integrative analysis of 111 reference human epigenomes

Roadmap Epigenomics Consortium†, Anshul Kundaje1,2,4, Wouter Meuleman1,2,4, Jason Ernst1,2,4, Misha Bilenky5,6, Angela Yen1,2, Alireza Heravi-Moussavi5, Pouya Kheradpour1,2, Zhizhuo Zhang1,2, Jianrong Wang1,2, Michael J. Ziller1,2, Viren Amin1, John W. Whitaker8, Matthew D. Schultz9, Lucas D. Ward1,2, Abhishek Sarkar1,2, Gerald Quon1,2, Richard S. Sandstrom1,10, Matthew L. Eaton1,2, Yi-Chieh Wu1,2, Andreas R. Pfennig1,2, Xiachen Wang1,21, Melina Claussnitzer1,2, Yaping Liu1,2, Cristian Coarfa7, R. Alan Harris2, Noam Shoresh2, Charles B. Epstein1, Elizabeta Gjoneska1,2,12, Danny Leung8,13, Wei Xie8,13, R. David Hawkins8,13, Ryan Lister9, Chibo Hong14, Philippe Gascard15, Andrew J. Mungall15, Richard Moore5, Eric Chuah3, Angela Tam3, Theresa K. Canfield10, R. Scott Hansen16, Rajinder Kaul16, Peter J. Sabo10, Mukul S. Bansal1,2,17, Annapaak Carles18, Jesse R. Dixon8,13, Kai–How Farh3,4, Soheil Feizi1,2,4, Rosa Karlic19, Ah–Ram Kim1,2, AshwiniKumar Kulkarni20, Daofeng Li21, Rebecca Lowdon21, GInell Elliott21, Tim R. Mercer22, Shane J. Nephi10, Vitor Onuchic7, Paz Polak2,23, Nisha Rajagopal8,13, PradipTh Ray20, Richard C. Sallari1,2, Kyle T. Sjebenthal10, Nicholas A. Simott–Armstrong2,2, Michael Stevens21,22, Robert E. Thurman10, Jie Wu24,25, Bo Zhang2, Xin Zhou21, Arthur E. Beaudet26, Laurie A. Boyer11, Philip L. DeJager22,23,27, Peggy J. Farnham28, SusanJ. Fisher29, David Haussler30, Steven J. M. Jones5,31,32, Wei Li33, Marco A. Marra34, Michael T. McManus34, Shamil Sunyaev35,21,27, James A. Thomson35,41, Thea D. Tlsty15, Li–Huei Tsai2,12, Wei Wang4, Robert A. Waterland36, Michael Q. Zhang26,37, Lisa H. Chadwick38, Bradley E. Bernstein39,40, Joseph F. Costello4,6, Joseph R. Ecker6, Martin Hirsch5,18, Alexander Meissner3,4, Aleksandar Milosavljevic7,8, Bing Ren8,13, John A. Stamatoyanopoulos10, Ting Wang2,26 & Manolis Kellis1,2.

The reference human genome sequence set the stage for studies of genetic variation and its association with human disease, but epigenetic studies lack a similar reference. To address this need, the NIH Roadmap Epigenomics Consortium generated the largest collection so far of human epigenomes for primary cells and tissues. Here we describe the integrative analysis of 111 reference human epigenomes generated as part of the programme, profiled for histone modification patterns, DNA accessibility, DNA methylation and RNA expression. We establish global maps of regulatory elements, define regulatory modules of coordinated activity, and their likely activators and repressors. We show that disease- and trait-associated genetic variants are enriched in tissue-specific epigenomic marks, revealing biologically relevant cell types for diverse human traits, and providing a resource for interpreting the molecular basis of human disease. Our results demonstrate the central role of epigenomic information for understanding gene regulation, cellular differentiation and human disease.

While the primary sequence of the human genome is largely preserved in all human cell types, the epigenomic landscape of each cell can vary considerably, contributing to distinct gene expression programs and biological functions1,4. Epigenomic information, such as covalent histone modifications, DNA accessibility and DNA methylation can be interrogated in each cell and tissue type using high-throughput molecular assays3–8. The resulting maps have been instrumental for annotating cis-regulatory elements and other non-exonic genomic features with characteristic epigenomic signatures9–14, and for dissecting gene regulatory programs in development and disease7,9,11–14. Despite these technological advances, we still lack a systematic understanding of how the epigenomic landscape contributes to cellular circuitry, lineage specification, and the onset and progression of human disease.

To facilitate and spearhead these efforts, the NIH Roadmap Epigenomics Program was established with the goal of elucidating how epigenetic processes contribute to human biology and disease. One of the major components of this programme consists of the Reference Epigenome Mapping Centers (REMCs)15, which systematically characterized the epigenomic landscapes of representative primary human tissues and cells. We used a diversity of assays, including chromatin immunoprecipitation (ChIP)9,10,16,17, DNA digestion by DNase I (DNase)9,18, bisulfite treatment1,2,3,20, methylated DNA immunoprecipitation (MeDIP)21, methylation-sensitive restriction enzyme digestion (MRE)22, and RNA profiling4, each followed by massively parallel short-read sequencing (-seq). The resulting data sets were assembled into publicly accessible websites and databases, which serve as a broadly useful resource for the scientific and biomedical community. Here we report the integrative analysis of 111 reference epigenomes (Fig. 1 and Extended Data Fig. 1a–d), which we analyse jointly with an additional 16 epigenomes previously reported by the Encyclopedia of DNA Elements (ENCODE) project 23.

We integrate information about histone marks, DNA methylation, DNA accessibility and RNA expression to infer high-resolution maps of regulatory elements annotated jointly across a total of 127 reference epigenomes spanning diverse cell and tissue types. We use these annotations to recognize epigenome differences that arise during lineage specification and cellular differentiation, to recognize modules of regulatory regions with coordinated activity across cell types, and to identify key regulators of these modules based on motif enrichments and regulator

A list of affiliations appears at the end of the paper.
† Lists of participants and their affiliations appear at the end of the paper.
*These authors contributed equally to this work.
$These authors jointly supervised this work.
expression. In addition, we study the role of regulatory regions in human disease by relating our epigenomic annotations to genetic variants associated with common traits and disorders. These analyses demonstrate the importance and wide applicability of our data resource, and lead to important insights into epigenomics, differentiation and disease. Specific highlights of our findings are given below.

- Histone mark combinations show distinct levels of DNA methylation and accessibility, and predict differences in RNA expression levels that are not reflected in either accessibility or methylation.

- Megabase-scale regions with distinct epigenomic signatures show strong differences in activity, gene density and nuclear lamina associations, suggesting distinct chromosomal domains.

- Approximately 5% of each reference epigenome shows enhancer and promoter signatures, which are twofold enriched for evolutionarily conserved non-exonic elements on average.

- Epigenomic data sets can be imputed at high resolution from existing data, completing missing marks in additional cell types, and providing a more robust signal even for observed data sets.

- Dynamics of epigenomic marks in their relevant chromatin states allow a data-driven approach to learn biologically meaningful relationships between cell types, tissues and lineages.

- Enhancers with coordinated activity patterns across tissues are enriched for common gene functions and human phenotypes, suggesting that they represent coordinated regulatory modules.

- Regulatory motifs are enriched in tissue-specific enhancers, enhancer modules and DNA accessibility footprints, providing an important resource for gene-regulatory studies.

- Genetic variants associated with diverse traits show epigenomic enrichments in trait-relevant tissues, providing an important resource for understanding the molecular basis of human disease.

Reference epigenome mapping across tissues and cell types

The REMCs generated a total of 2,805 genome-wide data sets, including 1,821 histone modification data sets, 360 DNA accessibility data sets, 277 DNA methylation data sets, and 166 RNA-seq data sets, encompassing a total of 150.21 billion mapped sequencing reads corresponding to 3,174-fold coverage of the human genome.

Here, we focus on a subset of 1,936 data sets (Fig. 2) comprising 111 reference epigenomes (Fig. 2a–d), which we define as having a core set of five histone modification marks (Fig. 2e). The five marks consist of: histone H3 lysine 4 trimethylation (H3K4me3), associated with promoter regions; H3 lysine 4 monomethylation (H3K4me1), associated with enhancer regions; H3 lysine 36 trimethylation (H3K36me3), associated with transcribed regions; H3 lysine 27 trimethylation (H3K27me3), associated with Polycrom repression; and H3 lysine 9 trimethylation (H3K9me3), associated with heterochromatin regions.

Selected epigenomes also contain a subset of additional epigenomic marks, including: acetylation marks H3K27ac and H3K9ac, associated with increased activation of enhancer and promoter regions; DNAse hypersensitivity, denoting regions of accessible chromatin commonly associated with regulator binding; and nucleosome positioning, typically associated with repressed regulatory regions or active gene transcripts and profiled using whole-genome bisulfite sequencing (WGBS), reduced-representation bisulfite sequencing (RRBS), and mCRF-combined methylation-sensitive restriction enzyme (MRE) and immunoprecipitation assays (Fig. 2f); and RNA expression levels, measured using RNA-seq and gene expression microarrays (Fig. 2g).

Our definition of 111 reference epigenomes is very similar to that used by the International Human Epigenome Consortium (IHEC), which required RNA-seq, WGBS and H3K27ac that are only available in a subset of epigenomes here. Lastly, an additional 16 histone modification marks on average were profiled across 7 deeply covered cell types (Fig. 2f).

We jointly processed and analysed our 111 reference epigenomes with 16 additional epigenomes from ENCODE. We generated genome-wide normalized coverage tracks, peaks and broad enriched domains for ChiP-seq and DNase-seq, normalized gene expression values for RNA-seq, and fractional methylation levels for each CpG site.
### Table 1: Sample type and tissue group

<table>
<thead>
<tr>
<th>Sample type</th>
<th>Tissue group</th>
</tr>
</thead>
<tbody>
<tr>
<td>Prim. culture</td>
<td>HSC &amp; ES cell derived</td>
</tr>
<tr>
<td>Blood &amp; epithelial tissue</td>
<td>Brain</td>
</tr>
<tr>
<td>Brain</td>
<td>Gastrointestinal tissue</td>
</tr>
<tr>
<td>Gastrointestinal tissue</td>
<td>Other</td>
</tr>
<tr>
<td>Other</td>
<td></td>
</tr>
<tr>
<td>K562 leukaemia</td>
<td></td>
</tr>
<tr>
<td>HeLa-S3 cervical carcinoma</td>
<td></td>
</tr>
<tr>
<td>GM12878 lymphoblastoid cell</td>
<td></td>
</tr>
<tr>
<td>Dnd41 T cell leukaemia</td>
<td></td>
</tr>
<tr>
<td>Lung</td>
<td></td>
</tr>
<tr>
<td>Pancreas</td>
<td></td>
</tr>
<tr>
<td>Placenta</td>
<td></td>
</tr>
<tr>
<td>Pancreatic islets</td>
<td></td>
</tr>
<tr>
<td>Fetal lung</td>
<td></td>
</tr>
<tr>
<td>Gastric</td>
<td></td>
</tr>
<tr>
<td>Duodenum mucosa</td>
<td></td>
</tr>
<tr>
<td>Stomach mucosa</td>
<td></td>
</tr>
<tr>
<td>Rectal mucosa donor 31</td>
<td></td>
</tr>
<tr>
<td>Rectal mucosa donor 29</td>
<td></td>
</tr>
<tr>
<td>Colonic mucosa</td>
<td></td>
</tr>
<tr>
<td>Sigmoid colon</td>
<td></td>
</tr>
<tr>
<td>Small intestine</td>
<td></td>
</tr>
<tr>
<td>Fetal intestine</td>
<td></td>
</tr>
<tr>
<td>Fetal stomach</td>
<td></td>
</tr>
<tr>
<td>Rectal smooth muscle</td>
<td></td>
</tr>
<tr>
<td>Colon smooth muscle</td>
<td></td>
</tr>
<tr>
<td>Right ventricle</td>
<td></td>
</tr>
<tr>
<td>Left ventricle</td>
<td></td>
</tr>
<tr>
<td>Fetal heart</td>
<td></td>
</tr>
<tr>
<td>Right atrium</td>
<td></td>
</tr>
<tr>
<td>Right ventricle</td>
<td></td>
</tr>
<tr>
<td>Skeletal muscle female</td>
<td></td>
</tr>
<tr>
<td>Skeletal muscle male</td>
<td></td>
</tr>
<tr>
<td>Fetal muscle brink</td>
<td></td>
</tr>
<tr>
<td>Fetal muscle big</td>
<td></td>
</tr>
<tr>
<td>Skeletal muscle</td>
<td></td>
</tr>
<tr>
<td>Smooth muscle</td>
<td></td>
</tr>
<tr>
<td>Smooth muscle smooth-muscle</td>
<td></td>
</tr>
<tr>
<td>Smooth muscle smooth-smooth-muscle</td>
<td></td>
</tr>
<tr>
<td>Digestive</td>
<td></td>
</tr>
<tr>
<td>Intestine</td>
<td></td>
</tr>
<tr>
<td>Liver</td>
<td></td>
</tr>
<tr>
<td>Liver</td>
<td></td>
</tr>
<tr>
<td>Smooth muscle</td>
<td></td>
</tr>
<tr>
<td>Digestive</td>
<td></td>
</tr>
<tr>
<td>Other</td>
<td></td>
</tr>
<tr>
<td>ENCODE 2012</td>
<td></td>
</tr>
<tr>
<td>ENCODE 2012</td>
<td></td>
</tr>
<tr>
<td>ENCODE 2012</td>
<td></td>
</tr>
</tbody>
</table>

<table>
<thead>
<tr>
<th>Cell type/ tissue group</th>
<th>EID Epigenome name</th>
<th>Chromatin states</th>
<th>DNA methylation</th>
<th>Other</th>
<th>Data set count</th>
</tr>
</thead>
<tbody>
<tr>
<td>Primary cell</td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Esophagectomy</td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Breast vHMEC</td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Foreskin keratinocyte</td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Foreskin fibroblast</td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Muscle satellite cell</td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Mesenchyme</td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Neurophrophelial</td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Thymus</td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Brain</td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Gastrointestinal tissue</td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Pancreas</td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Placenta</td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Other</td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
</tbody>
</table>

We computed several quality control measures (Fig. 2 and Supplementary Table 1) including the number of distinct uniquely mapped reads; the fraction of mapped reads overlapping areas of enrichment; genome-wide strand cross-correlation (Fig. 2e–g); inter-repeat correlation; multidimensional scaling of data sets from different production centres (Supplementary Fig. 1); correlation across pairs of data sets (Extended Data Fig. 1e); consistency between assays carried out in multiple mapping centres (Supplementary Table 2); read mapping quality for bisulfite-treated reads (Fig. 3a); and agreement with imputed data (Fig. 3c). Outlier data sets were flagged, removed or replaced, and lower-coverage data sets were combined where possible (see Methods).

The resulting data sets provide global views of the epigenomic landscape in a wide range of human cell and tissue types (Fig. 3), including the largest and most diverse collection to date of chromatin state annotations (Fig. 3a); some of the deepest surveys of individual cell types using diverse epigenomic assays (with 21–31 distinct epigenomic marks for seven deeply profiled epigenomes; Fig. 3b); and some of the broadest surveys of individual epigenomic marks across multiple cell types (Fig. 3c). These data sets enable genome-wide epigenomic analyses across multiple dimensions (Fig. 3d). All data sets, standards and protocols are publicly available from web portals, linked from the main consortium homepage http://www.roadmapepigenomics.org, and also at http://compbio.mit.edu/roadmap.

### Chromatin states, DNA methylation and DNA accessibility

As a foundation for integrative analysis, we used a common set of combinatorial chromatin states across all 111 epigenomes, plus 16 additional epigenomes generated by the ENCODE project (127 epigenomes in total), using the core set of five histone modification marks that were common to all. We trained a 15-state model (Fig. 4a, b and Supplementary Table 3a) consisting of 8 active states and 7 repressed states (Fig. 4c) that were recurrently recovered (Extended Data Fig. 2a), and showed distinct levels of DNA methylation (Fig. 4d), DNA accessibility (Fig. 4e), regulator binding (Extended Data Fig. 2b and Supplementary Fig. 2) and evolutionary conservation (Fig. 4f and Supplementary Fig. 3). The active states (associated with expressed genes) consist of active transcription start site (TSS) proximal promoter states (TSSa, TSSA1Fink), a transcated state at the 5’ and 3’ end of genes showing both promoter and enhancer signatures (TxFlank), actively transcribed states (Tx, TxWk), enhancer states (Enh, EnhG), and a state associated with zinc finger protein genes (ZNF/Rpts). The inactive states consist of constitutive heterochromatin (Het), bivalent regulatory states (TSSBiv, BivFlnk), repressed Polycomb states (ReprPC, ReprPCWk), and a quiescent state (Quies), which covered on average 68% of each reference epigenome. Enhancer and promoter states covered approximately 5% of each reference epigenome on average, and showed enrichment for evolutionarily conserved non-exonic regions.

To capture the greater complexity afforded by additional marks, we trained additional chromatin state models in subsets of cell types. In the subset of 98 reference epigenomes that also included H3K27ac data, we also learned an 18-state model (Extended Data Fig. 2c and Supplementary Table 3b), enabling us to distinguish enhancer states containing strong H3K27ac signal (EnhA1, EnhA2), which showed higher DNA methylation data by WGBS (red), RRBS (blue) and mCRF (green). A total of 104 methylation data sets available in 95 distinct reference epigenomes. Gene expression data using RNA-seq (brown) and microarray expression (yellow). A total of 26 epigenomes contain 184 additional histone modification marks. Sixty-high quality epigenomes (purple) were used for training the core chromatin state model, which was then applied to the full set of epigenomes (purple and orange).
accessibility (Extended Data Fig. 3a), lower methylation (Extended Data Fig. 3b) and higher transcription factor binding (Extended Data Fig. 2c) than enhancers lacking H3K27ac. In a subset of 7 epigenomes with an average of 24 epigenomic marks, we learned separate 50-state chromatin state models based on all the available histone marks and DNA accessibility in each epigenome (Supplementary Fig. 4), which additionally distinguished: a DNase state with distinct transcription factor binding enrichments (Supplementary Fig. 4f), including for mediator/cohesin components43 (even though CTCF was not included as an input track to learn the model) and repressor NRSF; transcribed states showing H3K79me1 and H3K79me2 and associated with the 5’ ends of genes and introns; and a large number of putative regulatory and neighbouring regions showing diverse acetylation marks even in the absence of the H3K4 methylation signatures characteristic of enhancer and promoter regions.

We used chromatin states to study the relationship between histone modification patterns, RNA expression levels, DNA methylation and DNA accessibility. Consistent with previous studies19,23,44,45, we found low DNA methylation and high accessibility in promoter states, high DNA methylation and low accessibility in transcribed states, and intermediate DNA methylation and accessibility in enhancer states (Fig. 4d, e and Extended Data Fig. 3a, b). These differences in methylation level were stronger for higher-expression genes than for lower-expression genes, leading to a more pronounced DNA methylation profile (Extended Data Fig. 3c, Supplementary Fig. 5 and Supplementary Table 4f). Genes proximal to H3K27ac-marked enhancers show significantly higher expression levels (Extended Data Fig. 3d), and conversely, higher-expression genes were significantly more likely to be neighbouring H3K27ac-containing enhancers (Extended Data Fig. 3e).

Chromatin states sometimes captured differences in RNA expression that are missed by DNA methylation or accessibility. For example, TssFlnk, Enh, TssBiv and BivFlnk states show similar distributions of DNA accessibility but widely differing enrichments for expressed genes (Fig. 4c, d). Enh and RepPC states show intermediate DNA methylation, but very different distributions of DNA accessibility and different enrichments for expressed genes (Fig. 4c–e). Lack of DNA methylation, typically associated with de-repression, is associated with both the active TssA promoter state and the bivalent TssBiv and BivFlnk states. Bivalent states TssBiv and BivFlnk also show overall lower DNA methylation and higher DNA accessibility than enhancer states Enh and EnhG, and binding by both activating and repressive regulatory factors (Extended Data Fig. 2b). These results also held for alternative methylation measurement platforms (Extended Data Fig. 4a–c), and for the 18-state chromatin state model (Extended Data Fig. 4d, e). Overall, these results highlight the complex relationship between DNA methylation, DNA accessibility and RNA transcription and the value of interpreting DNA methylation and DNA accessibility in the context of integrated chromatin states that better distinguish active and repressed regions.

Given the intermediate methylation levels of tissue-specific enhancer regions, we directly annotated intermediate methylation regions, based on 25 complementary DNA methylation assays of MeDIP31,46 and MRE-seq22,29 from 9 reference epigenomes47. This resulted in more than 18,000 intermediate methylation regions, showing 57% CpG methylation on average, that are strongly enriched in genes, enhancer chromatin states (EnhBiv, EnhG, Enh) and evolutionarily conserved regions. Intermediate methylation was associated with intermediate levels of active histone modifications and DNase I hypersensitivity. Near TSSs, intermediate methylation correlated with intermediate gene expression, and in exons it was associated with an intermediate level of exon inclusion7. Intermediate methylation signatures were equally strong within tissue samples, peripheral blood and purified cell types, suggesting that intermediate methylation is not simply reflecting differential methylation between cell types, but probably reflects a stable state of cell-to-cell variability within a population of cells of the same type.

**Epigenomic differences during lineage specification**

We next studied the relationship between DNA methylation dynamics and histone modifications across 95 epigenomes with methylation data, extending previous studies that focused on individual lineages19,48–50. We found that the distribution of methylation levels for CpGs in some chromatin states varied significantly across tissue and cell type (Fig. 4g, Extended Data Fig. 4f and Supplementary Table 4a). For example, TssAFlnk states were largely unmethylated in terminally differentiated cells and tissues, but frequently methylated for several pluripotent and embryonic-stem-cell-derived cells (Bonferroni-corrected F-test P < 0.01);
Enh and EnhG states were highly methylated in pluripotent cells, but showed a broader distribution of intermediate methylation in differentiated cells and tissues ($P < 0.01$). EnhBiv states were unmethylated in most primary cells and tissues, but showed a broader distribution of methylation levels in pluripotent cells, possibly reflecting cell-to-cell heterogeneity ($P < 0.01$); the repressed state RepPC showed varying methylation levels among epigenomes; and the Het state showed high levels of methylation in almost all epigenomes.

We also studied DNA methylation changes in three different systems. First, we studied DNA methylation changes during embryonic stem (ES) cell differentiation. We identified regions that lost methylation (differentially methylated regions (DMRs)), Supplementary Table 4c) upon differentiation of ES cells (E003) to mesodermal (E013), endodermal (E011) and ectodermal (E012) lineages (Fig. 4h). Each lineage showed a largely distinct set of ~2,200–4,400 DMRs that are enriched for distinct transcription factor binding events (Fig. 4h, right column) (52), consistent with their distinct developmental regulation. Upon further differentiation, ectodermal DMRs remained hypomethylated in three neural progenitor populations (35), despite the usage of distinct human ES cell (hESC) lines, and mesodermal and endodermal DMRs remained highly methylated (Fig. 4h), highlighting the lineage-specific nature of changes in DNA methylation during early differentiation (52,54).

Second, we studied DNA methylation changes associated with breast epithelia differentiation (45). Ectoderm to breast epithelia differentiation was dominated by DNA methylation loss (1.3M CpGs lost methylation compared with 0.2M gained), consistent with other primary somatic cell types (51). By distinguishing luminal versus myoepithelial cells by flow sorting, and comparing a set of DMRs (Supplementary Table 4d) defined specifically in epithelial lineages (45), we found differences in nearest-neighbor enrichments (55) (mammary gland epithelium development versus actin filament bundle, respectively) and differences in motif density (luminal DMRs show greater motif density for 51 transcription factors and lower density for 55 transcription factors). Proximal DMRs were highly associated with increased transcription, consistent with regulatory element de-repression associated with DNA methylation loss.

Third, we asked whether tissue environment or developmental origin is the primary driving factor in DNA methylation differences observed in more differentiated cell types (56), using epigenomes from skin cell types (keratinocytes E057/058, melanocytes E059/E061 and fibroblasts E055/056) that share a common tissue environment but possess distinct embryonic origins (surface ectoderm, neural crest and mesoderm, respectively). We found that despite the shared tissue environment, these three cell types displayed lower overlap in their DNA methylation and histone modification signatures, and instead were more similar to other cell types with a shared developmental origin. Using a set of DMRs (Supplementary Table 4e) defined specifically in the skin cell types (56), keratinocytes shared 1,392 (18%) of DMRs with surface ectoderm-derived breast cell types (hypergeometric $P < 0.001$), and 97% of these were hypomethylated. These shared DMRs were enriched for regulatory elements and cell-type-relevant genes, suggesting a common gene-regulatory network and shared signalling pathways and structural components (55). These results suggest that common developmental origin can be a primary determinant of global DNA methylation patterns, and sometimes supersedes the immediate tissue environment in which they are found.

We also examined coordinated changes in chromatin marks associated with cellular differentiation (57). We found that enhancers showing coordinated differences in multiple marks were enriched near genes showing common tissue-specific expression, and common knockout phenotypes based on their mouse orthologues. For example, enhancers...
that showed higher H3K27ac and H3K4me3 (Fig. 4i, cluster C2) in left ventricle (E095) relative to their ES cells (E003) and mesendodermal (E004) precursor lineages were enriched for heart ventricle expression and cardiac and muscle phenotypes in their mouse orthologues.

**Most variable states and distinct chromosomal domains**

We next sought to characterize the overall variability of each chromatin state across the full range of cell and tissue types. We first evaluated the observed consistency of each chromatin state at any given genomic position across all 127 epigenomes (Fig. 5a). We found that H3K4me1-associated states (including TxFlnk, EnhG, EnhBiv and Enh) are the most tissue specific, with 90% of instances present in at most 5–10 epigenomes, followed by bivalent promoters (TssBiv) and repressed states (ReprPC, Het). In contrast, active promoters (TssA) and transcribed states (Tx, TxWk) were highly constitutive, with 90% of regions marked in at least 60–75 epigenomes. Quiescent regions were the most constitutive, with 90% consistently marked in most of the 127 epigenomes. These results held in the 18-state chromatin state model (Extended Data Fig. 5a), and in the subset of highest-quality epigenomes (Supplementary Fig. 6a, b).

Adjusting for the overall coverage and variability of each state, we then studied differences in the relative fraction of the genome annotated to each chromatin state between cell types (Fig. 5b, Extended Data Fig. 5b and Supplementary Fig. 6c–e). Haematopoietic stem cells and immune cells show a consistent and previously unrecognized depletion of active and bivalent promoters (TssA, TssBiv) and weakly transcribed states (TxWk), which may be related to their capacity to generate sublineages and enter quiescence (reversible G0 phase). ES cells and induced pluripotent stem cells (iPS cells) show enrichment of TssBiv, consistent with previous studies, and a depletion of ReprPCWk (defined by weak H3K27me3), possibly due to restriction of H3K27me3-establishing Polycomb proteins to promoter regions. Notably, IMR90 fetal lung fibroblasts, which were previously used as a somatic reference cell type, are in fact a strong outlier in multiple ways, showing higher levels of Het, ReprPC and EnhG, and a depletion of Quies chromatin states.

We next studied the relative frequency with which different chromatin states switch to other states across different tissues and cell types (Fig. 5d), relative to switching in samples of the same tissue or cell type (Supplementary Fig. 7a, b). This revealed a relative switching enrichment between active states and repressed states, consistent with activation and repression of regulatory regions. The only exception was significant switching between transcribed states and active promoter and enhancer states, possibly due to alternative usage of promoters and enhancers embedded within transcribed elements. These chromatin state switching properties were also found in the 18-state model incorporating H3K27ac marks (Extended Data Fig. 5c) and in the subset of 16 ENCODE reference epigenomes using both models (Supplementary Fig. 7c, d). We found that enhancers and promoters maintained their identity, except for a small subset of regions switching between enhancer signatures and promoter signatures. Luciferase assays showed that these regions indeed possess both enhancer and promoter activity, consistent with their epigenomic marks.

While chromatin states were defined at nucleosome resolution (200 bp), we also studied the overall co-occurrence of chromatin states across tissues at a larger resolution (2 Mb) to recognize higher-order properties (Fig. 5d). This analysis revealed that 2-Mb segments rich in active enhancers are constrained to approximately 40% of the genome (clusters c1–c6), with the remainder marked predominantly by inactive regions (c7–c11), consistent with the identification of two large chromatin conformation compartments. However, both compartments can be further subdivided by their chromatin state composition: inactive regions separate into predominantly quiescent (40%, c9, c11), heterochromatic (10%, c10), or bivalent (10%, c7, c8) marked regions, and active regions separate into regions rich in multiple marks (c3 and c6, showing a large diversity of active, ReprPC and bivalent states), enhancer and weakly transcribed regions (c5), and regions of intermediate activity (c1, c2, c4).
These subdivisions were based on across a large average state density and showed strong differences in gene density, CpG island occupancy, lamina association\(^{3,4}\) and cytogenetic bands (Fig. 5d and Extended Data Fig. 5d), suggesting that they represent stable chromosomal features.

### Relationships between marks and lineages

We next studied the relationship between tissues and cell types, based on the similarity of diverse histone modification marks evaluated in their relevant chromatin states. Hierarchical clustering of our 111 reference epigenomes using H3K4me1 signal in Enh (Fig. 6a) showed consistent grouping of biologically similar cell and tissue types, including ES cells, IPS cells, T cells, B cells, adult brain, fetal brain, digestive, smooth muscle and heart. We also found several initially surprising but biologically meaningful groupings: fetal brain and germinal matrix samples clustered with neural stem cells rather than adult brain, consistent with fetal neural stem-cell proliferation; many ES-derived cells clustered with ES cells and IPS cells rather than the corresponding tissues, suggesting that those are still closer to pluripotent states than corresponding somatic states; adult and fetal thymus samples clustered with T cells rather than other tissues, consistent with roles in T-cell maturation and immunity. Several marks successfully recovered biologically meaningful groups when evaluated in their relevant chromatin states (Supplementary Fig. 8), including H3K4me3 in TssA, H3K27me3 in RepR, and H3K36me3 in Tx, suggesting that the signal of each mark in relevant chromatin states is highly indicative of cell type and tissue identity. These alternative clusterings also showed some differences; for example, H3K4me3 in TssA states grouped several fetal samples together with each other, in a cluster neighboring ES cells and IPS cells, rather than in separate tissue groups.

We applied this approach to compare the Roadmap Epigenomics reference epigenomes with the 16 ENCODE 2012 samples with broad mark coverage (Extended Data Fig. 6). We found that H3K4me1 signal in enhancer chromatin states correctly groups primary cells from similar tissues across the two projects, emphasizing the robustness of our annotations and signal tracks across projects (Extended Data Fig. 6a). For example, NHEK epidermal keratinocytes group with other keratinocytes, HMEC mammary epithelial cells group with other skin cells, and osteoblasts and HSMM skeletal muscle myoblasts group with bone marrow. Some cancer cell lines also grouped with corresponding primary tissues, including HepG2 hepatocellular carcinoma with liver tissue, NHLF primary lung fibroblasts with the IMR90 lung fibroblast cell line, and Dnd41 T-cell leukemia with thymus, while in other cases cancerous cell lines grouped together, for example, HeLa-S3 cervical carcinoma with A549 lung carcinoma. H3K27me3 signal in Polyclom-repressed states grouped five immortalized cell lines together (Extended Data Fig. 6b).

### Figure 6 | Epigenome relationships

- **a.** Hierarchical epigenome clustering using H3K4me1 signal in Enh states. Numbers indicate bootstrap support scores over 1,000 samplings.
- **b, c.** Multidimensional scaling (MDS) plot of cell type relationships based on similarity in H3K4me1 signal in Enh states (b) and H3K27me3 signal in RepR states (c). First four dimensions are shown as dim1 versus dim2 and dim3 versus dim4.

---

©2015 Macmillan Publishers Limited. All rights reserved
Fig. 6c), despite their T-cell, lung, cervical, leukaemia and hepatocellular origins. The larger trees spanning ENCODE 2012 and Roadmap Epigenomics also highlighted the large number of lineages not previously covered by reference epigenomes, including brain, muscle, smooth muscle, heart, mucosa, digestive tract and fetal tissues.

To understand the relationship among different tissue/cell samples beyond the constraints of a tree representation, we also studied the full similarity matrix of each mark in relevant chromatin states (Supplementary Fig. 9) and also visualized the principal dimensions of epigenomic variation using multidimensional scaling (MDS) analysis (Supplementary Fig. 10). The pairwise similarity matrices of different marks were most effective in distinguishing different subsets of the samples, with H3K4me1 in Enh primarily capturing immune cell similarities, and H3K27me3 in RepPC capturing pluripotent cell similarities (Supplementary Fig. 9). In the MDS analysis, the first four dimensions of variation for most marks separated major sample groups (Extended Data Fig. 7a–i), with some subtle differences between marks. For example, pluripotent cells and immune cells were two strong outliers in the first two dimensions of H3K4me1 variation in Enh (Fig. 6b), but H3K27me3 in RepPC showed more uniform spreading of reference epigenomes (Fig. 6c), consistent with the coverage distributions of immune and pluripotent cells for the corresponding chromatin states (Fig. 5b). For most marks, the first five dimensions captured most of the variance, with additional dimensions capturing at most 4–6% for each mark (Extended Data Fig. 7).

Imputation and completion of epigenomic data sets
We exploited the strong relationships between marks and lineages for epigenomic signal imputation to complete missing marks across remaining tissues, and to complement observed data sets with more robust predictions based on multiple data sets. We predicted epigenomic signal tracks at 25-nucleotide resolution for histone marks, DNA accessibility, and RNA-seq data set and at single-base for CpG methylation, by exploiting correlations between multiple marks in the same cell type, and the same mark across multiple cell types.

We predict signal tracks for 34 epigenomic marks in 127 epigenomes, corresponding to 4,315 imputed genome-wide data sets, of which 3,193 (74%) are only available as imputed data. Imputed tracks showed high correlation with observed data, provided stronger and more consistent aggregate statistics relative to gene and TSS annotations, revealed lower-quality observed data sets in cases of disagreement between imputed and observed data, and captured cell type relationships and lineage-restricted information.

We also used 12 imputed epigenomic marks to learn a 25-state chromatin state model jointly across all 127 reference epigenomes, which distinguished multiple subtypes of enhancer and promoter regions across the complete set of reference epigenomes, including several active, weak and transcribed enhancer states, and both upstream and downstream promoter regions, providing an important reference annotation for studies of gene regulation and human disease.

Enhancer modules and their putative regulators
We next exploited the dynamics of epigenomic modifications at cis-regulatory elements to gain insights into gene regulation. We focused on 2.3M regions (12.6% of the genome) showing DNA accessibility in any reference epigenome and regulatory (promoter or enhancer) chromatin states, considering enhancer-only, promoter-only, or enhancer-promoter alternating states separately (Supplementary Fig. 11). We clustered enhancer-only elements (Enh, EnhBiv, EnhG) into 226 enhancer modules of coordinated activity (Fig. 7a), promoter-only elements into 82 promoter modules (Supplementary Fig. 11a) and promoter/enhancer ‘dyadic’ elements into 129 modules (Supplementary Fig. 11b), enabling us to distinguish ubiquitousity active, lineage-restricted and tissue-specific modules for each group. Focusing on the enhancer-only clusters, we found that the neighbouring genes of enhancers in the same module showed significant enrichment for common functions (Fig. 7b and Supplementary Fig. 11c, d), common genotype–phenotype associations (Fig. 7c), and common expression in their mouse orthologues (Supplementary Fig. 12), each annotation type showing strong consistency with the known biology of the corresponding tissues. For example, stem-cell enhancers are enriched near developmental patterning genes, immune cell enhancers near immune response genes, and brain enhancers near learning and memory genes (Fig. 7b). Sub-clustering of individual modules continued to reveal distinct enrichment patterns of individual sub-modules (Supplementary Fig. 11e), suggesting increased diversity of regulatory processes beyond the 226 modules used here.

The genome sequence of enhancers in the same module showed substantial enrichment for sequence motifs associated with diverse transcription factors (Supplementary Fig. 13a). We found 84 significantly enriched motifs in 101 modules (Extended Data Fig. 8), indicating that enhancer modules likely represent co-regulated sets, and proposing candidate upstream regulators for nearly half of all modules. Direct application of the same approach and thresholds to the putative regulatory regions annotated in each of the 111 reference epigenomes led to significant enrichment for only 10 enriched motifs in 15 reference epigenomes (Supplementary Fig. 13b, c) of which 8 are blood samples, and focusing on the regions unique to each of the 17 tissue groups (Fig. 2b) only led to 19 enriched motifs in 10 tissue groups (Supplementary Fig. 13d, e), emphasizing the importance of studying regulatory motif enrichments at the level of enhancer modules.

We next sought to distinguish likely activator and repressor motifs, by identifying regulators with expression patterns across cell/tissue types that show a strong (positive or negative) correlation with the activity of enhancers in the corresponding modules. We focused on the 40 most strongly expression–correlated regulators (Extended Data Fig. 9a), and used the module-level motif enrichments to link each regulator to the cell/tissue types that define each module (Fig. 8). We found that many of the inferred links correspond to known regulatory relationships, including OCT4 (also known as POU5F1) in pluripotent cells, HNF1B and HNF4A1 in liver and other digestive tissues, RXF4 in neurosphere and neuronal cells, and MEF2D in muscle. The most enriched regulators showed primarily positive correlations, suggesting that they function as transcriptional activators, while a subset of factors showed a negative correlation, with the motif showing enhancer depletion in the lineages where the corresponding factor is expressed, suggesting a repressive role. For example, REST (also known as NRSE), a known repressor of neuronal lineages, showed lowest expression in neuronal tissues, where its motif was most enriched in enhancers, and a similar signature was found for ZBTB16, a known repressor of myogenesis and brain development.

Regulatory motifs predicted to be drivers of enhancer activity patterns showed significant enrichment in tissue-specific high-resolution (6–40 bp) DNase digital genomic footprints (DGF) in matching cell types (Extended Data Fig. 9b and Supplementary Table 5b), providing DNA accessibility evidence that the motifs are indeed bound in these cell types. In addition, they showed positional bias relative to both the centre of DGF locations and relative to their boundaries (Extended Data Fig. 10), a property not found for shuffled motifs. These positional biases were highly tissue- and cell-type-specific for most activating factors (Extended Data Fig. 9c), including POU5F1 in iPSCs, MEF2D in heart, HNF1B in gastrointestinal tissues, BHLH in immune cells, and MEF2 in heart and muscle, in each case matching the tissues that showed the highest enrichment. In contrast, for repressive factors and CTCF, positional biases were found in large numbers of tissues, even when the motifs were not enriched in active enhancers. For example, REST (NRSE) was positionally biased in DGF sites in nearly all tissues except brain (Extended Data Fig. 9c), even though it was only enriched in active enhancers in brain (Extended Data Fig. 9a), consistent with widespread repressive binding in non-brain tissues.

Overall, these enhancer modules, motif enrichments and regulatory predictions provide an unbiased map that can help guide studies
Figure 7 | Regulatory modules from epigenome dynamics. a, Enhancer modules by activity-based clustering of 2.3 million DNase-accessible regions classified as Enh, EnhG or EnhBiv (colour) across 111 reference epigenomes. Vertical lines separate 226 modules. Broadly active enhancers are shown first. Module IDs are shown in Supplementary Fig. 11c. b, c, Proximal gene enrichments\(^5\) for each module using gene ontology (GO) biological process (b) and human phenotypes (c). Rectangles pinpoint enrichments for selected modules. Representative gene set names (left) were selected using bag-of-words enrichment.

Impact of DNA sequence and genetic variation

We next studied the impact of primary DNA sequence on the epigenomic landscape, across genomic regions and between the two alleles of a given individual. First, we evaluated whether histone modifications and DNA methylation can be predicted by the underlying DNA sequence using DNA motifs for transcription factors expressed in ES cells and four ES-derived cell types. Using the area under the receiver operating curve (AUROC), we found between 71% predictive power for H3K4me1 peaks and 98% for H3K4me3 peaks (average of 85% across six marks and methylation-depleted regions)\(^7\). The most predictive motifs were those of factors associated with specific histone modifications or specific cell types, and were found within peak regions enriched for chromatin marks and at their boundaries. As an example of a boundary enrichment, H3K4me3 peaks were flanked by motifs consisting of a continuous stretch of A and T followed by a G and C, which may have a role in nucleosome positioning or recruiting promoter-associated transcription factors, such as nuclear receptors. Enhancer and promoter-predictive motifs were enriched in high-resolution DNase hypersensitive sites (Supplementary Table 5a), suggesting that they correspond to transcription-factor-bound sequences.

Second, we studied how sequence variants between the two alleles of the same individual can lead to allelic biases in histone modifications, DNA methylation and transcript levels. We reconstructed chromosome-spanning haplotypes for ES cells, four ES-cell-derived cell lines\(^2\) and 20 tissue samples\(^8\), and we resolved allele-specific activity and structure for each. We found widespread allelic bias in both transcript levels and epigenomic marks for each epigenome. For example, 24% of all testable genes that contain exonic variants demonstrate allelic transcription in one or more ES cell or ES-cell-derived cell lineages, and the majority of these genes also exhibit allelic epigenomic modifications in promoters (71%) and Hi-C-linked enhancers (69%)\(^2\). Similarly, as many as 11%
of the testable enhancers display allelic bias in histone modification H3K27ac in the 20 tissue samples with allele-resolved transcription and chromatin states\textsuperscript{61}. Allelic histone acetylation at enhancers is highly specific to individual genotypes, and often occurs near sequence variants that alter transcription factor binding, suggesting cis-acting sequence drivers for at least a subset of these regions\textsuperscript{61,72}.

**Trait–associated variants enrich in tissue–specific marks**

We next used our tissue–specific epigenomic data sets to study the regulatory annotation enrichments of phenotype–associated variants from genome-wide association studies (GWAS) of diverse traits and disorders. Previous studies showed that disease-associated variants are enriched in specific regulatory chromatin states,\textsuperscript{8} evolutionarily conserved elements,\textsuperscript{9} histone marks\textsuperscript{10} and accessible regions\textsuperscript{11}. We expanded these analyses using the diversity of primary tissues surveyed by our epigenomic maps, applied to a compendium of disease-associated variants from the NHGRI GWAS catalogue\textsuperscript{12}. We intersected the set of variants identified in each curated study with peaks of H3K4me1, H3K4me3, H3K36me3, H3K27me3 and H3K9me3 across each of the 127 epigenomes, and H3K27ac, H3K9ac and DNase when available (Extended Data Figs 11, 12 and Supplementary Table 6), and we searched for significant enrichment in their overlap relative to what would be expected given the NHGRI GWAS catalogue as background (see Methods).

For enhancer–associated H3K4me1 peaks, we found 58 studies (Fig. 9a and Extended Data Fig. 11a) with significant enrichments in at least one tissue at 2% false discovery rate (FDR) (hypergeometric $P < 10^{-5.9}$). Upon manual curation, the enriched cell types were consistent with our current understanding of disease-relevant tissues for the vast majority of cases. For example, diverse immune traits were enriched in immune cell enhancers, including rheumatoid arthritis, coeliac disease, type 1 diabetes, systemic lupus erythematosus, chronic lymphocytic leukaemia, allergy, multiple sclerosis, and Graves’ disease.\textsuperscript{76–82} A large number of metabolic trait variants are enriched in liver enhancer marks, including LDL, HDL, total cholesterol, lipid metabolism phenotypes, and metabolite levels.\textsuperscript{83,84} Fasting glucose was most enriched for pancreatic islet enhancer marks and insulin-like growth factors in placenta, consistent with their endocrine regulatory roles.\textsuperscript{83,86,87} Several cardiac traits were enriched in heart tissue enhancers, including the PR heart repolarization interval, blood pressure and aortic root size. Interestingly, inflammatory bowel disease and ulcerative colitis variants show enrichment in both immune and gastrointestinal enhancer marks, suggesting that dysregulation of both organs may underlie disease predisposition. Both attention deficit hyperactivity disorder and adiponectin levels were enriched in brain regions, consistent with causal roles in brain dysregulation.\textsuperscript{87,88} In contrast, late-onset Alzheimer’s disease variants were enriched in immune cell enhancers, rather than brain, consistent with recent evidence of a possible immune and inflammatory basis.\textsuperscript{89–91}

For active enhancer–associated H3K27ac peaks (available in 98 cell types), we found a similar number of enriched studies (47 at 2% FDR, Extended Data Fig. 12b), but for promoter–associated H3K4me3 and H3K9ac peaks, we found only 25 and 18 enriched studies, respectively (Extended Data Fig. 12a, b), suggesting that enhancer–associated marks are more informative for tissue–specific disease enrichments than promoter–associated marks. For DNase peaks, we only found 9 enriched studies (Extended Data Fig. 12c), partly because they were only available in 53 reference epigenomes (restricting H3K4me1 to the same 53 resulted in 25 enriched studies, Supplementary Table 6), and possibly due to lack of distinction between enhancer and promoter regions. For transcription–associated H3K36me3, we found 15 enriched studies (Extended Data Fig. 12d), indicating that these help capture additional biologically meaningful variants outside annotated promoter and enhancer regions. In contrast, we found no enriched study for either Polycomb–associated H3K27me3 peaks or heterochromatin–associated H3K9me3 peaks (Extended Data Fig. 12e, f). These results indicate that enhancer–associated marks have the greatest ability to distinguish tissue–specific enrichments for regulatory regions, but promoter–, open–chromatin– and transcription–associated marks also have numerous significant enrichments, suggesting that disease variants affect a wide range of processes.

These results illustrate that the epigenomic annotations provided here across a broad range of primary tissues and cells will be of great utility for interpreting genetic changes associated with complex traits. We have made all these epigenomic annotations of GWAS regions publicly searchable and browsable through the Roadmap Epigenome Browser\textsuperscript{92} and an updated version of the HaploReg database.\textsuperscript{93}

**Discussion**

The NIH Roadmap Epigenomics Program has been working to improve epigenomic assays, generate reference epigenomic maps, and use them to understand gene regulation, differentiation, reprogramming and...
Figure 9 | Epigenomic enrichments of genetic variants associated with diverse traits. Tissue-specific H3K4me1 peak enrichment significance (−log10 P value) for genetic variants associated with diverse traits. Circles denote reference epigenome (column) of most significant enrichment for SNPs reported by a given study (row), defined by trait and publication (PubMed identifier, PMID). Tissue (Abbrev) and P value (−log10) of most significant enrichment are shown. Only rows and columns containing a value meeting a FDR of 2% are shown (see Extended Data Figs 11 and 12 for full matrix for all studies showing at least 2% FDR).

This paper constitutes the first integrative analysis of all the reference epigenomes generated by the consortium, and represents an early component of the International Human Epigenome Consortium (http://ihec-epigenomes.org/), which seeks to extend such epigenomic maps to more than a thousand reference human epigenomes94.

In this paper, we use this resource to gain insights into the epigenomic landscape, its dynamics across cell types, tissues and development, and its regulatory circuitry. We find that combinations of histone modification marks are highly informative of the methylation and accessibility levels of different genomic regions, while the converse is not always true. Genomic regions vary greatly in their association with active marks, with approximately 5% of each epigenome marked by enhancer or promoter signatures on average, which show increased association with expressed genes, and increased evolutionary conservation, while two-thirds of each reference epigenome on average are quiescent, and enriched in gene-poor and nuclear-lamina-associated stably repressed regions. Even though promoter and transcription associated marks are less dynamic than enhancer mark, each mark recovers biologically meaningful cell-type groupings when evaluated in relevant chromatin states, allowing a data-driven approach to learn relationships between cell types, tissues and lineages. The coordinated activity patterns of enhancer regions enable us to cluster them into putative co-regulated modules, which are proximal to genes with common functions and phenotypes and enriched in regulatory motifs, enabling us to predict candidate upstream regulators.

We also demonstrate the usefulness of the resulting regulatory annotations for interpreting human genetic variation and disease. In an unbiased sampling across the GWAS catalogue, we find that genetic variants associated with complex traits are highly enriched in epigenomic annotations of trait-relevant tissues, providing insights on the likely relevant cell types underlying genome-wide significant loci. The GWAS enrichments in our analysis were strongest for enhancer-associated marks, consistent with their highly tissue-specific nature. However, promoter-associated and transcription-associated marks were also enriched, implicating several gene-regulatory levels as underlying genetic variants associated with complex traits. These results suggest that our data sets will be valuable in the study of human disease, as several companion papers explore in the context of autoimmune disorders95,96, Alzheimer’s disease97,98 and cancer99,100.
human epigenomic landscape so far across the largest collection of primary cells and tissues. We expect that this map will be of broad use to the scientific and biomedical communities, for studies of genome interpretation, gene regulation, cellular differentiation, genome evolution, genetic variation and human disease. 

Online Content Methods, along with any additional Extended Data display items and Source Data, are available in the online version of the paper; references unique to these sections appear only in the online paper.

Received 10 April 2014; accepted 21 January 2015.


METHODS

No statistical methods were used to predetermine sample size.

Data matrix, primary analysis and processing quality control. All genome-wide maps of histone modifications, DNA accessibility, DNA methylation and RNA expression are available online. Links for raw sequencing data deposited at GEO: Short Read Archive or dbGAP are available at http://www.ncbi.nlm.nih.gov/geo/roadmap/epigenomics/. All primary processed data (including mapped reads) for profiling experiments are contained within Release 9 of the Human Epigenome Atlas (http://www.epigenomeatlas.org). Complete metadata associated with each data set in this collection is archived at GEO and describes samples, assays, data processing details and quality metrics collected for each profiling experiment.

Release 9 of the compendium contains uniformly pre-processed and mapped data from multiple profiling experiments (technical and biological replicates from multiple individuals and/or data sets from multiple centres). To reduce redundancy, improve data quality and achieve uniformity required for our integrative analyses, experiments were subjected to additional processing to obtain comprehensive data for 111 consolidated epigenomes (see sections below for additional details). Numeric epigenome identifiers (EIDs; for example, E001) and mnemonics for epigenome names were assigned for each of the consolidated epigenomes. Supplementary Table 1 (QCSummary sheet) summarizes the mapping of the individual Release 9 samples to the consolidated epigenome IDs. Key metadata such as age, sex, anatomy, epigenome class (see Supplementary Table 1, EpigenomeClassSummary sheet), ethnicity and solid/liquid status were summarized for the consolidated epigenomes. Data sets corresponding to 16 cell lines from the ENCODE project (with epigenome IDs ranging from E114 to E129) were also used in the integrative analyses38. All data sets for the 127 consolidated epigenomes were subjected to processing filters to ensure uniformity in terms of read-length-based mappability and sequencing depth as described below.

Each of the 127 epigenomes included consolidated ChIP-seq data sets for a core set of histone modifications—H3K4me1, H3K4me3, H3K27me3, H3K36me3, H3K9me3—as well as a corresponding whole-cell extract sequenced control. Ninety-eight epigenomes and sixty-two epigenomes had consolidated H3K27ac and H3K9ac histone ChIP-seq data sets, respectively. A smaller subset of epigenomes had ChIP-seq data sets for additional histone marks, giving a total of 1,319 consolidated data sets (Supplementary Table 1, QCSummary sheet). 53 epigenomes had DNA accessibility (DNase-seq) data sets. Fifty-six epigenomes had mRNA-seq gene expression data. For the 127 consolidated epigenomes, a total of 104 DNA methylation data sets across 95 epigenomes involved either bisulfite treatment (WGBS or RRBS assays) or a combination of ME-DIP-seq and MRE-seq assays. In addition, 95 epigenomes were involved in identifying enriched regions (peak calling). We recommend using the signal continuity factor in RPKM calculations, and excluded reads from the mitochondrial genome in identifying enriched regions (peak calling). The two types of signal score statistics computed relative to the control data set. The two types of signal score statistics computed per base are as follows.

1. Fold-enrichment ratio of ChIP-seq or DNase counts relative to expected background counts $\lambda_{\text{local}}$ estimated from the control data set. $\lambda_{\text{local}}$ is defined as max($\lambda_{\text{local}}^\text{up}, \lambda_{\text{local}}^\text{down}, \lambda_{\text{local}}^\text{zero})$ where $\lambda_{\pi}$ is the expected counts per base assuming a uniform distribution of control reads across all mappable bases in the genome and $\pi_{\text{local}}^\text{up}, \pi_{\text{local}}^\text{down}, \pi_{\text{local}}^\text{zero}$ are expected counts estimated from the 1 kb, 5 kb and 10 kb window centred at the base. $\lambda_{\text{local}}$ is adjusted for the ratio of the sequencing depth of ChIP-seq/DNase-seq data set relative to the control data set. The two types of signal score statistics computed per base are as follows.

   a. For ChIP-seq or DNase-seq reads overlapping the base are compared to corresponding dynamic expected background counts $\lambda_{\text{local}}$ estimated from the control data. $\lambda_{\text{local}}$ is defined as max($\lambda_{\text{local}}^\text{up}, \lambda_{\text{local}}^\text{down}, \lambda_{\text{local}}^\text{zero})$ where $\lambda_{\pi}$ is the expected counts per base assuming a uniform distribution of control reads across all mappable bases in the genome and $\pi_{\text{local}}^\text{up}, \pi_{\text{local}}^\text{down}, \pi_{\text{local}}^\text{zero}$ are expected counts estimated from the 1 kb, 5 kb and 10 kb window centred at the base. $\lambda_{\text{local}}$ is adjusted for the ratio of the sequencing depth of ChIP-seq/DNase-seq data set relative to the control data set. The two types of signal score statistics computed per base are as follows.

   b. For DNase-seq data, we used two methods to identify DNase I accessible sites. First, the Hotspot algorithm was used to identify fixed-size (150 bp) DNase hypersensitive sites, and more general-sized regions of DNA accessibility (hotspots) using an FDR of 0.01 (http://www.ucec.org/proj/hotspot)39. MACSv2.0.10 was also used to call narrow peaks using the same specifications above for the histone mark narrow peak calling.

   c. For DNase-seq data, we used two methods to identify DNase I accessible sites. First, the Hotspot algorithm was used to identify fixed-size (150 bp) DNase hypersensitive sites, and more general-sized regions of DNA accessibility (hotspots) using an FDR of 0.01 (http://www.ucec.org/proj/hotspot)39. MACSv2.0.10 was also used to call narrow peaks using the same specifications above for the histone mark narrow peak calling.

   d. For DNase-seq data, we used two methods to identify DNase I accessible sites. First, the Hotspot algorithm was used to identify fixed-size (150 bp) DNase hypersensitive sites, and more general-sized regions of DNA accessibility (hotspots) using an FDR of 0.01 (http://www.ucec.org/proj/hotspot)39. MACSv2.0.10 was also used to call narrow peaks using the same specifications above for the histone mark narrow peak calling.
Quality control. For the primary Release 9 data sets, data quality enrichment scores were computed as the fraction of the uniquely mapped reads overlapping with areas of enrichment. Several methods were employed to select signal enrichment regions. The SPOT quality score was computed based on regions identified with the HotSpot peak caller\(^1\), and the FindPeaks quality score was inferred based on peak calls made using the FindPeaks\(^2\) software; finally, a Poisson metric was derived by modelling the read distribution in genome-tiling 1,000-bp windows with a Poisson distribution and selecting as enriched regions windows with \(P < 0.05\). All the quality scores in Release 9 are in agreement, with strong pairwise correlation (Pearson correlation > 0.9). Concordance between centres was confirmed and data analysis pipeline was validated at the outset of the project using data sets for the H1 cell line. The same pipeline was subsequently used to produce Release 9 data. ChiP-seq data for six histone modifications (H3K4me3, H3K27me3, H3K9ac, H3K9me3, H3K36me3 and H3K4me1) were independently generated for the H1 cell line by three REMCs (Broad, UCSD, UCSF-UBC). To quantify concordance, the reads from each experiment were mapped (Level 1 data), read density tracks (Level 2 data) were generated using the EDACC’s primary data processing pipeline, and finally Pearson correlation coefficients were computed between each pair of experiments, as well as between experiments and H1 input acting as a control for background correlation between signals (Supplementary Table 2). The methylome processing pipeline was characterized experimentally on four independent samples\(^3\).

For the uniformly reprocessed and consolidated ChiP-seq and DNase-seq data sets, strand cross-correlation measures were used to estimate signal-to-noise ratios (https://code.google.com/p/phantompeakqualtools/\(^4\)). Data sets for each mark were rank-ordered based on the normalized strand cross-correlation coefficient (NSC) and flagged if the scores were significantly below the median value or in the range of NSC values for WCE extract controls. Consolidated data sets with extremely low sequencing depth (<10M reads) were also flagged. Each standardized epigenome was then manually assigned a subjective quality flag of 1 (high), 0 (medium) or -1 (low), based on the number of flagged data sets it contained. The SPOT, FindPeaks and Poisson quality scores were also recomputed for the consolidated data sets. We observed high correlations of the NSC scores with the SPOT (Pearson correlation of 0.7) and FindPeaks scores (Pearson correlation of 0.65). All NSC measures are provided in Supplementary Table 1 (Sheets QCSummary and AdditionalQCScores).

To identify potential antibody cross-reactivity or mislabelling issues, a pairwise correlation heat map (Extended Data Fig. 1e) was computed across all consolidated data sets for H3K4me1, H3K4me3, H3K36me3, H3K27me3, H3K9ac, H3K9me3, H3K27ac, H3K9ac and DNase. We computed the Pearson correlation between all pairs of the signal tracks based on signal in chromosomes 1–22 and chromosome X. We used the signal confidence score tracks (\(-\log_{10}(\text{Poisson P value})\)) where we first computed the average signal scores within each consecutive 25-bp interval. To order the experiments in the heat map we defined the distance between two pairs of experiments as 1-correlation value and used a travelling salesman problem formulation\(^5\).

Methylation data cross-assay standardization and uniform processing for consolidated epigenomes. We used PASH\(^6\) alignments for the WGBS and RRBS read alignments. From the number of converted and unconverted reads at each individual CpG the total coverage and fractional methylation were reported. The data were unified and formed into a single \(5\times\) data set for each epigenome. One matrix contained read coverage information for each base (C and G) in every CpG (row) and for each reference epigenome (column). Another matrix similarly contained fractional methylation ranging from 0 to 1. For the locations where coverage was \(\leq 3\) we considered data as missing. For MeDIP/MRE methylation data we used the output of the mCRF tool\(^7\) that reports fractional methylation in the range from 0 to 1 and uses an internal BWA mapping. The mCRF results were combined in a single matrix per chromosome for all reference epigenomes where available.

Chromatin state learning. To capture the significant combinatorial interactions between different chromatin marks in their spatial context (chromatin states) across 127 epigenomes, we used ChromHMM v.1.10\(^8\), which is based on a multivariate Hidden Markov Model. 'Core' 15–state model. A ChromHMM model applicable to all 127 epigenomes was learned by virtually concatenating consolidated data corresponding to the core set of five chromatin marks assayed in all epigenomes (H3K4me3, H3K4me1, H3K36me3, H3K27me3, H3K9me3). The model was trained on 60 epigenomes with highest-quality data (Fig. 2k), which provided sufficient coverage of the different lineages and tissue types (Supplementary Table 1; Sheet QCSummary). The ChromHMM parameters used were as follows: reads were shifted in the '5' to '3' direction by 100 bp. For each consolidated ChiP-seq data set, read counts were computed in non-overlapping 200-bp bins across the entire genome. Each bin was discretized into two levels, 1 indicating enrichment and 0 indicating no enrichment. The binarization was performed by comparing ChiP-seq read counts to corresponding whole-cell extract control read counts within each bin and using a Poisson value threshold of \(1 \times 10^{-4}\) (the default discretization threshold in ChromHMM).

We trained several models in parallel mode with the number of states ranging from 10 states to 25 states. We decided to use a 15–state model (Fig. 4a–f and Extended Data Fig. 2b) for all further analyses since it captured all the key interactions between the chromatin marks, and because larger numbers of states did not capture sufficiently distinct interactions. The trained model was then used to compute the posterior probability of each state for each genomic bin in each reference epigenome. The regions were labelled using the state with the maximum posterior probability.

'Expanded' 18–state model. A second 'expanded' model applicable to 98 epigenomes that also have an H3K27ac ChiP-seq data set was learned by virtually concatenating consolidated data corresponding to the core set of five chromatin marks and H3K27ac. The model was trained on 40 high-quality epigenomes using the same parameters as those used for the primary model (Supplementary Table 1; Sheet QCSummary). We trained several models with the number of states ranging from 15 states to 25 states. An 18-state model was used for further analyses (Extended Data Fig. 2c) based on similar considerations.

State labels, interpretation and mnemonics. To assign biologically meaningful semantics to the states, we used the ChromHMM package to compute the overlap and neighbour overlaps of each state relative to various types of functional annotations (Fig. 4b, c, f and Extended Data Fig. 2b, c and Supplementary Fig. 2).

For any set of genomic coordinates representing a genomic feature and a given state, the fold enrichment of overlap is calculated as the ratio of 'the joint probability of a region belonging to the state and the feature' versus 'the product of independent marginal probability of observing the state in the genome' times 'the probability of observing the feature', namely the ratio between the (number of bases in state AND overlap feature)/(number of bases in genome) and the [(number of bases overlap feature)/(number of bases in state)] (number of bases in genome). The neighbourhood enrichment is computed for genomic bins around a set of single-base-pair anchor locations such as transcription start sites. For the overlap enrichment plots in the figures, the enrichments for each genomic feature (column) across all states is normalized by subtracting the minimum value from the column and then dividing by the max of the column. So the values always range from 0 (white) to 1 (dark blue); that is, it's a column-wise relative scale. For the neighbourhood positional enrichment plots, the normalization is done across all columns; that is, the minimum value over the entire matrix is subtracted from each value and divided by the maximum over the entire matrix.

The functional annotations used were as follows (all coordinates were relative to the hg19 version of the human genome): (1) CpG islands obtained from the UCSC table browser. (2) Exons, genes, introns, transcription start sites (TSSs) and transcription end sites (TESs), 2-kb windows around TSSs and 2-kb windows around TESs based on the GENCODEV10 annotation (http://hgdownload.cse.ucsc.edu/goldenPath/hg19/encodeDCC/wgEncodeGencodeV10/) restricted to GENCODE biotypes annotating long transcripts. (3) Expressed and non-expressed genes, their TSSs and TESs. Genes were classified into the expressed or non-expressed class based on their RNA-seq expression levels in the H1-ES cells (Fig. 4c) and GM12878 (Extended Data Fig. 2b) cell lines. A gaussian mixture model with two components was fit on expression levels of all genes to obtain thresholds for the two classes. (4) Zinc finger genes (obtained by searching the ENSEMBL annotation for genes with gene names starting with ZNF). (5) Transcription factor binding sites (TFBSs) based on ENCODE ChiP-seq data in the H1–ES cell line. The uniﬁormly processed transcription factor ChiP-seq peak locations were downloaded from the ENCODE repository: http://hgdownload.cse.ucsc.edu/goldenPath/hg19/encodeDCC/wgEncodeAwgTbsUniform/. We also computed percentage transcription factor binding site coverage for state calls in the GM12878 and K562 cell lines using corresponding transcription factor sequence data from ENCODE which matched and supported the mnemonics and state interpretations obtained from the chromosome (Supplementary Fig. 2). (6) Conserved GERP elements based on 34 way placental mammalian alignments http://mendel.stanford.edu/SidowLab/downloads/gerp/ (Supplementary Fig. 3). (7) Enrichment for conserved GERP elements subtracting parts of the above-mentioned GERP elements that overlap exons.

Comparison to chromatin states learned on individual epigenomes. We also learned independent 15–state models individually on each of the 127 epigenomes using the core set of 5 marks and the same parameter settings as for the primary model. To compare the individual models to the joint 15–state primary model, we stacked the emission vectors for all states from all the models and hierarchically clustered them using Ward Linkage (Extended Data Fig. 2a).

The individual epigenome models consistently and repeatedly identified states that were also recovered by the joint model (Extended Data Fig. 2a). Two additional clusters which included states recovered by the independent models learned in individual cell types, but not recovered in the joint model, were HetWk, characterized...
by weak presence of H3K9me3, and Rpts, characterized by presence of H3K9me3 along with a diversity of other marks, which was enriched in a large number of repeat elements.

Expanded chromatin states using large numbers of histone marks. For each of the seven deeply profiled reference epigenomes (Fig. 2f) we independently learned chromatin states on observed data for all available histone modifications or variants, and DNase in the reference epigenome. The same binarization and model learning procedure was followed as for the core set of 5 marks. We chose to consistently focus on a larger set of 50-states to capture the additional state distinctions afforded by using additional marks (Supplementary Fig. 4). Enrichments for annotations, including some of those described above for the 15−state model, were computed using ChromHMM. The tIC domains were obtained from ref. 107; the lamina-associated domains are described below; conserved element sets were the hg19 lift-over from ref. 73; repetitive element definitions were from RepeatMasker.

Relationship between histone marks, methylation and DNase. The distribution of DNA methylation (per cent CpG methylation from WGBS data) and DNA accessibility (DNase−seq −log10(P value) signal confidence scores) was computed using regions belonging to each of the 15 chromatin states based on the core set of 5 marks and the 18 chromatin states from the expanded model across all reference epigenomes for which these data sets were available (Fig. 4d, e).

Cpgs with a minimum read coverage of 5 were used to calculate the average methylation percentages within genomic regions labelled with each chromatin state from the 15−state primary model and 18 state expanded model. Only regions containing more than 3 CpGs with at most 200 bp between consecutive CpGs were used. Plots were generated using ggplot2 package for R (v.3.0.2). The average methylation levels for the chromatin states across DNA methylation platforms (WGBS, RRBS and mCRF) were analysed using Standard Least squares models in JMP (v:11.0. SAS Ins.). The model included the platforms (3 levels), chromatin states (15 levels) and the interactions (Extended Data Fig. 4).

Calling of lamina−associated domains. Genome−wide DamID binding data for human lamin B1 in SHEF−2 ES cells was obtained from GEO series GSE24282 (ref. 63). Lamina associated domains were determined using a similar method to the one described in ref. 64. First, hl8−based data coordinates were converted to hg19−based coordinates using UCSC’s liftOver tool. Data were smoothed using a running median filter with a window size of 5 probes, after which domains were detected by estimating border and domain positions and comparing these to domains defined on 100 randomized instances of the same data set. Parameters are chosen such that the false discovery rate (FDR) for detected domains is 1%.

Chromatin state variability. For each state s for the core 15−state joint model we computed the number of genomic bins that were labelled with that state in at least one epigenome (G). From among these bins we counted the number of bins (gns) that were labelled as being in state s exactly i epigenomes (i = 1...127). We converted these counts to fractions (gns/ Gi) and computed the cumulative fraction that is consistently labelled with the same chromatin state in at least N epigenomes (N = 1...127). States whose cumulative fractions rise faster than others represent those that are less constitutive (more variable). We repeated the same procedure restricted to 43 high−quality and non−redundant Roadmap epigenomes (using only 1 representative epigenome from those corresponding to ES cells, iPS lines or ESCs) of the same tissue type (adult somatic and embryonic tissues and excluding ENCODE cell lines) (Supplementary Table 1, Sheet VariationAnalysis) (Supplementary Fig. 6a). Analogous analysis was performed on states from the 18−state expanded model (Extended Data 5a and Supplementary Fig. 6b).

The observed cumulative fractions of cell−type specificity are a function of the composition of cell types in the compendium and do depend to some extent on the variability of data quality for the different marks. For example, the enhancer mark (H3K4me1) does have a much better signal−to−noise ratio than the transcribed mark (H3K36me3). One might expect this to result in more spurious variation of states associated with the transcribed mark. However, contrary to this expectation, the proportions of fractions for states involving only the transcription mark (Tx and TxWk) and not the enhancer mark indicate that these states are in fact less variable and more constitutive across cell types. On the other hand, all states composed of the enhancer mark (H3K4me1), irrespective of whether they do (TxFlnk, EnhG) or do not (EnhBiv, Enh, BivFlnk, TssAFlnk) include the transcription mark (H3K36me3), are far more cell−type specific. These observations indicate that the increased variability of states is largely due to the enhancer mark (H3K4me1) than the transcribed mark (H3K36me3). As replicates are not available in all epigenomes, we did not correct for inter−replicate variation in this analysis, but in the state−switching analysis below we utilize samples from the same tissue as quasi−replicates.

Chromatin state variability across individuals. To avoid questioning clustering due to differences in data quality, we restricted this analysis to chromatin states from the 43 high−quality and non−redundant Roadmap epigenomes (see above). Using the 15 state primary model, we computed the empirical switching frequency of any pair of states across all pairs of 43 epigenomes. For a given pair of states A and B, we counted the number of genomic bins that were labelled as (A,B) or (B,A) in all pairs of epigenomes. The switching frequency matrix (which is symmetric) was then row−normalized to convert the switching frequencies to switching probabilities. This is done to avoid a dependence on the total number of epigenomes. Also, the switching probabilities unlike switching frequencies are not dominated by states that are highly prevalent (for example, a quiescent state). Supplementary Fig. 7b shows the empirical switching probabilities for all pairs of states across the 43 epigenomes. To differentiate between chromatin state dynamics across tissues (inter−tissue) relative to variation of states across individuals (intra−tissue) replicates from the same tissue (intra−tissue), we also computed analogous switching frequencies by restricting to subgroups of epigenomes from the same tissue type (Supplementary Table 1, Sheet VariationAnalysis). The frequencies were added across all sub−groups and then row−normalized to switching probabilities. Supplementary Fig. 7a shows the intra−tissue switching probabilities. We then computed the relative enrichment of state switches as the log10 ratio of inter−tissue switching probability across the 43 epigenomes relative to the intra−tissue switching probabilities (Fig. 5c). We repeated this analysis on the 16 ENCODE cell lines and obtained similar conclusions regarding relative enrichment of state switches (Supplementary Fig. 7c). Analogous analyses were performed using the 18−state expanded model in Roadmap Epigenomics samples (Extended Data Fig. 5c) and ENCODE samples (Supplementary Fig. 7d).

Large−scale chromatin structure. To study large−scale chromatin structure we first calculated ChromHMM (15−state model) state frequencies identified in 200−bp genome−wide bins across 127 epigenomes. Then we averaged state frequencies over the 2−Mb genomic regions, thus defining vectors of length 1,458 for each state. The unsupervised clustering of a 15 × 1,458 matrix (using Pearson correlation as a similarity measure and complete linkage) revealed 11 distinct genomic clusters enriched in different subsets of chromatin states (Fig. 5d, top heat map). Clusters had different sizes, with the smallest one (c1) containing only 27 bins, while the largest cluster (c9), occupied predominantly by a ‘quiescent’ state for all epigenomes, had 377 bins. For each 2−Mb bin in each cluster we calculated average gene density, lamin B1 signal (see section 4 above) and overlap with different cytogenetic bands (Fig. 5d, bottom, which displays also average levels across each cluster). We also show chromosomal locations of the clusters as well as distributions of CpG island frequency across the 2−Mb bins in each cluster (Extended Data Fig. 5d).

DMR calls across reference epigenomes. As a general resource for epigenomic comparisons across all epigenomes for which DNA methylation data is available, we defined DMRs using the method of Lister et al.109, combining all differentially methylated sites (DMRs) within 250−bp of one another into a single DMR and excluded any DMR with less than 3 DMSs. For each DMR in each sample, we computed its average methylation level, weighted by the number of reads overlapping it109. This resulted in a methylation level matrix with rows of DMRs and columns of samples.

DMRs in HESC differentiation (Fig. 4h). For analysing differentiation of HESCs in Fig. 4h, we used a second set of DMRs. We used a pairwise comparison strategy between ES cells and three in vitro derived cell types representative of the three germ layers (mesoderm, endoderm, ectoderm) and performed DMR calling as previously described109. Only DMRs losing more than 30% methylation compared to the ES cell state at a significance level of P = 0.01 were retained. Subsequently, we weighted the methylation levels for all three DMR sets across all DMRs using the ENCODE cell line data and computed the average value across all cells. This resulted in a weighted methylation level matrix for each DMR in each of the three cell types.

For studying tissue environment versus developmental timing we first plotted the corresponding distribution using the R function vioplot in the vioplot package. In order to identify potential regulators associated with the loss of DNA methylation at these regions, we determined binding sites of a compendium of transcription factors profiled in distinct cell lines and types that overlapped with each set of hypomethylated DMRs111. Next, we determined a potential enrichment over a random genomic background by randomly sampling 100 equally sized sets of genomic regions, respecting the chromosomal and size distribution of the DMRs. For each DMR, we performed a binomial test of the transcription factor binding site compeodium to estimate a null distribution. Only transcription factors that showed fewer binding sites across the control regions in 99 of the cases were considered for further analysis. Next, we computed the average enrichment over background for each transcription factor with respect to the 100 sets of random control regions for each germ layer DMR and report this enrichment level in Fig. 4h right, where we capped the relative enrichment at 12.

Additional DMR calls. For studying breast epithelial differentiation, DMRs were called from WGBS, requiring at least five aligned reads to call differentially methylated (DM) regions. To control for inter−replicate variation in this analysis, the state−switching analysis below we utilize samples from the same tissue as quasi−replicates.

DNA methylation variation. For variation in methylation of each chromatin state across epigenomes (Fig. 4g and Extended Data Fig. 4f), we first excluded any contiguous chromatin state region containing less than three CpG sites. Then, the mean

©2015 Macmillan Publishers Limited. All rights reserved
of the methylation level for all contained CpG sites was calculated for each region, and for each epigenome density values were calculated for these mean methylation values between 0% and 100%, with density values estimated over n = 1,000 points with a gaussian kernel, with the default ‘ndrd0’ bandwidth from the R stats package density function. Finally, for each chromatin state, we plotted the ln(density + 1) for each epigenome as rows, with the colour scale set with white as the minimum ln(density + 1) value and red, green, or blue, for WGBS, mCRF and RRBS, respectively, as set by the maximum ln(density + 1) value in the matrix. Rows were ordered by the epigenomic lineage and grouping ordering shown in Fig. 2a. In Extended Data Fig. 4c, epigenomes were first grouped by methylation platform, and then ordered by Fig. 2a within each platform. The chromatin state methylation profiles in the cell lines versus primary cells/tissue cells were analysed using a mixed model with repeated measures. Overall effect of the group (cell lines versus primary cells/tissue cells) was tested using epigenomes within group as the error term. Testing for group effect was performed for each of the 15 chromatin states, resulting in a Bonferroni correction on the P values for the 15 tests. Identifying coordinated changes in chromatin marks during development. To identify patterns of coordinated changes of histone marks over enhancers during heart muscle development, we compared ES cells, mesendoderm cells, and left ventricle tissue. We identified relevant enhancers as those that show changes in at least one histone mark between a specific cell type cluster (heart muscle in our case) and other cell types using LIMMA (Linear Model for Microarray Analysis). We applied FDR-corrected P value significance threshold of 0.05 to obtain cluster-specific enhancers. For each tissue type (heart muscle in our case) we then clustered the enhancers into five clusters (C1–C5) based on their multi-mark epigenomic profiles using the k-means algorithm implemented in the Spark tool (Fig. 4i). The tools used to generate Fig. 4i are integrated into the Epigenomic Toolset within the Genoscope Workbench and are accessible for online use at http://www.genoscope.ons.fr.

Clustering of epigenomes reveals common lineages and common properties. For each analysed mark, we calculated Pearson correlation values between all pairwise combinations of reference epigenomes using the mark’s signal correlation scores (−log₁₀(Poison P value)) within 200 bp of the genomic regions deemed relevant for that mark. Relevance of regions is determined by whether a region was called in a particular (marked–match) chromatin state with posterior probability of >0.95 in any of the reference epigenomes. For H3K4me1, H3K27ac and H3K9ac we used state Enh; for H3K4me3 state TssA; for H3K27me3 state RepPC; for H3K36me3 state Tx; and for H3K36me3 state Het, otherwise unless otherwise noted (all based on the 15-state core model).

The resulting correlation matrices were used as the basis for a distance matrix for complete-linkage hierarchical clustering, followed by optimal leaf ordering. Bootstrap support values are derived from 1,000 random samplings with replacement from all regions considered for a particular mark and a bootstrap tree was estimated for each resampling. The bootstrap support for a branch corresponds to the fraction of bootstrapped trees that support the bipartition induced by the branch. In parallel to this, all correlation matrices mentioned above were used to perform Multi-Dimensional Scaling analyses using R.

Delineation of DNase I-accessible regulatory regions. For each of the 39 Roadmap reference epigenomes with DNase data, peak positions are combined across reference epigenomes by defining peak island areas, defined by stacking all DNase peak positions across epigenomes, and considering the full width at half maximum (FWHM). Note that for this we are only considering peak locations, not intensities. The goal of this is to obtain an estimate of the area of open chromatin, not to quantify the level of ‘openness’, as these data are not available for all reference epigenomes. In cases when peak islands overlap, they are merged because it means that the original DNase peak area populations overlap at least for half of the epigenomes with DNase peaks in that area (given the FWHM approach). Peak island summits are defined as the median peak summit of all peak island member DNase peaks. This results in a total of 3,516,864 DNase enriched regions across epigenomes.

We then annotate each of the ~3.5M DNase peaks with the chromatin states they overlap with in each of the 111 Roadmap reference epigenomes, using the core 15-state chromatin state model, and focusing on states TssA, TssAFlank and TssBiv for promoters, and EnhG, Enh and EnhBiv for enhancers, and state BivFlank (flanking bivalent Enh/Tss) for ambiguous regions. Of these, ~2.5M regions are called as either enhancer or promoter across all of the 111 Roadmap reference epigenomes. Note that because DNase data are not available for all Roadmap epigenomes, the set of regulatory regions defined may exclude DNase regions active in cell types for which DNase was not profiled (Fig. 2g). Although most regions are indisputably called exclusively promoter or enhancer, there are 353,487 regions that needed further study to decide whether they should be called promoters, enhancers, or both (‘dyadic’). We arbitrate on these regions by first clustering them (using the methods in the following section) with an expected cluster size of 10,000 regions, and then for each cluster calculating (a) the mean posterior probabilities for promoter and enhancer calls separately, and (b) the mean number of reference epigenomes in which regions were called promoter or enhancer. Clusters of regions for which the differences in mean posterior probabilities (a) is smaller than 0.05, or for which the absolute log, ratio of the number of epigenomes called as promoter or enhancer (b) is smaller than 0.05, are called true ‘dyadic’ regions, along with a small number of ‘ambiguous’ regions in state BivFlank. Note that this particular clustering is only to arbitrate on these regions using group statistics instead of one-by-one; the final clusterings are de novo based on overlap. Overall, we define ~2.3M putative enhancer regions (12.63% of genome), ~80,000 promoter regions (1.44% of genome) and ~130,000 dyadic regions (0.99% of genome), showing either promoter or enhancer signatures across epigenomes.

Clustering of DNase I-accessible regulatory regions to identify modules of coordinated activity. To cluster regulatory (that is, enhancer, promoter or dyadic) regions based on their activity patterns across all reference epigenomes, we expressed each region in terms of a binary vector of length n × s, where n is the number of reference epigenomes (111) and s is the number of chromatin states considered. For enhancers and promoters, s = 3, as both of these types of regions are made up of 3 chromatin states in the 15-state ChromHMM model (enhancers, EnhG, Enh and EnhBiv; promoters, TssA, TssAFlank and TssBiv).

The thus obtained binary matrices are subsequently clustered using a variation of a k-centroid clustering algorithm. Instead of Euclidean distance we use a Jaccard-index-based distance. This is done to be able to correctly cluster highly cell-type-restricted regions. From a computational point of view, we optimized the method to both deal with the size of the used data matrices and leverage their sparsity, to efficiently compute and update distances for matrices with sizes on the order of $10^6 \times 10^6$. The algorithm has been further modified to converge when less than 0.01% of cluster assignments change between iterations.

We selected the number of clusters by the number of regions within each cluster to be approximately 1,000 for promoter and dyadic regions, and approximately 10,000 for enhancer regions, given their much larger count (81,000, 129,000 and 2.3M for promoter, dyadic and enhancer, respectively). This results in a value of k = 233 for enhancer clusters (for ~10k elements per cluster), and the algorithm converged on k = 226 non-empty clusters, which are used for subsequent analyses.

Clusters are visualized (Fig. 7a) by ‘diagonalizing’ when possible. First, ‘ubiquitous’ clusters (defined as having at least 50% of epigenomes with an enhancer/ promoter density of >25%) are shown. Then, the remaining clusters are ordered according to which epigenome has the maximum enhancer density.

Enrichment analyses of proximity to gene members of a catalogue of gene sets (Gene Ontology (GO), Human Phenotype Ontology (HPO)) have been performed using the GREAT tool. In particular, the GREAT web API was used to automatically submit region descriptions and retrieve results for subsequent parsing. We restricted ourselves to interpretation of results with an enrichment ratio of at least 2, and multiple hypothesis testing corrected P values < 0.01 for both the binomial and the hypergeometric distribution based tests.

For visualization of a representative subset of enriched terms in Fig. 7b, c, we select representative terms for display (after diagonalizing the enrichment matrix by re-ordering the rows). We do this using a weighted bag-of-words approach to select highly enriched terms that contain many words that are over-represented in gene-set labels showing similar enrichment patterns. Briefly, sliding along the row names (gene-set terms) of the diagonalized enrichment matrices, we collect word counts and multiply these by integer-rounded −log₁₀(q values) obtained from GREAT. We do this in sliding windows of size 33 for Fig. 7b (resulting in 35 terms) and size 16 for Fig. 7c (resulting in 15 terms). For each word in a window, these values are expressed relative to the same words across all row names, registering to what extent they are over-represented. Each gene-set term in the window is then assigned a score based on the mean over-representation of all words it consists of. Lastly, gene-set terms are ranked and a score is assigned based on this over-representation and their GREAT significance. The best-ranked gene set label is selected as the representative label for that window. All terms are shown in Supplementary Fig. 11d and are available for download at http://compbio.mit.edu/roadmap.

Predicting regulators active in each tissue, cell type and lineage. We collected 1,772 known transcription factor recognition motifs (position weight matrices) from primarily large-scale databases and measured their enrichment in the enhancers for each enhancer module compared to the union of the 226 enhancer modules (as described in refs 9,68) using a 0.3 conservation-based confidence cutoff. We clustered motifs using a 0.75 correlation cutoff resulting in 300 motif clusters and selected for each motif cluster the motif with the highest enrichment in any enhancer module for further analysis.

We computed an expression score for each enhancer module and transcription factor as the Pearson correlation between the transcription factor expression across cell types with expression data (quantile-normalized log(RPKM)) with zeroes
replaced by log(0.0005)) and the ‘centre’ of a module. For each enhancer module, its centre is defined as a vector of length 111, containing the fraction of regions in that module called as (any type of) enhancer in each of the 111 epigenomes analysed. This expression score is meant to act as the ‘expression’ of a transcription factor within a module of cell types. We then computed an expression-enrichment value for each transcription factor as the correlation of this expression score and the enrichment of the corresponding motif across enhancer modules. The top 40 motifs in terms of their absolute expression–enrichment correlation and the clusters with log enrichment or depletion of at least log_e = 1.5 for at least one motif are shown in Fig. 8 and Extended Data Fig. 8a (only one motif is shown in Fig. 8 for each factor).

We show all 84 motifs that were significantly enriched (log_e > 1.5) in any enhancer modules, across the full set of 226 enhancer modules (Supplementary Fig. 13a) and in the 101 modules in which they were significantly enriched (Extended Data Fig. 8a). Similarly, we show all 10 enriched motifs across the full set of 111 individual reference epigenomes (Supplementary Fig. 13b) and specifically in the 15 enriched epigenomes (Supplementary Fig. 13c). Lastly, we show all 19 enriched motifs across the full set of 17 tissue groups (Supplementary Fig. 13d), and specifically within the 10 groups that showed significant enrichments (Supplementary Fig. 13e).

For visualization of regulator–cell type links (Fig. 8), we computed edge weights between each cell type and motif using these motif-module enrichments. For each motif and cell type, we computed the sum across all modules of the product of the log_motif enrichment and the value of the cell type within the module centre (only consider the highly associated cell types by replacing values <0.7 with 0). We show all resulting edge weights of at least 1.5 and visualize the network using Cytoscape16.

Based on the same motif enrichment method mentioned above, we computed the motif enrichment in the tissue-specific Digital Genomic Footprinting (DGF) regions in each library. The tissue-specific DGF regions were identified by selecting the DGF region occurring in no more than 20 DGF libraries among 42 DGF libraries. To generate Extended Data Fig. 9b, we standardized the motif enrichment in each library into z-scores for each motif (row) and colour each DGF library (column) based on their tissue type.

**DNA motif positional bias in digital genomic footprinting sites.** We computed the positional enrichment of each driver motif (Extended Data Fig 10 and 10) related to the digital genomic footprinting (DGF) sites in each cell type (Supplementary Table 5b). For each driver transcription factor motif, we generated two views corresponding to the motif position (the centre of the motif instance) relative to the centre of closest DGF site (centre view) and the motif position relative to the boundary of closest DGF site (boundary view). We only considered the motif instances with closest DGF site within 100 bp. For the centre view, we plotted the motif occurrence distance versus the distance to the DGF centre for different cell types. For the boundary view, we considered the shortest distance between the centre of a motif instance and either side of DGF boundary, and gave a negative distance value for motif instances inside the DGF, and a positive distance value otherwise. Similar to the centre view, we plotted the motif density versus the derived distance value in the boundary view for each cell type.

To access the significance of the motif concentration within DGF in each cell type, we computed the DGF enrichment ratio as the ratio between the number of motif instances with distance less than 20 bp to the DGF centre and that number in the immediate flanking window, that is, the number of motif instances with distance to the DGF centre larger than 20 bp and smaller than 40 bp. As control, we randomly sampled the same number of motif instances from the shuffled versions of the given motif, and obtained the DGF enrichment ratio for the shuffled motif instances. The DGF enrichment ratio of the true motif is further converted to z-score by mean and standard deviation from the DGF enrichment ratios of shuffled motif from 1,000 times random sampling. Then the adjusted P value is further computed from z-score and Bonferroni correction for number of cell types.

**Comparing DGF with DNA motifs that are predictive of epigenomic modification.** The motifs that were predictive of epigenomic modifications were compared to DGF in Supplementary Table 5a. This was done in three cell types where both DGF and predictive motifs were available: ‘H1 BMP4 derived mesendoderm cultured cells’ (E004), ‘H1 BMP4 derived trophoblast cultured cells’ (E005), and ‘H1 derived mesenchymal stem cells’ (E006). The motifs that were predictive of the following seven inputs were considered: H3K27me3, H3K27ac, H3K9me3, H3K36me3, H3K4me1, H3K4me3 and DNA methylation valleys (DMV)17. To identify overlaps the predictive motifs were scanned against the modification peaks of the corresponding modification and the location of the best match between motif and sequence was recorded. Then we counted the number of times the locations of the best motif matches overlapped a DGF by at least 1 bp. These counts were compared to the number of overlaps identified randomly, which was calculated by comparing DGF to random locations within the modifications peaks. The reported random frequency was the average of 100 repeats. To calculate the fold enrichment we divided the observed frequency by the random frequency.

**Tissue-specific activity of disease-associated regions.** We tested the enrichment of SNPs from individual genome-wide association studies (GWAS) for the gapped peak call sets for histone marks H3K4me1, H3K4me3, H3K36me3, H3K9me3, H3K27me3, H3K9ac and H3K27ac as well as the DNase peak call set based on MACS2 in each reference epigenome where available. The SNPs used were curated into the NHGRI GWAS catalogue20 and obtained through the UCSC Table Browser19 on 12 September 2014. We restricted the enrichment analysis to chromosomes 1–22 and chromosome X. We defined a study to be a unique combination of annotated trait and PubMed ID. To reduce dependencies between pairs of SNPs assigned to the same study, we pruned SNPs such that no two SNPs were within 1 Mb of each other on the same chromosome. The pruning procedure considered each SNP in ranked order of P value with the most significant coming first, and we retained a SNP if there was no already retained SNP on the same chromosome within 1 Mb. We computed hypergeometric P values for the enrichment of each pruned set of SNPs overlapping peak calls against the pruned GWAS catalogue as the background. We estimated separately for each mark a mapping from a P value to a false discovery rate across tests for all study and reference epigenome combinations by generating 100 randomized versions of the pruned GWAS catalogues, shuffling which SNPs were assigned to which study and computing the average fraction of reference epigenome–study combinations that reached that level of significance (in a continuous mapping of P values to FDR) using randomized catalogues divided by the number based on the actual GWAS catalogue.

Extended Data Figure 1 | Tissues and cell types of reference epigenomes. Comprehensive listing of all 111 reference epigenomes generated by the consortium, along with epigenome identifiers (EIDs), including: (a) adult samples; (b) fetal samples; (c) ES cell, iPSC cell and ES-cell-derived cells; and (d) primary cultures. Colours indicate the groupings of tissues and cell types (as in Fig. 2b, and throughout the manuscript). For five samples (adult osteoblasts, and fetal liver, spleen, gonad and spinal cord), no colour is present, indicating that these are not part of the 111 reference epigenomes (ENCODE 2012 samples, or not all five marks in the core set were present), but data sets from these samples are high quality and were sometimes used in companion paper analyses, and are publicly available. e, Assay correlations. Heat map of the pairwise experiment correlations for the core set of five histone modification marks (H3K4me1, H3K4me3, H3K36me3, H3K27me3, H3K9me3) across all 127 reference epigenomes, the two common acetylation marks (H3K27ac and H3K9ac), and DNA accessibility (DNase) across the reference epigenomes where they are available. Yellow indicates relatively higher correlation and blue lower correlation. Rows and columns were ordered computationally to maximize similarity of neighbouring rows and columns (see Methods). All experiments for H3K9me3, H3K27me3, H3K36me3, DNase and H3K4me1 are consistently ordered into distinct and contiguous groups. For H3K4me3, H3K9ac and H3K27ac, experiments group primarily based on the mark, but in some cases, the correlations and ordering appear more cell-type driven.
Clustering of chromatin states learned independently in 111 reference epigenomes along with chromatin states learned jointly across reference epigenomes.

A. Clustering of chromatin states learned independently in 111 reference epigenomes along with chromatin states learned jointly across reference epigenomes.

B. Clustering of chromatin states learned jointly across reference epigenomes.

C. TFBS overlap.
**Extended Data Figure 2 | Chromatin state model robustness and enrichments.**

**a**, Chromatin state model robustness. Clustering of 15-state ‘core’ chromatin state model learned jointly across reference epigenomes (Fig. 4a) with chromatin state models learned independently in 111 reference epigenomes. We applied ChromHMM to learn a 15-state ChromHMM model using the five core marks in each of the 111 reference epigenomes generated by the Roadmap Epigenomics program, and clustered the resulting 1,680-state emission probability vectors (leaves of the tree) with the 15 states from the joint model (indicated by arrows). We found that the vast majority of states learned across cell types clustered into 15 clusters, corresponding to the joint model states, validating the robustness of chromatin states across cell types. This analysis revealed two new clusters (red crosses) which are not represented in the 15 states of the jointly learned model: ‘HetWk’, a cluster showing weak enrichment for H3K9me3; and ‘Rpts’, a cluster showing H3K9me3 along with a diversity of other marks, and enriched in specific types of repetitive elements (satellite repeats) in each cell type, which may be due to mapping artefacts. This joint clustering also revealed subtle variations in the relative frequency of presence of H3K4me1 in states TxFlnk, Enh and TssBiv, and H3K27me3 in state TssBiv. Overall, this analysis confirms that the 15-state chromatin state model based on the core set of five marks provides a robust framework for interpreting epigenomic complexity across tissues and cell types.

**b**, Enrichments for 15-state model based on five histone modification marks. Top left: transcription factor binding site overlap enrichments of 15 states in H1-ES cells from the ‘core’ model for transcription factor binding sites (TFBS) based on ChIP-seq data in H1-ES cells. Transcription factor binding coverage for other cell types based on matched transcription factor ChIP-seq data are shown in Supplementary Fig. 2. Top right: enrichments for expressed and non-expressed genes in H1-ES cells and GM12878. Bottom: positional enrichments at the transcription start site (TSS) and transcription end site (TES) of expressed (expr.) and repressed (repr.) genes in H1-ES cells. Transition probabilities show frequency of occurrence of each pair of chromatin states in neighbouring 200-bp bins.

**c**, Definition and enrichments for 18-state ‘expanded’ model that also includes H3K27ac associated with active enhancer and active promoter regions, but which was only available for 98 of the 127 reference epigenomes. Inclusion of H3K27ac distinguishes active enhancers and active promoters. Top: TFBS enrichments in H1-ES cells (E003) chromatin states using ENCODE transcription factor ChIP-seq data in H1-ES cells. Bottom: positional enrichments in H1-ES cells for genomic annotations, expressed and repressed genes, TSS and TES, and state transitions as in Extended Data Fig. 2b and Fig. 4a–c. Right: average fold-enrichment (colours bars) and standard deviation (black line) across 98 reference epigenomes (Supplementary Fig. 3d) for the fold enrichment for non-exonic genomic segments (GERP) in each chromatin state (rows) in the 18-state model. Excluding protein-coding exons (see Supplementary Fig. 3b versus Supplementary Fig. 3d), the TSS-proximal states show the highest levels of conservation, followed by EnhBiv and the three non-transcribed enhancer states. In contrast, Tx and TxWk elements are weakly depleted for conserved regions, and Znf/Rpts and Het are strongly depleted for conserved elements.
Relationship between histone marks, DNA methylation, DNA accessibility and gene expression. 

(a) DNA accessibility (44 datasets)

(b) WGBS enrichment (33 datasets)

(c) DNA methylation vs. gene expression level

(d) Genes with strong enhancer (H3K4me1 + H3K27ac)
Genes with weak enhancer (H3K4me1 only)
Genes lacking enhancer (±20kb of TSS)

(e) Higher-expression genes show greater association with H3K27ac-marked 'active' enhancers. Highly expressed genes are consistently more frequently associated with H3K27ac-marked 'active' enhancers (EnhA1 and EnhA2) across all cell types. Fraction of genes associated with H3K27ac-marked 'active' enhancers (EnhA1 and EnhA2) across all cell types. Fraction of genes associated with H3K27ac-marked 'active' enhancers (red), H3K27ac-lacking 'weak' enhancers only (yellow), or no enhancers (white) for genes of varying expression levels in each cell type with RNA-seq data.
Extended Data Figure 4 | Methylation relationship with chromatin state. **a**–**c**, DNA methylation levels in 15-state model across technologies. We observed significant differences in the average methylation levels observed that were correlated with the different DNA methylation platforms used, but their relative relations in average chromatin state methylation were conserved. Relative to WGBS (panel a, repeated from Fig. 4d for comparison purposes), RRBS (panel b) showed the lowest overall methylation levels (as expected given its CpG island enrichment), while mCRF showed the highest (panel c). This highlights the importance of recognizing and potentially correcting for DNA-methylation-platform-specific biases before performing integrative analyse. **d, e**, Distribution of DNA methylation levels measured using RRBS and mCRF in 18-state model (defined in Extended Data Fig. 2c). WGBS is shown in Extended Data Fig. 3b. The whiskers in a–e show 1.5× interquartile range and the filled circles are individual outliers. f, DNA methylation variation across cell types. Density plots denote distribution of DNA methylation levels from 0% to 100% for each chromatin state across the 95 reference epigenomes profiled for whole-genome bisulfite (WGBS, red), reduced representation bisulfite (RRBS, blue), or MeDIP/MRE (mCRF, green). The respective colour (red, blue, or green) was set to the maximum ln(density + 1) value for each chromatin state and respective platform, with intermediate values coloured on a natural log scale. For each panel, the subset of reference epigenomes profiled using each technology are listed, using the colours, order, and abbreviations from Fig. 2.
a. Chromatin state variability for 18-state expanded model across 98 epigenomes

Extended Data Figure 5 | Chromatin state variability, switching and genomic coverage. a, Variability level for 18-state model. Chromatin state variability (similar to Fig. 5a), quantified based on the fraction of the genomic coverage (y axis) of each state (colour) that is consistently labelled with that state in at most N (ranging from 1 to 98) reference epigenomes, using the 18-state model learned based on 6 chromatin marks, including H3K27ac. b, Chromatin state over- and under-representation for 18-state expanded model. c, Log-ratio (log_{10}) of chromatin state switching probabilities for the 18-state expanded model across 34 high-quality, non-redundant epigenomes that have H3K27ac data, relative to intra-tissue switching probabilities across replicates or samples from multiple individuals. d, Chromatin state coverage grouped by epigenomic domains. Top: chromosome ‘painting’ of 11 clusters shown in Fig. 5d and discovered based on chromatin state co-occurrence at the 2-Mb scale across reference epigenomes. Bottom: enrichment of CpG islands in each cluster clearly showing higher CpG density ‘active’ clusters 3 and 6 comparing to passive clusters 9–11. Each box plot shows a distribution of CpG total occupancy in 2-Mb bins in each cluster (with box boundaries indicating 25th and 75th percentiles, the whiskers extend to the most extreme data points considered to not be outliers). Points are drawn as outliers if they are larger than Q3 + 1.5×(Q3−Q1) or smaller than Q1−1.5×(Q3−Q1), where Q1 and Q3 are the 25th and 75th percentiles, respectively.
Extended Data Figure 6 | Hierarchical clustering of epigenomes using diverse marks. a–e, Clustering of all 127 reference epigenomes, including ENCODE samples, using H3K4me1, H3K4me3, H3K27me3, H3K36me3 and H3K9me3 signal in Enh, TssA, ReprPC, Tx and Het chromatin states, respectively. All panels show hierarchical clustering with optimal leaf ordering. Colours indicate sample groups, as defined in Fig. 2. Numbers on internal nodes represent bootstrap support scores over 1,000 bootstrap samples.
Extended Data Figure 7 | Multi-dimensional scaling (MDS) analysis. 

a–j, MDS plots showing reference epigenome distances using similarity of different epigenomic marks in corresponding chromatin states. Reference epigenomes (dots) are coloured according to their group colouring defined in Fig. 2b. Thin lines connect same-group reference epigenomes. The first four axes of variation are shown in pairs. Marks are assessed in regions with relevant chromatin states (see Methods). j, Variance explained by each MDS dimension. The first five dimensions shown in Supplementary Fig. 10 (Fig. 6b, c) explain between 45% and 80% of the total epigenome-to-epigenome variance for all histone modification mark correlations, and additional dimensions explain less than 10%. Only a few components of H3K4me3 in TsA chromatin states explains a much larger fraction of the variance than other marks, possibly due to its stability across cell types.
Extended Data Figure 8 | Regulatory motif analysis for modules.
Regulatory motifs enriched in enhancer modules. Enrichment (red) or
depletion (blue) of regulatory motifs (rows) in the enhancer modules (columns)
relative to shuffled control motifs. For each motif is shown the motif name,
consensus logo, and correlation between regulator expression and module
activity: positive correlation (orange) is indicative of activators, and negative
correlation (purple) indicates a repressive role for the factor. Only clusters with
log enrichment or depletion of at least 1.5-fold for one motif are shown.
b. Average activity level of enhancers of each module in each reference
epigeneome (black, high; white, low). c. Total size of each enhancer module
showing enrichment (in kb).
### a. Regulatory motif enrichment

Regulatory motif enrichments for the 40 regulators showing the strongest absolute correlation between transcription factor expression and module activity. Of these, 36 were also recovered solely based on their motif enrichment scores (Extended Data Fig. 8), but 6 motifs showing significant and biologically relevant correlations were not discovered solely based on their motif enrichment (Esrra_4, Max_4, Mga_3, Nfatc1_3, Rest_2 and Tead3_1), illustrating the importance of studying motif enrichments in the context of transcription factor expression and enhancer activity patterns.

### b. Predicted driver regulatory motifs

Predicted driver regulatory motifs are enriched in high-resolution DNase footprints. Enrichment of predicted driver motif instances (Fig. 8 and Extended Data Fig. 9a) in 42 high-resolution (6–40 bp) DGF libraries from deeply sequenced DNase data sets shows consistent tissue preferences in matching cell types. For example, POU5F1 in iPS cells, HNF1B and HNF4A1 in digestive tissues, RFX4 in neural lineages, MFE2B in muscle.

### c. Matrix of significant positional bias across factors and cell types

Matrix of significant positional bias across factors and cell types. For each DGF data set (columns), positional bias score (heat map) of predicted driver regulatory motifs (rows) found to be significantly enriched (Fig. 8 and Extended Data Fig. 9a) in enhancer modules (Fig. 7a).
Extended Data Figure 10 | Positional biases of predicted driver motifs relative to high-resolution DNase footprint centres and boundaries.

a, Driver transcription factor motif instance logo, as in Fig. 8 and Extended Data Fig. 9a. b, Distribution of motif instances relative to the centre of the high-resolution DNase sites (DGF lengths range from 6 bp to 40 bp), each curve coloured according to the cell/tissue type (from Fig. 2 and Supplementary Table 5b). c, Distribution of shuffled motifs that match composition and number of conserved occurrences in the genome. d, Positional bias relative to boundary of DGF region for true motifs, similar to b. e, Positional bias relative to boundary of DGF region for shuffled motifs, similar to c. f, Cell types showing significant positional bias after multiple testing correction, coloured according to Fig. 2 and Supplementary Table 5b.
Extended Data Figure 11 | Epigenomic enrichments of genetic variants associated with diverse traits. Tissue-specific enrichments for peaks of epigenomic marks for genetic variants associated with complex disease, expanding Fig. 9. Enrichments are shown for: a, H3K4me1 peaks (enhancers). This panel includes all the data shown in Fig. 9, but expands the enrichments shown to all reference epigenomes (columns) for studies (rows) that met the FDR = 0.02 threshold. b, H3K27ac peaks (active enhancers). a, b, Studies were defined by a set of SNPs annotated in the GWAS catalogue with the same combination of a publication (shown by the Pubmed ID) and trait. Epigenome with maximum enrichment, uncorrected $-\log_{10} P$ value and estimated FDR are indicated.
Extended Data Figure 12 | Epigenomic enrichments of genetic variants associated with diverse traits. Tissue-specific enrichments for peaks of epigenomic marks for genetic variants associated with complex disease, similar to Extended Data Fig. 11 except enrichments are shown for: a, H3K4me3 peaks (promoters); b, H3K9ac peaks (active promoters and active enhancers); c, DNase peaks (accessible regions); d, H3K36me3 peaks (transcribed regions); e, f, H3K27me3 peaks (Polycomb-repressed regions, e) and H3K9me3 peaks (heterochromatin regions, f) do not show any enrichments at the FDR = 0.02 threshold. As for Extended Data Fig. 11, studies were defined by a set of SNPs annotated in the GWAS catalogue with the same combination of a trait (far left column) and publication shown by the Pubmed ID (far right column), uncorrected $P$ value ($\log_{10}$) and estimated FDR.
BRCA1 Recruitment to Transcriptional Pause Sites Is Required for R-Loop-Driven DNA Damage Repair

Highlights

- Endogenous BRCA1 and senataxin (SETX) interact in a BRCA1-driven process

- BRCA1/SETX complexes are recruited to R-loop-associated termination regions (TRs)

- BRCA1/SETX complexes suppress transcriptional DNA damage arising at nearby R-loops

- BRCA1 breast cancers reveal indel mutations near BRCA1 TR binding regions

Authors

Elodie Hatchi, Konstantina Skourti-Stathaki, ..., Nicholas J. Proudfoot, David M. Livingston

Correspondence

elodiey_hatchi@dfci.harvard.edu (E.H.), david_livingston@dfci.harvard.edu (D.M.L.)

In Brief

Transcriptional R-loops represent a potential threat to genome integrity. Hatchi et al. show that BRCA1, in partnership with SETX, is engaged in a DNA repair mechanism that deals with R-loop-associated genomic instability at transcriptional termination pause sites.

Hatchi et al., 2015, Molecular Cell 57, 636–647
February 19, 2015 ©2015 Elsevier Inc.
BRCA1 Recruitment to Transcriptional Pause Sites Is Required for R-Loop-Driven DNA Damage Repair


INTRODUCTION

The mechanisms contributing to transcription-associated genomic instability are both complex and incompletely understood. Although R-loops are normal transcriptional intermediates, they are also associated with genomic instability. Here, we show that BRCA1 is recruited to R-loops that form normally over a subset of transcription termination regions. There it mediates the recruitment of a specific, physiological binding partner, senataxin (SETX). Disruption of this complex led to R-loop-driven DNA damage at those loci as reflected by adjacent γ-H2AX accumulation and ssDNA breaks within the untranscribed strand of relevant R-loop structures. Genome-wide analysis revealed widespread BRCA1 binding enrichment at R-loop-rich termination regions (TRs) of actively transcribed genes. Strikingly, within some of these genes in BRCA1 null breast tumors, there are specific insertion/deletion mutations located close to R-loop-mediated BRCA1 binding sites within TRs. Thus, BRCA1/SETX complexes support a DNA repair mechanism that addresses R-loop-based DNA damage at transcriptional pause sites.

SUMMARY

The mechanisms contributing to transcription-associated genomic instability are both complex and incompletely understood. Although R-loops are normal transcriptional intermediates, they are also associated with genomic instability. Here, we show that BRCA1 is recruited to R-loops that form normally over a subset of transcription termination regions. There it mediates the recruitment of a specific, physiological binding partner, senataxin (SETX). Disruption of this complex led to R-loop-driven DNA damage at those loci as reflected by adjacent γ-H2AX accumulation and ssDNA breaks within the untranscribed strand of relevant R-loop structures. Genome-wide analysis revealed widespread BRCA1 binding enrichment at R-loop-rich termination regions (TRs) of actively transcribed genes. Strikingly, within some of these genes in BRCA1 null breast tumors, there are specific insertion/deletion mutations located close to R-loop-mediated BRCA1 binding sites within TRs. Thus, BRCA1/SETX complexes support a DNA repair mechanism that addresses R-loop-based DNA damage at transcriptional pause sites.
plus the coding strand DNA). Although R-loops are a naturally occurring consequence of transcription and are essential for diverse cellular events (Skourtii-Stathaki and Proudfoot, 2014), they can be potentially deleterious to some cellular functions and compromise genome integrity (Aguilera and Garcia-Muse, 2012; Hamperi and Cimprich, 2014). Indeed, unresolved R-loop structures can expose the displaced, coding ssDNA to nicking and/or other forms of damage (Daniel and Nussenzweig, 2013; Wimberly et al., 2013), as well as impair transcription (Aguilera, 2002; Huertas and Aguilera, 2003) and DNA replication fork progression (Gan et al., 2011; Helmrich et al., 2011).

Interestingly, SETX is involved in RNAPII transcription termination and resolves R-loops that form at G-rich transcription pause sites (Skourtii-Stathaki et al., 2011). It also associates with processing replication forks and facilitates their progression through RNAPII transcribed genes by displacing R-loops (Alzu et al., 2012). In part through its genetic interaction with DNA repair genes involved in HR, senataxin also protects the genome from transcription-associated instability (Mischo et al., 2011; Ursic et al., 2004). Similarly, SETX, by resolving R-loops at sites of transcription and replication collision, is engaged at the interface of replication stress, transcription, and DNA damage (Yüce and West, 2013).

Interestingly, BRCA1-containing complexes restrict DNA damage induced by aberrant transcription or RNA processing via proposed interactions with multiple transcription and RNA processing factors, including RNAPII (Anderson et al., 1998; Bennett et al., 2008; Kawai and Amano, 2012; Kleiman and Manley, 1999; Kleiman et al., 2005; Savage et al., 2014a; Scully et al., 1997).

In view of these associations, we have asked whether BRCA1 plays a significant role in the repair of R-loop-associated DNA damage arising at termination sites. We find that BRCA1 and SETX form a physiological complex, recruited in a BRCA1-dependent manner to a subset of transcription termination pause sites of highly transcribed genes. There they act to suppress co-transcriptional R-loop-associated DNA damage. Unexpectedly, in breast tumor tissues carrying inherited BRCA1 mutations, insertion/deletion somatic mutations were found in the vicinity of BRCA1-bound gene termination sites where BRCA1 normally engages in the repair of R-loop-associated DNA damage.

**RESULTS**

**Identification of BRCA1 as a Scaffolding Partner for SETX at the β-actin Transcription Termination Site**

To investigate whether BRCA1 is involved in R-loop-driven DNA damage responses, we first assessed the physiological relevance of a BRCA1 and SETX interaction, recently identified in our proteomic screens (Hill et al., 2014), and suggested by others (Becherel et al., 2013). Endogenous BRCA1 and SETX co-immunoprecipitation (co-IP) was carried out in HeLa cell extracts, using two, different mono-specific antibodies (Abs) (Figures S1A and S1B). IP of each protein revealed significant co-IP of the other. Irrelevant IgG gave negative results. These results imply the existence of endogenous BRCA1/SETX-containing complexes in these cells (Figure 1A). Weak or undetectable co-IP followed RNAi-driven BRCA1 and SETX depletion, thereby validating Ab specificity (Figure S1C). Two-way BRCA1/SETX co-IP was also apparent in primary, diploid human BJ-hTERT fibroblast extracts (Figure 1A, bottom), suggesting the existence of a physiological interaction between BRCA1 and SETX.

In an effort to map BRCA1 and SETX domains that participate in their interaction, we tested multiple, GST-tagged recombinant fragments that contain various BRCA1 and SETX sequences in glutathione S-transferase (GST) binding assays (Scully et al., 1997; Suraweera et al., 2003) (Figure S1D). The results showed that SETX interacts with F6C, which contains a BRCT (BRCA1 C-terminal) motif (Figure 1B). Intriguingly, F6, which also includes F6C, did not interact with SETX, although F6 was sufficiently folded to interact with another BRCT domain binding protein, BACH1 (Figure S1E) (Cantor et al., 2001). Reciprocal SETX mapping revealed that fragment S8 interacted with BRCA1 (Figure 1C). These results imply that specific structural units of both proteins participate in their interaction. A more extensive analysis will be required to obtain a full picture of this process.

In light of the existence of BRCA1/SETX binding, we tested for BRCA1 co-recruitment at transcription termination sites associated with R-loops by chromatin immunoprecipitation (ChIP) performed on the endogenous human β-actin gene (Figure 1D) (Skourtii-Stathaki et al., 2011). Cross-linked HeLa cell chromatin was harvested before and after siRNA depletion of either BRCA1 or SETX. Depletion efficiency was verified at the protein level (Figure 1E).

Specifically, we found that in mock siRNA-transfected cells BRCA1 binding was significantly enriched (3- to 6-fold) at the transcription termination site (5′ pause and pause site probes) when compared to the signals obtained following BRCA1 depletion (Figure 1F). Notably, while BRCA1 depletion suppressed these binding signals, SETX depletion did not. We also confirmed the existence of SETX accumulation at the β-actin transcription termination pause site (Skourtii-Stathaki et al., 2011) (Figure 1G). BRCA1 depletion impaired SETX binding to these sites, implying that its recruitment is BRCA1 dependent at this locus. Similar results were obtained when BRCA1 and SETX hairpins were substituted for cognate siRNA species (Figures S2A and S2B). These findings demonstrate a physiological BRCA1/SETX interaction at the β-actin transcription termination site and suggest that BRCA1 acts as an anchor for SETX therein.

**R-Loop Formation at the β-actin Gene Transcription Termination Site Triggers BRCA1/SETX Complex Recruitment**

To search for a connection between the formation of R-loops and the recruitment of BRCA1/SETX at the β-actin termination site, we first asked whether RNA:DNA hybrids forming within this gene are affected by BRCA1 and SETX depletion. We measured R-loop formation over the β-actin gene, employing DNA:RNA hybrid immunoprecipitation (DIP) of uncross-linked DNA using a monoclonal Ab specific for RNA:DNA hybrids (S9.6) (Skourtii-Stathaki et al., 2011). As shown in Figure 2A, a modest, but reproducible, increase in R-loop abundance was detected within the β-actin gene pause site, following BRCA1 or SETX depletion. While this result suggests that BRCA1 and SETX affect R-loop formation, it is important to note that BRCA1 depletion also elicited a phenotype suggestive of a
transcription termination defect that was previously reported upon SETX depletion. It was manifested by RNAPII accumulation at the pause site (Skourti-Stathaki et al., 2011) (Figure S2C). The recruitment of other RNA:DNA helicases in the absence of SETX to resolve R-loops over these regions, as well as potential differences in transcription levels after BRCA1 and SETX depletion, might explain the lack of a more substantial increase in R-loop levels.

We then tested BRCA1 and SETX chromatin occupancy over the β-actin gene following R-loop suppression. ChIP experiments were performed in HeLa cells before and after over-expression of GFP-tagged RNaseH1 (Figure S3A), which significantly reduced R-loop formation over the β-actin gene (Skourti-Stathaki et al., 2014). In RNaseH1-overexpressing cells, we observed a significant suppression of BRCA1 and SETX binding at the transcription termination site, as compared with control cells (Figure 2B). Moreover, as shown in Figure 2C, RNaseH1 overexpression led to a reduction in the co-IP signal, implying that BRCA1/SETX complex formation at these genomic loci is mediated by R-loops.

Figure 1. BRCA1 Interacts with SETX and Is Required for SETX Recruitment to the R-Loop-Associated Termination Pause Region of the Human β-actin Gene

(A) Co-immunoprecipitation (IP) of endogenous BRCA1 and SETX in HeLa cell (top) and in BJ-hTert human fibroblast extracts (bottom), using antibodies against BRCA1 (BRCA1 #1/#2) or SETX (SETX #1/#2). IgG, negative control.

(B) In vitro interaction assay using recombinant GST-BRCA1 fragments performed in HeLa cells. GSH bead-bound proteins were eluted and analyzed by immunoblot. Bottom: relative abundance of each recombinant affinity purified fusion protein (marked with a star) visualized by SDS-PAGE after Coomassie staining. Additional bands are readthrough and/or degradation products of recombinant proteins.

(C) Same as in (B) but with recombinant GST-SETX fragments.

(D) Schematic representation of the human β-actin gene: exons are numbered, and the red box reflects the existence of a transcription pause element. Location of primers used for the ChIP experiments are depicted above the diagram.

(E) Immunoblot that reflects the efficiency of the siRNA-mediated depletion of BRCA1 and SETX. Top: SETX and BRCA1; bottom: Vinculin used as a loading control.

(F) ChIP analyses performed on the β-actin gene from mock-treated (red bars), BRCA1- (green bars), or SETX-depleted cells (gray bars) using BRCA1 Ab #3. Average ChIP values ± SD from three independent experiments are shown.

(G) Same ChIP experiments as in (F) but with SETX Ab #1.

See also Figures S1 and S2.
Thus, our results suggest that BRCA1/SETX complexes bind at termination region (TR) sites in response to local R-loop formation and that they also suppress R-loop abundance, in part, by participating in the regulation of transcription and of transcription termination.

BRCA1/SETX Complexes Protect DNA at R-Loop-Associated Termination Pause Sites from the Development of ssDNA Breaks

Since R-loop accumulation can increase the risk of genomic instability by promoting DNA damage (Hamperl and Cimprich, 2014; Skourti-Stathaki and Proudfoot, 2014), we tested whether BRCA1 and/or SETX depletion triggers the generation of DNA damage in the vicinity of persistent R-loops. Specifically, γH2AX ChIP assays were performed over the β-actin gene. After depletion of either BRCA1 or SETX, we observed significantly increased signals of γH2AX largely restricted to the termination region (Figure 3A). This implied that loss of BRCA1/SETX complexes over the R-loop-associated pause site contributed to the accumulation of local damage.

Since several studies suggest that the ssDNA of an R-loop is prone to transcription-associated mutations or DNA breaks
we adapted a ligation-mediated quantitative PCR (LM-qPCR) approach to test whether ssDNA breaks had occurred on the non-template strand following BRCA1 or SETX depletion (Figure 3B). Briefly, we ligated an adaptor to putative ssDNA ends after performing a primer extension reaction over the far 3' end of the β-actin gene. The goal was to amplify any post-ligation DNA fragments that harbor both the adaptor sequence and a segment of the 3' end of the β-actin gene.

In the absence of BRCA1 or SETX, significant signals were observed when using 5' pause and pause site primers, thereby reflecting the existence of one or more ssDNA breaks located near the termination region (Figures 3C and S3B). Although the BRCA1 antibody used in ChIP experiments displayed some background signal, its specificity was confirmed by its sensitivity to BRCA1 depletion. In parallel, we studied the Akirin1 and cyclinB1 genes in which transcription region C remained barely detectable, while RNaseH1-expressing BRCA1- or SETX-depleted cells revealed a significant signal decrease within the 5' pause and pause regions (Figures 3C and S3B). Taken together, these data argue that, in the β-actin gene, BRCA1 and SETX are involved in the prevention/repair of ssDNA breaks arising within the coding strand R-loop near their 3' end binding site(s).

Figure 3. BRCA1/SETX Complex at the β-actin Pause Site Protects Cells from R-Loop-Driven ssDNA Breaks
(A) ChIP analysis performed on the β-actin gene as in Figure 1 using γH2AX and total H2AX antibodies. Histograms represent the proportion of total H2AX phosphorylated on Ser139 (i.e., γH2AX). Average ChIP values ± SD from three independent experiments are shown.
(B) LM-PCR strategy used to identify R-loop-associated ssDNA breaks on the coding strand. See Supplemental Experimental Procedures.
(C) Quantitative detection of ssDNA after LM-PCR performed on the β-actin gene before and after BRCA1 or SETX knockdown and with or without ectopic RNaseH1 expression. QPCR values are average ± SD from three independent experiments. *p < 0.05, **p < 0.007 by one-tailed Student’s t test. See also Figure S3.

(BRCA1/SETX Complexes Form at Several R-Loop-Associated Genomic Loci and Protect Cells from the Development of ssDNA Breaks)

To search for a global effect of BRCA1/SETX function, we first searched for evidence within two gene sets. On one hand, we analyzed two genes (ENSA, Gemin7) in which transcription termination is also dependent on R-loops (Skourti-Stathaki et al., 2014). In both genes, BRCA1 and SETX binding was enriched at the relevant transcription termination regions as compared to an irrelevant intronic segment (Figures 4A, 4B, S4A, and S4B). Although the BRCA1 antibody used in ChIP experiments displayed some background signal, its specificity was confirmed by its sensitivity to BRCA1 depletion. In parallel, we studied the Akirin1 and cyclinB1 genes in which transcription...
termination is regulated by an R-loop-free co-transcriptional cleavage (CoTC) mechanism (Nojima et al., 2013; Skourtis-Stathaki et al., 2014; White et al., 2013). BRCA1 and SETX ChIP analysis revealed no specific signals in either intronic region or the CoTC regions of \textit{Akirin1} and \textit{cyclinB1}, reinforcing the hypothesis that BRCA1/SETX recruitment requires R-loop formation (Figures 4A, 4B, S4A, and S4B).

We also examined the DNA damage signaling response in these two categories of genes by searching for gH2AX signals over the termination regions using ChIP qPCR. Similar to \textit{\beta-actin}, increased gH2AX signals were clearly visible over the pause element of both \textit{ENSA} and \textit{Gemin7} following BRCA1 or SETX depletion, but not over the control intronic region (Figures 4C and S4C). By contrast, no gH2AX enrichment was detected at “R-loop-free” CoTC termination regions within \textit{Akirin1} or \textit{cyclinB1}. These results are consistent with our \textit{\beta-actin} ChIP data (Figure 3A) and with the presence of local gH2AX signals in the absence of BRCA1/SETX complexes over \textit{ENSA} and \textit{Gemin7}. Thus, they can be viewed as a reflection of local R-loop-associated DNA damage. These findings imply that BRCA1/SETX complexes participate in the repair or prevention of this form of damage in these two genes bearing R-loop-associated transcription termination regions.

We then asked whether BRCA1/SETX function at R-loop-forming termination sites is a genome-wide phenomenon. First, comet assays were performed to search for widespread DNA breaks as a consequence of BRCA1 or SETX depletion. As predicted, under alkaline conditions, which detect both ssDNA breaks and DSBs, we observed a significant increase in comet tail lengths in both BRCA1- and SETX-depleted cells. Moreover, RNaseH1 overexpression in both settings decreased the abundance of cells with comets as well as their length (Figures 4D and 4E). Similar results were observed when the cells were treated with a low dose of \textit{\alpha-amanitin} that acts to inhibit RNApol II elongation. These results confirm that R-loop structures, as by-products of transcription, create numerous fragile genomic sequences prone to BRCA1/SETX depletion-associated damage. Although we also observed an increase in comet tail lengths in BRCA1- and SETX-depleted cells assayed in neutral buffer conditions (probably reflecting DSB), these DNA damage phenotypes did not revert after

---

**Figure 4. DNA Damage Arising in Absence of BRCA1/SETX Complexes at Termination Pause Sites Is R-Loop Dependent**

(A and B) BRCA1 (A) and SETX (B) ChIP analyses performed on the \textit{ENSA} and \textit{Akirin1} genes in HeLa cells transfected with siCt, siBRCA1, or siSETX. \textit{ENSA} and \textit{Akirin1} transcription termination is regulated by R-loops and CoTC sequences, respectively. Intronic regions (Intr) were studied as controls. Average ChIP values ± SD from three independent experiments are shown.

(C) gH2AX ChIP experiments performed as in (A) and analyzed as in Figure 3A. Average ChIP values ± SD from three independent experiments are shown.

(D) Representative pictures of comet assays performed under alkaline conditions in HeLa cells transfected with siCt, siBRCA1, or siSETX in the absence (−RNaseH1) and presence (+RNaseH1) of ectopic RNaseH1 expression.

(E) Quantitative analysis of comet tail lengths for each condition showed in (D). Average tail lengths ±SEM from three independent experiments are shown.

***p < 0.001 by two-tailed Student’s t test.

See also Figure S4.
overexpression of RNaseH1 or exposure to α-amanitin (Figure S4D). Thus, R-loop-dependent DNA damage following BRCA1/SETX depletion is mainly composed of ssDNA breaks.

**BRCA1 Is Globally Associated with Transcription Termination Sites of Highly Transcribed Genes**

In light of the possibility that R-loop-associated termination regions are characteristics of larger numbers of genes, we performed a meta-analysis from several deep-sequencing datasets to search for genomic co-localization of BRCA1 peaks at transcription termination regions. We used the ENCODE BRCA1 ChIP-seq dataset to identify candidate genes regulated by this mechanism (Consortium, 2012). For each gene, a candidate transcription TR was defined as a 4 kb segment downstream of the transcription termination site (TTS) (Figure 5A).

Initially, 764 distinct BRCA1 peaks significantly overlapping a genomic TR were identified. Since BRCA1 is also associated with a subset of promoters (K.M.M. et al., unpublished data) (Gardini et al., 2014), we further filtered these data to exclude any peaks overlapping promoter regions and their associated transcription termination regions. We used the ENCODE BRCA1 ChIP-seq dataset to identify candidate genes regulated by this mechanism (Consortium, 2012). For each gene, a candidate transcription TR was defined as a 4 kb segment downstream of the transcription termination site (TTS) (Figure 5A).

Initially, 764 distinct BRCA1 peaks significantly overlapping a genomic TR were identified. Since BRCA1 is also associated with a subset of promoters (K.M.M. et al., unpublished data) (Gardini et al., 2014), we further filtered these data to exclude any peaks overlapping promoter regions and their associated transcription termination regions. We used the ENCODE BRCA1 ChIP-seq dataset to identify candidate genes regulated by this mechanism (Consortium, 2012). For each gene, a candidate transcription TR was defined as a 4 kb segment downstream of the transcription termination site (TTS) (Figure 5A).

Finally, 642 genes with significant overlap between BRCA1 peaks and transcription termination sites were identified. We then performed a meta-analysis of deep-sequencing datasets to search for genomic co-localization of BRCA1 peaks at transcription termination regions. We used the ENCODE BRCA1 ChIP-seq dataset to identify candidate genes regulated by this mechanism (Consortium, 2012). For each gene, a candidate transcription TR was defined as a 4 kb segment downstream of the transcription termination site (TTS) (Figure 5A).

Finally, 642 genes with significant overlap between BRCA1 peaks and transcription termination sites were identified. We then performed a meta-analysis of deep-sequencing datasets to search for genomic co-localization of BRCA1 peaks at transcription termination regions. We used the ENCODE BRCA1 ChIP-seq dataset to identify candidate genes regulated by this mechanism (Consortium, 2012). For each gene, a candidate transcription TR was defined as a 4 kb segment downstream of the transcription termination site (TTS) (Figure 5A).

Finally, 642 genes with significant overlap between BRCA1 peaks and transcription termination sites were identified. We then performed a meta-analysis of deep-sequencing datasets to search for genomic co-localization of BRCA1 peaks at transcription termination regions. We used the ENCODE BRCA1 ChIP-seq dataset to identify candidate genes regulated by this mechanism (Consortium, 2012). For each gene, a candidate transcription TR was defined as a 4 kb segment downstream of the transcription termination site (TTS) (Figure 5A).
transcripts. In this filtered gene set, 196 BRCA1 peaks, each associated with a TR, corresponded to 184 genes that are referred to here as BRCA1 TR genes (Figure 5B and Table S1).

Since the DNA damage that developed over R-loop-associated TRs upon BRCA1/SETX depletion is proposed to be R-loop and, therefore, transcription dependent, we analyzed the expression levels of these BRCA1 TR genes. RNA-seq data were used to analyze HeLa cell transcriptomes available from ENCODE. The expression profiles of genes whose filtered TRs did or did not overlap BRCA1 ChIP-seq peaks were compared. The data showed that BRCA1 TR genes clearly displayed higher mRNA levels (p = 1.1E-7), when compared to genes whose termination sites are not associated with a BRCA1 binding site (Figures 5C and S5 and Table S1). These results indicate that BRCA1 TR genes are more highly expressed than those lacking BRCA1 TR binding peaks.

To explore further whether BRCA1 binding at TR is associated with transcription termination, we searched for evidence of the co-localization at termination sites of BRCA1 peaks and RNAPII paused at the 3’ end of the relevant genes (RNAPII S2P) (Davidson et al., 2014). Here we used ENCODE RNAPII CTD Ser2-P ChIP-seq data (Consortium, 2012). This analysis showed that more than 70% of BRCA1 peaks within TRs overlapped paused RNAPII (Figure 5D and Table S1), suggesting that BRCA1 is actively engaged in transcription-associated events at termination sites. To investigate whether BRCA1 TR are associated with R-loops, we compared them with the RNA:DNA IP database (DRIP-seq) generated with cells before and after RNAseH1 treatment (DRIP-RH) (Girno et al., 2012). We found that BRCA1 TR peaks show a significant enrichment of DRIP signal as compared to DRIP+RH (Figure 5E), implying the existence of R-loop formation at the BRCA1-associated TR loci.

These results suggest that in mammalian cells BRCA1 binds to TR (associated with paused RNAPII) in a substantial subset of highly transcribed genes, whose pause sites reflect a strong tendency to form R-loops. Taken together, our findings indicate that BRCA1 and SETX participate in the prevention/repair of ssDNA damage occurring at specific regions (TRs) in response to the transcription-associated formation of R-loops in physiological conditions. Conceivably, these genes require BRCA1/SETX-dependent DNA damage surveillance to ensure regulation of transcription (Huppert et al., 2008; Skourtli-Stathaki and Proudfoot, 2014).

**BRCA1 Mutant Breast Cancers Reveal Genomic Alterations at BRCA1-Associated Termination Sites**

We next asked whether a defect in the newly detected BRCA1/SETX function could participate in the pathogenesis of BRCA1-deficient breast cancer tumors. Recent large-scale DNA sequencing screens performed in various human cancers have shed light on the nature and location of associated somatic mutations (Alexandrov et al., 2013; Pleasance et al., 2010). We performed a mutation analysis in the 184 BRCA1 TR genes, using the complete catalog of somatic mutations obtained from the whole-genome sequencing of 21 breast cancers, a subset of which (n = 5) were BRCA1 mutant (Nik-Zainal et al., 2012). This catalog includes single base mutations (SBMs), insertions and deletions (indels), and chromosomal rearrangements. For each patient, the genome of healthy/normal mammary tissue was also sequenced, and any mutations therein were deleted from the patient mutation analysis. Since R-loops can be long, we first included promoter regions in this search. More specifically, we first defined for each BRCA1 TR gene a whole gene region of special interest from TSS – 1,250 bp to TTS + 5 kb and searched for BRCA1-specific mutations.

We divided the 21 patient datasets into 3 breast cancer types: 12 sporadic (i.e., tumors WT/WT for both BRCA1 and BRCA2), 5 BRCA1, and 4 BRCA2 mutant tumors. Figure 6A compares each of the mutant groups to WT, in search of a quantitative measure of any difference in mutation rate (i.e., effect size) between any 2 groups. The effect size was computed as a standardized difference in mutation counts when all selected genes are considered together. It was obtained separately for each type of mutation analyzed. The results clearly indicate that, within the BRCA1 TR gene regions of interest, there was significant enrichment for indels only in the mutant BRCA1 tumors (z = 2.875, p = 0.009), despite the fact that more indels were detected throughout the entire genomes of BRCA2 than BRCA1 breast cancers (Nik-Zainal et al., 2012). By contrast, these genomic loci were enriched for SBM in the BRCA2 tumors (z = 2.144, p = 0.021). Of note, no significant enrichment for rearrangements was observed. These results indicate that, within BRCA1 TR genes, distinct mutational patterns exist that separate BRCA1 and BRCA2 tumors. This suggests that any biochemical defects that the absence of these proteins elicits may, at least in part, be different.

In parallel, we also performed a global mutation analysis among the “R-loop free” CoTC-regulated genes (“negative” genes) (Nojima et al., 2013) where BRCA1 is not recruited (Figure 4A). We failed to detect any significant change in the species of mutations detected in either BRCA1 or BRCA2 null tumors (Figure S6).

To further investigate the mutational profile at the 3’ ends of the BRCA1 TR genes, we focused on a narrower region defined as: TTS ± 4 kb. Strikingly, the only significant enrichment observed was for indels in BRCA1 mutant tumors (z = 3.464, p = 0.002) (Figure 6B). Precise mapping of the indels in the BRCA1 TR genes in the BRCA1 null tumors indicated that 3 out of 6 were located ~300–400 bp from the BRCA1 TR peak; 2 were located further away (last intron and ~1.8 kb downstream of the BRCA1 peak); and another was close to the promoter region (Figures 6C–6E and Table S2). The absence of SBM enrichment in the 3’ end regions of the TR genes in BRCA2 mutant carriers suggests that most of it accumulates at 5’ ends and within the gene body. Of note, none of the few mutations detected in the CoTC genes was located in 3’ end regions.

Overall, these results show that BRCA1-deficient tumors are significantly enriched for indels in BRCA1 TR genes compared to BRCA2 and sporadic breast cancers. A significant fraction of the BRCA1 tumor-associated indels lie in the vicinity of BRCA1 binding TR loci, supporting the view that BRCA1 plays a critical role in preventing/repairing R-loop-mediated damage in the vicinity of R-loop-associated TR.

**DISCUSSION**

In this study, a combination of biochemical, molecular, and genetic data provides evidence that a newly identified BRCA1/SETX...
complex is required to restrain the development of R-loop-mediated DNA damage at specific genomic regions. In particular, we have delineated a sequence of events that is predicted to occur over a substantial subset of R-loop-associated transcriptional pause sites and, when impaired, results in the BRCA1/SETX-associated indel mutations observed in BRCA1/SETX breast cancer genomes.

Under physiological conditions, R-loops play a role in transcription termination at G-rich pause sites, like those in β-actin, Gemin7, and ENSA (Skourtis-Stathaki et al., 2014). They are also present at promoter regions where there is a region of GC-skew that ensures the protection of vicinal CpG island sequences against DNA methylation (Ginno et al., 2012). Though these structures represent R-loops associated with distinct biological functions, they are, nonetheless, still predicted to induce DNA damage (for review see Skourtis-Stathaki and Proudfoot, 2014).

How BRCA1 recognizes R-loop structures remains to be determined. Current knowledge focuses mainly upon the factors that regulate their formation (Chan et al., 2014; Hamperl and Cimprich, 2014; Skourtis-Stathaki and Proudfoot, 2014). However, little is known about potential direct interaction between specific proteins and R-loops. Several possibilities exist. For example, there could be direct recognition of an RNA:DNA hybrid, e.g., as occurs with the hybrid-binding domain (HBD) of RNaseH1 (Cerritelli and Crouch, 2009), and/or of the non-template ssDNA. For BRCA1, it is also possible that the branched structure of an R-loop resembles the DNA flaps, branched DNA, and/or four-way junctions for which BRCA1 exhibits an intrinsic affinity (Paull et al., 2001). Alternatively, BRCA1 recruitment to R-loops could be mediated by other protein complexes that normally interact with these special DNA structures. These could be components of the RNAPII holoenzyme, splicing machinery, and/or specific chromatin remodeling complexes that are associated with R-loops (Bochar et al., 2000; Boué and Zakian, 2007; Savage et al., 2014a; Scully et al., 1997; Yarden and Brody, 1999).

Results presented here show that a deficiency in BRCA1/SETX function results in unrepaired ssDNA breaks on the non-template strand at certain R-loop-associated TRs. γH2AX
accumulation was observed by ChIP, although the extent of its genomic presence appears to be more restricted than observed at sites of DSB (Paul et al., 2000). It is tempting to speculate that the restricted presence of γH2AX signals is a reflection of the presence of ssDNA breaks as the source of DNA damage and/or that γH2AX spreading is antagonized by high levels of transcription (Iacovoni et al., 2010).

The above considerations aside, how DNA damage occurs at such sites remains unknown. Multiple molecular mechanisms may foster or contribute to the DNA damage associated with R-loops. Superhelical stress and G4 and/or flap endonucleases could generate local ssDNA breaks, some of which could devolve into DSB (Hamperl and Cimprich, 2014). In addition, genome-wide sequencing of human cancers suggests that non-random, clustered mutations may be concentrated in long ssDNA regions, some of which might form R-loop structures (Roberts et al., 2012). Indeed, during transcription, possibly due to the relative chemical susceptibility to damage of ssDNA, there is an increase in the mutation rate associated with the activity of editing enzymes like activation-induced cytosine deaminase (AID) or apolipoprotein B mRNA-editing catalytic polypeptide proteins (APOBEC) (Alexandrov et al., 2013; Beale et al., 2004; Chan et al., 2012). Recently, the latter have been suggested to play a role in the mutational processes that affect breast cancer genomes (Burns et al., 2013; Nik-Zainal et al., 2012, 2014).

Taken together, our findings show that BRCA1 contributes to the control and/or repair of R-loop-mediated DNA damage at specific sites, which is, potentially, a significant contributor to the maintenance of genomic stability. Similarly, the implications of a proposed role for BRCA2 in transcription-associated recombination (TAR) and in the processing of R-loops in partnership with RNA processing factors suggest that these structures are a source of cancer-related instability (Bhatia et al., 2014; Gallardo et al., 2003; Huertas and Aguilera, 2003; Savolainen and Helleday, 2009).

BRCA1- and BRCA2-mutant cancers exhibit differences in histopathology, gene expression profiles, and clinical course, even though they share similarities in their marked levels of genomic instability (Nik-Zainal et al., 2012). By contrast, our observations imply that, at certain transcription termination regions, the mutational signatures of BRCA1 and BRCA2 null tumors are different. Conceivably, these differences arise from the possibility that BRCA1 and BRCA2 respond to/interact with R-loops differently and even in different contexts. Additional whole-genome sequencing from greater numbers of BRCA mutant cancers would be required to address these possibilities in the future. Further studies will also be needed to determine whether such BRCA1/BRCA2 mutational differences contribute directly or indirectly to the biological differences between BRCA1 and BRCA2 breast cancers.

EXPERIMENTAL PROCEDURES

For detailed experimental procedures, see Supplemental Experimental Procedures.

Co-Immunoprecipitation Analysis

Whole-cell extracts (WCE) were prepared as previously described (Tardat et al., 2010), except that the lysis mixture was sonicated with a Sonic Dismembrator for 15 s at an amplitude of 20% (Fisher Scientific, Model 120). 200 μg of WCE were incubated for 2 hr at 4°C with anti-BRCA1#1 (SG11, mouse monoclonal), anti-BRCA1#2 (MS110, mouse monoclonal), anti-SETX#1 (A301-105A, Bethyl), anti-SETX#2 (A301-104A, Bethyl), or control IgG. Immune complexes were collected with protein A/G magnetic beads (Dynabeads, Invitrogen) for 15 min at 4°C and washed with IP buffer (with 1 mM DTT) and increasing concentrations of KCl (50/100/150 mM KCl). Bound proteins were eluted in LDS sample buffer 1× (Invitrogen) and analyzed by immunoblotting.

qPCR ChIP and DIP Experiments

ChIP experiments on BRCA1, SETX, and γH2AX were performed using a modified version of N.J.P. laboratory’s protocol (Skourtis-Stathaki et al., 2011), as detailed in the Supplemental Experimental Procedures. DNA-RNA hybrid precipitation (DIP) analysis was performed with the specific monoclonal RNA-DNA hybrid Ab (S9.6) as described in Skourtis-Stathaki et al. (2011). Sequences of the DNA primers are listed in Supplemental Experimental Procedures.

Mutational Analyses of Breast Cancers

Detailed description of the computational and statistical analyses is available in Supplemental Experimental Procedures.

The integrative Genomics Viewer (IGV) genome browser was used to visualize the indels and the BRCA1 and RNAPIISer2P ChIP-seq profiles across the termination regions of the BRCA1 TR genes (Thorvaldsdottir et al., 2013).

SUPPLEMENTAL INFORMATION

Supplemental Information includes Supplemental Experimental Procedures, six figures, and two tables and can be found with this article online at http://dx.doi.org/10.1016/j.molcel.2015.01.011.

AUTHOR CONTRIBUTIONS

S.J.H. and D.M.L. originally suggested and first conceived the rationale for this project. E.H. designed the overall project with help from K.S.-S., K.M.M., D.M.L., and N.J.P. E.H. performed the experiments and analyzed the experimental data unless otherwise stated. E.H. received advice, reagents, and help for the ChIP experiments and the co-immunoprecipitation from K.S.-S., K.K.M., S.P., and S.D. K.S.-S. performed and analyzed the BRCA1 and SETX DIP and part of BRCA1 and SETX ChIP experiments. A.Y., M.L.E., and M.K. performed the genomic analysis of BRCA1 ChIP-seq data and K.K.-G. the meta-analyses correlating RNAPII and DRIP datasets. S.V., L.P., and G.P. performed the global mutational analyses of the breast tumors. E.H. and D.M.L. wrote the manuscript. All authors contributed to the editing of the manuscript.

ACKNOWLEDGMENTS

We thank all D.M.L. laboratory members for support, technical advice, and helpful discussions. E.H. and other D.M.L. members were supported by grants from the National Cancer Institute (NCI) - Mechanisms of Breast Development and Carcinogenesis (2PO1CA80111-16) and BRCA1 Function in Post Damage Foci (SR01CA136512-05). K.K.-G. was supported by Marie Curie IEF. K.S.-S. and N.J.P. were supported by a Programme grant from the Wellcome Trust and G.P. by NCI SP30 CA069816-46.

Received: August 25, 2014
Revised: November 21, 2014
Accepted: January 5, 2015
Published: February 19, 2015

REFERENCES


Fine mapping of type 1 diabetes susceptibility loci and evidence for colocalization of causal variants with lymphoid gene enhancers

Suna Onengut-Gumuscu1,2,13, Wei-Min Chen1,3,13, Oliver Burren4,11,14, Nick J Cooper4, Aaron R Quinlan1,3, Josyf C Mychaleckyj1,3, Emily Farber1, Jessica K Bonnie1, Michal Szpak1, Ellen Schofield4, Premawardh Suriachan4, Hui Guo4, Mary D Fortune4, Helen Stevens4, Neil M Walker4, Lucas D Ward5,6, Anshul Kundaje5–8, Manolis Kellis5,6, Mark J Daly6,8, Jeffrey C Barrett9, Jason D Cooper1, Panos Deloukas9, Type 1 Diabetes Genetics Consortium10, John A Todd4,14, Chris Wallace4,11,14, Patrick Concannon1,12,14 & Stephen S Rich1,3,14

Genetic studies of type 1 diabetes (T1D) have identified 50 susceptibility regions1,2, finding major pathways contributing to risk3, with some loci shared across immune disorders4–6. To make genetic comparisons across autoimmune disorders as informative as possible, a dense genotyping array, the Immunochip, was developed, from which we identified four new T1D-associated regions (P < 5 × 10-8). A comparative analysis with 15 immune diseases showed that T1D is more similar genetically to other autoantibody-positive diseases, significantly most similar to juvenile idiopathic arthritis and significantly least similar to ulcerative colitis, and provided support for three additional new T1D risk loci. Using a Bayesian approach, we defined credible sets for the T1D-associated SNPs. The associated SNPs localized to enhancer sequences active in thymus, T and B cells, and CD34+ stem cells. Enhancer-promoter interactions can now be analyzed in these cell types to identify which particular genes and regulatory sequences are causal.

T1D results from the autoimmune destruction of pancreatic β cells, leading to absolute dependence on exogenous insulin to regulate blood glucose levels7. In the present study, we designed and used the Immunochip, a custom Illumina Infinium high-density genotyping array, to (i) identify additional risk loci for T1D, (ii) refine mapping of T1D risk loci to their sets of most associated credible SNPs in order to (iii) analyze the locations of the credible SNPs with respect to regulatory sequences in tissues and cell types, and (iv) assemble summary genome-wide association study (GWAS) and Immunochip results from multiple immune diseases to allow comparisons of the genetic risk profiles of these diseases.

The T1D SNP and indel content selected for inclusion on the Immunochip was chosen on the basis of the 41 T1D-associated regions known at the time (February 2010) and 3,000 ‘wildcard’ SNPs that tagged candidate genes or other SNPs with suggestive evidence of association (5 × 10−8 < P < 1 × 10−7) from GWAS of T1D. In parallel, we collected and curated all available association results for immune diseases for which the Immunochip was designed. To allow efficient comparison and downstream analysis by the research community, we created a publicly available, integrated, web-based portal (ImmuNoBase; see URLs) containing complete association summary statistics that are available for querying, browsing or bulk download.

After data cleaning and quality control8,9, a total of 138,229 SNPs were scored in 6,670 T1D cases10, 6,523 controls from the British 1958 Birth Cohort11, 2,893 controls from the UK National Blood Service12, 2,846 controls from the NIHR Cambridge Biomedical Research Centre Cambridge BioResource13, 2,601 Type 1 Diabetes Genetics Consortium (T1DGC) affected sibling pairs (ASPs)14 and 69 T1DGC trio families. Case-control and family data were analyzed independently and combined by meta-analysis. We obtained evidence for T1D association in 44 regions at P ≤ 3.23 × 10−7 (Immunochip Bonferroni-corrected P ≤ 0.05; Table 1). Thirty-eight of these are recognized T1D-associated regions (T1DBase and ImmunoBase), and four are newly identified regions (genome-wide P < 5 × 10−8): 1q22.1 (index SNP rs6691977), 2q13 (rs4849135), 4q32.3 (rs2611215)

1Center for Public Health Genomics, University of Virginia, Charlottesville, Virginia, USA. 2Department of Medicine, Division of Endocrinology, University of Virginia, Charlottesville, Virginia, USA. 3Department of Public Health Sciences, Division of Biostatistics and Epidemiology, University of Virginia, Charlottesville, Virginia, USA. 4Juvenile Diabetes Research Foundation (JDRF)/Wellcome Trust Diabetes and Inflammation Laboratory, Department of Medical Genetics, Cambridge Institute for Medical Research, National Institute for Health Research (NIHR) Biomedical Research Centre, University of Cambridge, Addenbrooke’s Hospital, Cambridge, UK. 5Department of Computer Science, Massachusetts Institute of Technology (MIT), Cambridge, Massachusetts, USA. 6Broad Institute of MIT and Harvard, Cambridge, Massachusetts, USA. 7Department of Genetics, Stanford University, Stanford, California, USA. 8Center for Human Genetic Research, Massachusetts General Hospital, Boston, Massachusetts, USA. 9Wellcome Trust Sanger Institute, Hinxton, UK. 10Type 1 Diabetes Genetics Consortium (T1DGC) affected sibling pairs (ASPs)14 and 69 T1DGC trio families. Case-control and family data were analyzed independently and combined by meta-analysis. We obtained evidence for T1D association in 44 regions at P ≤ 3.23 × 10−7 (Immunochip Bonferroni-corrected P ≤ 0.05; Table 1). Thirty-eight of these are recognized T1D-associated regions (T1DBase and ImmunoBase), and four are newly identified regions (genome-wide P < 5 × 10−8); 1q22.1 (index SNP rs6691977), 2q13 (rs4849135), 4q32.3 (rs2611215)

Received 4 May 2014; accepted 13 February 2015; published online 9 March 2015; doi:10.1038/ng.3245
letters
Table 1 T1D-associated loci on the Immunochip
New
*

*

npg

© 2015 Nature America, Inc. All rights reserved.

*
*

*

*

Chromosome

Position

SNP

Alleles

MAF

OR

P
<10−100

Conditioning

Candidate
gene(s)

1p13.2
1q32.1
1q32.1
2q11.2

114,377,568
200,814,959
206,939,904
100,764,087

rs2476601
rs6691977
rs3024505
rs13415583

G>A
T>C
G>A
T>G

0.09
0.19
0.16
0.35

1.89
1.13
0.86
0.90

4.3 × 10−8
6.4 × 10−8
1.1 × 10−7

2q13
2q24.2
2q24.2
2q24.2

111,615,079
163,110,536
163,124,637
163,136,942

rs4849135
rs2111485
rs35667974
rs72871627

G>T
G>A
T>C
A>G

0.29
0.39
0.02
0.01

0.89
0.85
0.59
0.61

4.4
3.8
9.3
2.4

×
×
×
×

10−8
10−18
10−9
10−6

2q33.2
3p21.31
4q27
4q32.3
5p13.2

204,738,919
46,457,412
123,243,596
166,574,267
35,883,251

rs3087243
rs113010081
rs75793288
rs2611215
rs11954020

G>A
T>C
C>G
G>A
C>G

0.45
0.11
0.36
0.15
0.39

0.84
0.85
1.15
1.18
1.11

7.4
4.6
5.6
1.8
4.4

×
×
×
×
×

10−21
10−8
10−13
10−11
10−8

CTLA4
CCR5
IL2, IL21

6q15
6q22.32
7p12.2
7p12.1
9p24.2
10p15.1
10p15.1
10p15.1

90,976,768
126,752,884
50,465,830
51,028,987
4,290,823
6,094,697
61,08,340
6,129,643

rs72928038
rs1538171
rs62447205
rs10277986
rs6476839
rs61839660
rs10795791
rs41295121

G>A
C>G
A>G
A>T
A>T
C>T
A>G
C>T

0.17
0.45
0.28
0.04
0.40
0.10
0.41
0.01

1.20
1.12
0.89
0.76
1.12
0.62
1.16
0.49

6.4
7.4
2.5
1.4
1.0
2.8
5.6
4.9

×
×
×
×
×
×
×
×

10−14
10−10
10−8
10−7
10−9
10−39
10−11
10−8

BACH2

10q23.31
11p15.5
11p15.5
12p13.31
12q13.2
12q24.12
13q32.3
14q32.2
14q32.2
15q14
15q25.1
16p11.2
16p13.13

90,035,654
2,182,224
2,198,665
9,905,851
56,435,504
112,007,756
100,081,766
98,488,007
101,306,447
38,847,022
79,234,957
28,505,660
11,194,771

rs12416116
rs689
rs72853903
rs917911
rs705705
rs653178
rs9585056
rs1456988
rs56994090
rs72727394
rs34593439
rs151234
rs12927355

C>A
T>A
C>T
A>C
G>C
T>C
T>C
T>G
T>C
C>T
G>A
G>C
C>T

0.28
0.30
0.38
0.36
0.34
0.48
0.24
0.27
0.41
0.19
0.10
0.12
0.32

0.85
0.42
0.85
1.10
1.25
1.30
1.12
1.12
0.88
1.15
0.78
1.19
0.82

3.9 × 10−15
<10−100
6.2 × 10−10
1.9 × 10−7
4.4 × 10−32
1.6 × 10−44
3.3 × 10−8
2.9 × 10−8
1.1 × 10−11
3.6 × 10−10
9.0 × 10−14
4.8 × 10−11
3.0 × 10−22

16p13.13

11,351,211

rs193778

A>G

0.25

1.14

4.4 × 10−10

DEXI

16q23.1
17q12

75,252,327
38,053,207

rs8056814
rs12453507

G>A
G>C

0.07
0.49

1.32
0.90

3.0 × 10−19
1.0 × 10−8

17q21.2
17q21.31
18p11.21
18p11.21
18q22.2
19p13.2
19p13.2
19q13.32
19q13.33
20p13
21q22.3
21q22.3
22q12.2
22q12.3

38,775,150
44,073,889
12,809,340
12,830,538
67,526,644
10,463,118
10,469,975
47,219,122
49,206,172
1,616,206
43,825,357
45,621,817
30,531,091
37,587,111

rs757411
rs1052553
rs1893217
rs12971201
rs1615504
rs34536443
rs12720356
rs402072
rs516246
rs6043409
rs11203202
rs6518350
rs4820830
rs229533

T>C
A>G
A>G
G>A
C>T
G>C
A>C
T>C
T>C
G>A
C>G
A>G
T>C
A>C

0.36
0.24
0.16
0.39
0.47
0.04
0.09
0.16
0.49
0.35
0.33
0.18
0.38
0.43

0.90
0.89
1.21
0.89
1.13
0.67
0.82
0.87
0.87
0.88
1.16
0.88
1.14
1.11

1.1
8.2
1.2
2.1
1.8
4.4
3.7
4.7
5.2
3.0
1.2
9.6
1.2
1.8

BCAR1
IKZF3,
ORMDL3,
GSDMB
CCR7

×
×
×
×
×
×
×
×
×
×
×
×
×
×

10−7
10−8
10−15
10−6
10−11
10−15
10−7
10−8
10−14
10−10
10−15
10−8
10−12
10−8

PTPN22
IL10
AFF3

rs2111485
rs2111485,
rs35667974

IFIH1
IFIH1
IFIH1

IL7R

IKZF1

rs61839660
rs61839660,
rs10795791

rs689

GLIS3
IL2RA
IL2RA
IL2RA

INS
INS
CD69
IKZF4
SH2B3
GPR183

RASGRP1
CTSH
IL27
DEXI

rs1893217

rs34536443

PTPN2
PTPN2
CD226
TYK2
TYK2
FUT2
UBASH3A
ICOSLG
C1QTNF6,
RAC2

Previous index SNPs (r2)
rs2476601 (1)
–
rs3024493 (1), rs3024505 (1)
rs6740838 (0.32), rs9653442 (0.41)
–
rs1990760 (0.91)
rs1990760 (<0.1)
rs1990760 (0.0094)
rs3087243 (1), rs11571316 (<0.1)
rs333 (0.34)
rs6827756 (0.98), rs4505848 (0.85)
–
–
rs11755527 (0.194), rs597325 (0.13)
rs9375435 (0.96), rs9388489 (0.98)
rs10272724 (0.97)
rs4948088 (0.86), rs10231420 (<0.1)
rs10758593 (0.98), rs7020673 (0.66)
rs7090530 (<0.1), rs12251307 (0.61)
rs7090530 (<0.1), rs12251307 (<0.1)
rs7090530 (<0.1), rs12251307 (<0.1)
rs10509540 (0.79)
rs7111341 (0.265)
rs7111341 (0.26)
rs4763879 (1), rs10492166 (0.470)
rs2292239 (0.87), rs705704 (0.99)
rs3184504 (0.99)
rs9585056 (1)
rs4900384 (0.98)
rs941576 (0.91)
rs12908309 (<0.1)
rs3825932 (0.26), rs12148472 (0.79)
rs4788084 (0.1), rs9924471 (0.54)
rs12927355 (1), rs12708716 (0.86),
rs12928822 (<1)
rs12927355 (<0.1), rs12708716
(0.069), rs12928822 (<0.1)
rs7202877 (0.86), rs8056814 (1)
rs2290400 (0.97)

rs7221109 (0.95)
–
rs1893217 (1)
rs1893217 (0.13)
rs763361 (0.99)
rs2304256 (<0.1)
rs2304256 (0.26)
rs425105 (0.98)
rs601338 (1)
rs2281808 (0.91)
rs11203203 (0.42)
–
rs5753037 (0.99)
rs229541 (0.98), rs229526 (0.39)

The most strongly associated SNP in a region is shown, together with the effect of the minor allele relative to the major allele. Where secondary associations were found, they are
conditional on the SNPs shown in the column “Conditional”. For previously known loci, the r2 between our lead SNP and the previously reported index SNPs is shown. New loci
(at P < 3.23 × 10−7) are indicated by an asterisk. Alleles are shown as major allele>minor allele. rs689 (11p15.5, INS) data were obtained from previous TaqMan genotyping. Named
candidate genes are genes for which there was additional evidence that they might be causal or which encode proteins with known immune functions that are part of the immune
pathways already identified as being involved in T1D pathogenesis. Because SNPs may alter enhancer sequences distant from the target gene, we have not named a gene (or a noncoding
RNA) if the only evidence for a causal role was that the peak of SNP association lies in or very near a gene (unless the SNPs alter coding sequence or splicing signals in a potentially
functional way). For example, RNLS at 10q23.31 has no established role in the immune system, and there is currently no specific functional data linking this gene to T1D etiology.

382

VOLUME 47 | NUMBER 4 | APRIL 2015

Nature Genetics


and 5p13.2 (rs11954020). rs11954020 is close to the multiple sclerosis candidate immune response gene IL7R. Two additional loci (at 17q21.31 and 21q22.3) were marginally associated ($P > 5 \times 10^{-8}$), and, as we describe later, additional support for the 17q21.31 locus came from genome-wide significant association of the same SNP, rs1052553, with primary biliary cirrhosis (PBC) 

At each of the 44 loci, we investigated whether additional SNPs were independently associated with T1D. Logistic regression analyses conditional on the most strongly associated SNP, or index SNP, in each region identified five loci with more than one independently associated SNP (Table 1). Four of these loci were already known to harbor more than one causal variant, but the fifth region, 11p15.5 (INS), was surprising as INS was the first non-MHC (major histocompatibility complex) region to be discovered with more than one causal variant, but the fifth region, 11p15.5 (INS), was the first non-MHC (major histocompatibility complex) region to be discovered for T1D, and the region has therefore been examined intensively. The likely causal candidate variants in this region were SNPs rs689 (−23HphI), rs3842753 (c.1140A>C) and the 5' variable-number tandem repeat (VNTR) polymorphism. In European-ancestry populations, these three sites are in near-perfect linkage disequilibrium (LD). SNPs rs689 and rs3842753 were assayed on the Immunochip, but both were eliminated after quality control. We integrated pre-existing rs689 data with Immunochip data for the 6,670 UK GRID (UK Genetic Resource Investigating Diabetes) cases and 6,304 British 1958 Birth Cohort controls and found rs689 to be the most strongly associated SNP. After conditioning on rs689, SNP rs72853903 still exhibited significant evidence for an independent association with T1D ($P = 5.4 \times 10^{-10}$; Table 1). We did not have sufficient data to integrate rs3842753 or the INS VNTR in these analyses, but rs689 is known to tag the VNTR precisely. We note that annotation using VEP identifies rs3842753 as an INS nonsynonymous SNP (encoding p.His77Pro). However, we found limited evidence for annotation of the transcript isoform, and rs3842753 is more likely to be a noncoding SNP in the 3' UTR of INS.

Comorbidity between T1D and other immune-mediated diseases has been reported widely through epidemiological and clinical studies, but evidence for shared genetic etiology has not been assessed in a uniform manner across multiple diseases. We sought to compare the underlying genetic susceptibilities to T1D and each of 15 immune diseases curated in ImmunoBase (accessed 13 February 2014). We first divided the densely mapped regions of the Immunochip into two sets according to whether there was published association with the index disease for that region. We then tested whether T1D single-SNP $P$ values differed between the two sets of regions using a variant set enrichment method that accounts for LD between SNPs (Online Methods). A difference in $P$-value distributions indicated that T1D showed stronger (or weaker) association with a particular region according to association with the index disease.

This comparison clearly delineated diseases with characteristic autoantibodies (for example, juvenile idiopathic arthritis (JIA), rheumatoid arthritis and T1D) relative to autoinflammatory disorders (ulcerative colitis and Crohn’s disease; Figure 1a and Table 2). We observed the strongest positive and negative enrichments with JIA ($P = 2 \times 10^{-13}$; Figure 1b) and ulcerative colitis ($P = 5.4 \times 10^{-5}$; Figure 1c), respectively. We note that the susceptibility loci for each disease remain incomplete, with the extent of the incompleteness varying across diseases. This limitation prevents us from drawing any conclusion such as ‘T1D is more like rheumatoid arthritis than autoimmune thyroid disease’; however, individually significant results are likely to be valid representations of disease overlap. The overlap between...
T1D and JIA was driven, in part, by shared loci ($P < 1 \times 10^{-20}$) at 1p13.2 (PTPN22), 12q24.11 (SH2B3) and 10p15.1 (IL2RA) (Fig. 1b,c), whereas, for ulcerative colitis, no shared loci reached this level of significance.

We exploited this pleiotropy to identify additional T1D associations. Previously, T1D was compared with celiac disease, and SNPs robustly associated ($P < 5 \times 10^{-8}$) with celiac disease and more weakly associated ($5 \times 10^{-8} < P < 1 \times 10^{-4}$) with T1D were considered to be associated with T1D and vice versa. Here we demonstrate that a SNP with $P < 5 \times 10^{-8}$ in any Immunochip disease study requires $P < 1 \times 10^{-5}$ for T1D to obtain a Bayesian posterior probability of T1D association $>0.9$, given that different Immunochip disease studies shared many control samples (Online Methods). Using this analysis, we identified 3 additional T1D-associated regions, bringing the number of known T1D susceptibility regions to 57: 14q24.1 (rs911263), 17q21.31 (rs17564829) (which achieved Bonferroni-corrected but not genome-wide significance in the primary analysis) and 6q23.3 (rs17264332 and rs6920220) (Table 3).

The 6q23.3 region contains the well-recognized candidate gene TNFAP3, linking TID susceptibility with the proinflammatory tumor necrosis factor (TNF) pathway. The three genes most proximal to the index SNP in the 14q24.1 region (RAD51B, ZFP36L1 and ACTN1) do not provide obvious insights into the biology of T1D, nor do genes near the index SNPs in the three other regions: 1q32.1 (CAMSA2P-GPR25-C1orf106), 2q13 (ACOX1L) and 4q32.3 (LINC01179-CPE- TLL1). CPE encodes carboxypeptidase E, a protease active in the neuroendocrine system and therefore could be considered a candidate T1D-associated gene. The gene content of the 17q21.31 (rs17564829) region, containing a 1-Mb inversion polymorphism with several copy number variants, is also not informative, although SPP1L2C, encoding signal peptide peptidase–like 2C, could be considered a candidate gene. Antigen presentation and associated proteolysis is important in the autoimmune process in T1D, including processing of the major autoantigen, preproinsulin, into peptide epitopes, some of which contain signal peptide amino acids.

We surveyed the National Human Genomes Research Institute (NHGRI) GWAS catalog to determine overlap of diseases or traits with the seven newly discovered loci. After removing diseases curated in ImmunoBase, we found that the 17q21.31 variant (rs17564829), in intron 1 of the MAPT gene (encoding microtubule-associated protein τ), was in strong LD ($r^2 > 0.9$) with the index SNP for several neurodegenerative diseases, including Parkinson disease. We also examined two expression quantitative trait locus (eQTL) data sets in relevant tissues for overlap with our seven newly identified T1D associations. SNPs rs17564829 in the 17q21.31 region was associated with expression of NSF, KANSL1, ARHGAP27 and the RNA gene MGC5736. This region overlaps a set of haplotypes in high LD that incorporate duplication and inversion events, complicating further interpretation.

No other identified genes had strong functional candidacy.

It is well established that the SNPs showing the strongest association with disease in any region are not necessarily the causal variants, owing to a combination of sampling variation and LD. Nevertheless, the dense coverage of the Immunochip increases the likelihood that causal variants are among the SNPs genotyped in the T1D-associated loci. Although putative causal variants cannot be identified without further experimentation, identification of the most strongly associated SNPs in each region allowed us to integrate the location of these SNPs and their flanking sequences with emerging knowledge of the regulatory sequences of the genome. Focusing on primary and conditional signals in each of the 44 loci listed in Table 1, we used a Bayesian approach similar to that described previously to define the 99% credible set of SNPs within which the causal variants are most likely to be present (Supplementary Table 1).

Table 2 Enrichment analysis of evidence for T1D association across densely genotyped non-MHC loci associated with other autoimmune or autoinflammatory diseases

<table>
<thead>
<tr>
<th>Index disease</th>
<th>Associated regions</th>
<th>Disease association</th>
<th>Not disease associated</th>
<th>Enrichment result</th>
</tr>
</thead>
<tbody>
<tr>
<td></td>
<td>SNP in regions</td>
<td>z</td>
<td>P</td>
<td></td>
</tr>
<tr>
<td>Juvenile idiopathic arthritis</td>
<td>15</td>
<td>2,527</td>
<td>22,725</td>
<td>7.35</td>
</tr>
<tr>
<td>Areata alopecia</td>
<td>4</td>
<td>763</td>
<td>24,489</td>
<td>6.63</td>
</tr>
<tr>
<td>Primary sclerosing cholangitis</td>
<td>10</td>
<td>1,866</td>
<td>23,386</td>
<td>6.28</td>
</tr>
<tr>
<td>Rheumatoid arthritis</td>
<td>27</td>
<td>4,382</td>
<td>20,870</td>
<td>5.51</td>
</tr>
<tr>
<td>Primary biliary cirrhosis</td>
<td>16</td>
<td>2,289</td>
<td>22,963</td>
<td>5.26</td>
</tr>
<tr>
<td>Celiac disease</td>
<td>29</td>
<td>4,512</td>
<td>20,740</td>
<td>2.55</td>
</tr>
<tr>
<td>Autoimmune thyroid disease</td>
<td>9</td>
<td>1,622</td>
<td>23,630</td>
<td>2.50</td>
</tr>
<tr>
<td>Narcolepsy</td>
<td>2</td>
<td>217</td>
<td>25,035</td>
<td>1.49</td>
</tr>
<tr>
<td>Multiple sclerosis</td>
<td>57</td>
<td>8,312</td>
<td>16,940</td>
<td>1.15</td>
</tr>
<tr>
<td>Systemic lupus erythematosus</td>
<td>14</td>
<td>2,528</td>
<td>22,724</td>
<td>0.23</td>
</tr>
<tr>
<td>Ankylosing spondylitis</td>
<td>21</td>
<td>3,103</td>
<td>22,149</td>
<td>0.84</td>
</tr>
<tr>
<td>Sjogren’s syndrome</td>
<td>6</td>
<td>985</td>
<td>24,267</td>
<td>1.29</td>
</tr>
<tr>
<td>Psoriasis</td>
<td>25</td>
<td>4,457</td>
<td>20,795</td>
<td>2.22</td>
</tr>
<tr>
<td>Crohn’s disease</td>
<td>83</td>
<td>13,225</td>
<td>12,027</td>
<td>2.61</td>
</tr>
<tr>
<td>Ulcerative colitis</td>
<td>58</td>
<td>9,336</td>
<td>15,916</td>
<td>4.04</td>
</tr>
</tbody>
</table>

Table 3 Pleiotropic SNPs associated with T1D

<table>
<thead>
<tr>
<th>Index SNP</th>
<th>Chr.</th>
<th>Position (bp)</th>
<th>MAF</th>
<th>Alleles</th>
<th>Index disease</th>
<th>OR</th>
<th>P</th>
<th>T1D association</th>
<th>Candidate gene(s)</th>
<th>Reference</th>
</tr>
</thead>
<tbody>
<tr>
<td>rs17264332</td>
<td>6q23.3</td>
<td>138,005,515</td>
<td>0.22</td>
<td>A&gt;G</td>
<td>CEL</td>
<td>1.29</td>
<td>5.00 x 10^{-30}</td>
<td>1.12</td>
<td>8.26 x 10^{-6}</td>
<td>TNAIP3</td>
</tr>
<tr>
<td>rs6920220</td>
<td>6q23.3</td>
<td>138,006,504</td>
<td>0.22</td>
<td>G&gt;A</td>
<td>UC</td>
<td>1.16</td>
<td>1.40 x 10^{-21}</td>
<td>1.12</td>
<td>7.26 x 10^{-6}</td>
<td>33,34</td>
</tr>
<tr>
<td>rs6920220</td>
<td>6q23.3</td>
<td>138,006,504</td>
<td>0.22</td>
<td>G&gt;A</td>
<td>RA</td>
<td>1.20</td>
<td>2.30 x 10^{-13}</td>
<td>1.12</td>
<td>7.26 x 10^{-6}</td>
<td>35</td>
</tr>
<tr>
<td>rs911263</td>
<td>14q24.1</td>
<td>68,753,593</td>
<td>0.29</td>
<td>T&gt;C</td>
<td>PBC</td>
<td>0.79</td>
<td>9.95 x 10^{-11}</td>
<td>0.89</td>
<td>4.93 x 10^{-6}</td>
<td>16</td>
</tr>
<tr>
<td>rs17564829</td>
<td>17q21.31</td>
<td>44,006,601</td>
<td>0.195</td>
<td>T&gt;C</td>
<td>PBC</td>
<td>1.25</td>
<td>2.15 x 10^{-9}</td>
<td>0.89</td>
<td>6.77 x 10^{-6}</td>
<td>16</td>
</tr>
</tbody>
</table>

We show all genome-wide significant index SNPs for immune-mediated diseases with $P < 1 \times 10^{-5}$ in the case-control analysis presented here. Shown are the indicated SNPs, diseases and the single-SNP association test statistics for each index disease and T1D. Chromosome positions are given according to GRC37. Chr., chromosome; MAF, minor allele frequency; OR, odds ratio; CEL, celiac disease; UC, ulcerative colitis; RA, rheumatoid arthritis; PBC, primary biliary cirrhosis.

rs17264332 is in LD with rs6920220, $r^2 = 1$. rs17564829 is in LD with rs1052553 in Table 1, $r^2 = 0.99$. 

Note: $r^2$ refers to the coefficient of determination in genetics, indicating the proportion of variance in the phenotype that is explained by the genotype.
We used the set of credible SNPs to interrogate 15 chromatin states across 127 tissues derived from the Epigenomics Roadmap and Encyclopedia of DNA Elements (ENCODE) projects\textsuperscript{26}. We observed a strong enrichment of SNPs in enhancer chromatin states in immunologically relevant tissues (Fig. 2). Thymus, CD4\textsuperscript{+} and CD8\textsuperscript{+} T cells, B cells and CD3\textsuperscript{+} stem cells exhibited the strongest enrichment in more than one sample of each tissue or cell type. There was less evidence of enrichment in promoter sequences (Fig. 2), suggesting that variation in enhancer sequences is more relevant to T1D. Our Bayesian approach is more informative in selecting relevant SNPs than the conventional r\textsuperscript{2}-based approach that focuses on SNPs showing r\textsuperscript{2} > 0.8 with index SNPs—the r\textsuperscript{2}-based approach only identified enhancer enrichment in one subtype of CD4\textsuperscript{+} T cells (data not shown). Recently, an analysis of active gene enhancers across multiple tissues reported enrichment of T1D GWAS SNPs in promoters, not enhancers\textsuperscript{27}. This difference could be attributable to the empirical technique used in defining enhancers or the focus of this analysis on enhancers in general (rather than tissue-specific enhancers), a failure to adjust for potential confounding by minor allele frequency (MAF) or reliance on the r\textsuperscript{2}-based approach rather than establishing a credible set of putatively causal SNPs. Our analyses found no evidence of enrichment in pancreatic islet enhancers, a result supported by a recent detailed analysis of pancreatic islets that found evidence for enrichment of GWAS signals for type 2 diabetes and fasting glucose levels in a subset of those enhancers but not T1D signals\textsuperscript{28}.

We also investigated whether analysis of available chromatin state data and accompanying annotation could narrow our credible SNP lists and highlight certain genes and SNPs. We focused on credible SNPs that were either nonsynonymous or missense (as annotated by VEP\textsuperscript{19} Ensembl v75) or that overlapped enhancer regions in the tissues that showed an enrichment for T1D-associated SNPs in Figure 2 (Supplementary Data Set). Although credible SNP sets can be large, this filtering reduced their median size from 28 to 8 SNPs (Supplementary Fig. 1). We highlight 29 SNPs corresponding to 12 regions for which the size of the filtered sets was relatively small (<5 SNPs) in Supplementary Table 2. The analyses did not identify any new candidate genes other than the known candidate causal genes containing high-confidence missense variants: PTPN22, IFIH1, CTSY, TYK2 and FUT2. Nevertheless, these analyses did identify SNPs that overlapped potential enhancers near CTSY, TYK2 and UBAH3A that are worthy of specific laboratory investigations. In addition, we identified candidate enhancer SNPs in four other regions (6q22.32, 7p12.1, 10q23.31 and 16q23.1), none of which had obvious candidate genes (Table 1 and Supplementary Data Set). Chromosome conformational capture can be used to directly determine the presence of physical interactions between promoters and potential enhancer sequences\textsuperscript{29} in the most enriched primary cell types using our credible SNP variants. There was a discrete cluster of credible enhancer SNPs 5’ of the functional candidate gene IL10 (Supplementary Data Set), yet this potential regulatory sequence could interact with the promoter of the adjacent candidate gene IL19 (or with both). Genome-wide analysis of promoter-enhancer interactions will help identify new candidate causal genes\textsuperscript{30,31}. Notwithstanding the current lack of data on promoter-enhancer interactions, these analyses identify AFF3 (2q11.2) and BCAR1 (16q23.1) as new candidate genes for T1D.

Figure 2. Heat map showing chromatin state enrichment analysis of the T1D 99% credible SNP set in Immunochip densely mapped regions versus the complement set within the Epigenomic Roadmap and ENCODE tissues. The top colored row groups cell types into four anatomical categories with relevance to T1D. Subsequent rows use a red (enrichment) to blue (depletion) scale to illustrate enrichment in a particular chromatin state (1, TssA (active transcription start site); 2, TssAFlnk (flanking active transcription start site); 3, TxFlnk (transcribed at the 5’ and 3’ ends of the gene); 4, Tx (strong transcription); 5, Twk (weak transcription); 6, EnhG (genic enhancer); 7, Enh (enhancer); 8, ZNF/Rpts (ZNF genes and repeats); 9, Het (heterochromatin); 10, TssBiv (bivalent/posed transcription start site); 11, BivFlnk (flanking bivalent transcription start site or enhancer); 12, EnhBiv (bivalently enhancer); 13, ReprPC (repressed Polycomb); 14, ReprPCWk (weakly repressed Polycomb); 15, Quies (quiescent or low expression).
Accession codes. Immunochip data for UK GRID cases and for T1DGC ASP and trio families have been deposited in the database of Genotypes and Phenotypes (dbGaP) under accession phs000180.v2.p2. Immunochip data for the British 1958 Birth Cohort, the UK National Blood Service and the NIHR Cambridge Biomedical Research Centre Cambridge BioResource have been deposited in the European Genome-phenome Archive (EGA) under accession EGAS00000000038.

Note. Any Supplementary Information and Source Data files are available in the online version of the paper.

ACKNOWLEDGMENTS
This research uses resources provided by the Type 1 Diabetes Genetics Consortium, a collaborative clinical study sponsored by the National Institute of Diabetes and Digestive and Kidney Diseases (NIDDK), the National Institute of Allergy and Infectious Diseases (NIAID), the National Human Genome Research Institute (NHGRI), the National Institute of Child Health and Human Development (NICHD) and JDRF and supported by grant U01 DK66241 from the National Institutes of Health. Further support was provided by grants from the NIDDK (DK046653 and DK085678) to P.C. and by a joint JDRF and Wellcome Trust grant (WT061858/01151) to the Diabetes and Inflammation Laboratory at Cambridge University, which also received support from the NIHR Cambridge Biomedical Research Centre. ImmunoBase receives support from Eli Lilly and Company. C.W. and H.G. are funded by the Wellcome Trust (089989). The Cambridge Institute for Medical Research (CIMR) is in receipt of a Wellcome Trust Strategic Award (100140).

We gratefully acknowledge the following groups and individuals who provided biological samples or data for this study. We obtained DNA samples from the British 1958 Birth Cohort collection, funded by the UK Medical Research Council and the Wellcome Trust. We acknowledge use of DNA samples from the NIHR Cambridge BioResource and thank volunteers for their support and participation in the Cambridge BioResource and members of the Cambridge BioResource Scientific Advisory Board (SAB) and Management Committee for their support of our study. We acknowledge the NIHR Cambridge Biomedical Research Centre for funding. Access to Cambridge BioResource volunteers and to their data and samples are governed by the Cambridge BioResource SAB. Documents describing access arrangements and contact details are available at http://www.cambridgebioresource.org.uk/. We thank the Avon Longitudinal Study of Parents and Children laboratory in Bristol, UK, and the British 1958 Birth Cohort team, including S. Ring, R. Jones, M. Pembrey, W. McArdle, D. Strachan and P. Burton, for preparing and providing the control DNA samples. This study makes use of data generated by the Wellcome Trust Case Control Consortium, funded by Wellcome Trust award 076113; a full list of the investigators who contributed to the generation of the data is available from http://www.wtccc.org.uk/.

AUTHOR CONTRIBUTIONS
The study was conceptually designed by M.J.D., J.C.R., P.D., I.A.T., C.W. and P.C. and S.S.R. The study was implemented by S.O.-G., E.F., H.S., N.M.W.P., D.RDG, J.A.T., C.W., P.C. and S.S.R. DNA samples were managed by S.O.-G., E.F. and H.S. Genotyping and laboratory quality control were conducted by S.O.-G., E.F. and P.D. Statistical quality control methods were implemented by W.-M.C., M.S., N.J.C., H.G. and J.C.M. Statistical analyses were performed by W.-M.C., A.R.Q., J.C.M., J.D.C., O.B., J.K.B., N.J.C., M.D.E. and C.W. Chromatin state analyses were conducted by O.B., L.D.W., A.K. and M.K. ImmunoBase is maintained by O.B., E.S. and P.A. The manuscript was written by S.O.-G., W.-M.C., A.R.Q., O.B., J.A.T., C.W., P.C. and S.S.R. All authors reviewed and contributed to the final manuscript.

COMPETING FINANCIAL INTERESTS
The authors declare no competing financial interests.

Reprints and permissions information is available online at http://www.nature.com/reprints/index.html.

Online Methods

Samples. ASP families were collected by the T1DGC from five geographic regions through four recruitment networks. Recruitment criteria for the families have been discussed previously16. A total of 6,808 T1D case samples were ascertained from the UK GRiD cohort17. Control samples were obtained from the British 1958 Birth Cohort (n = 6,929)18 and the UK National Blood Services collection (n = 3,060)12 and the NIHR Cambridge Biomedical Research Centre Cambridge BioResource (n = 2,846)13. Many of these samples (98% of cases, 59% of controls and 57% of family samples) were also used in an earlier GWAS meta-analysis that initially identified many of the T1D-associated regions1. All samples included in this analysis have reported or self-declared European ancestry. All DNA samples were collected after approval from relevant institutional research ethics committees. Review boards of all contributing institutions approved all protocols and informed consent for sharing of data and sample collection; appropriate informed consent was obtained from all subjects and families.

Genotyping and quality control. Genotyping was performed using a custom high-density genotyping array, the Immunochip (Illumina), according to the manufacturer's protocols. The Immunochip, a custom Illumina Infinium HD array, was designed to densify genotype, using 1000 Genomes Project data and any other available disease-specific resequencing data, immunemediated disease loci identified by common variant GWAS. The Immunochip Consortium selected 186 distinct loci containing markers meeting genome-wide significance (P < 5 × 10^{-8}) from 12 such diseases (autoimmune thyroid disease, ankylosing spondylitis, Crohn's disease, celiac disease, IgA deficiency, multiple sclerosis, primary biliary cirrhosis, psoriasis, rheumatoid arthritis, systemic lupus erythematosus, T1D and ulcerative colitis). All 1000 Genomes Project pilot phase37 CEU population variants (September 2009 release) within 0.1-cM recombination blocks (HapMap 3 CEU) around the lead marker for each GWAS region were submitted for array design. No filtering on correlated variants (LD) was applied. Additional content included regional resequencing data (submitted by several groups) as well as a small proportion of investigator-specific undisclosed content including intermediate GWAS results.

All individuals from T1DGC ASP and trio families (n = 11,584), T1D cases (n = 6,808) and British 1958 Birth Cohort controls (n = 5,452) were genotyped at the Genome Sciences Laboratory within the Center for Public Health Genomics at the University of Virginia. An additional 1,477 control samples from the British 1958 Birth Cohort, 2,846 samples from the NIHR Cambridge Biomedical Research Centre Cambridge BioResource and 3,060 UK National Blood Service samples were genotyped at the Wellcome Trust Sanger Institute. The Illumina GeneTrain2 algorithm was used to cluster genotypes. Sample and SNP quality control analyses for the family data set and the case-control data set were performed separately. Initial sample quality control metrics included sample call rate, heterozygosity and concordance for reported versus genotyped sex. Relationship and population structure inference analyses were performed, and the inferred relationship and population membership for each individual determined from the genetic data were compared to the self-reported pedigree and ancestry data (see sections on population inference and population structure for more details). A total of 34 cases, 192 controls and 20 individuals in T1DGC ASP families were removed for missing rate >5%. Approximately 2,000 SNPs on the X chromosome and Y chromosome were used to infer sex on the basis of the genetic data. Individuals with low X chromosome heterozygosity and a large number of Y-chromosome SNPs were defined as ‘males’; individuals with high X-chromosome heterozygosity and a small number of Y-chromosome SNPs were defined as ‘females’. Inconsistency between self-reported sex and genetically determined sex for any individual was considered an error in sex. From this analysis, 39 T1D cases, 79 controls and 59 individuals in T1DGC ASP families were removed. Samples with heterozygosity outside the range of 19–23.5% were removed, including 7 cases and 19 controls. A further 75 cases and 201 controls were removed for other reasons, comprising sample duplication, inability to map sample IDs to demographic information, relatedness (see below) and population structure. A total of 6,683 cases, 12,173 controls, 2,601 ASP families and 69 trio families (10,796 total individuals) were used for analysis following quality control.

Monomorphic SNPs (~23,000) were identified and removed. A total of 527 SNPs in cases, 2,405 SNPs in controls and 1,387 SNPs in T1DGC ASP and trio family data were rejected owing to failure to attain a genotyping rate of at least 95%. An additional 618 SNPs in the case and control data were removed owing to a low genotyping rate at less frequent and rare variants (genotyping rate <99% for SNPs with MAF <1% or genotyping rate less than (1 − MAF) for SNPs with MAF >1%). In the case and control collections, 1,432 SNPs failed Hardy–Weinberg equilibrium tests (with Hardy-Weinberg equilibrium P < 1 × 10^{-6}) in controls, and 527 SNPs failed (with Hardy-Weinberg equilibrium P < 1 × 10^{-10}) in cases. In the ASP families, 2,939 SNPs failed with mendelian inconsistency (MI) errors (with a standard MI error rate >0.5% or an adjusted MI error rate >5% for rare variants). A total of 163,924 SNPs passed quality control metrics in the case and control collections, and 164,643 SNPs passed quality control metrics in the families. Of these sets of SNPs, 154,939 SNPs overlapped and were used for initial analyses. The first iteration of identifying the best markers for dense regions produced a large number of markers with visually identified noisy signal clouds. As a result, further SNP quality control was undertaken, whereby the call rate cutoff was increased to 99% and the Hardy-Weinberg equilibrium cutoff was decreased to P < 1 × 10^{-4}. A further 8,349 SNPs were removed for lower call rate, 10,708 were removed for violation of Hardy-Weinberg equilibrium and 34 were removed for manually identified poor signal clouds. This strategy reduced the total number of SNPs analyzed to 135,870 and produced top SNPs with much cleaner signal cloud data.

We observed inflation of test statistics across all SNPs that passed quality control (λ_{1,000} = 1.09), which was expected as the Immunochip was designed to target robustly defined immune-mediated disease susceptibility loci. Excluding SNPs from regions reported here, λ_{1,000} was reduced to 1.07; excluding all densely genotyped regions reduced λ_{1,000} to 1.03.

Relationship inference. Cryptic relatedness can confound the result of population structure and association analyses and can lead to inflated type I error rates. We used the relationship inference method that was implemented in KING4 to estimate the kinship coefficient between every pair of individuals on the basis of their SNP data. Because only SNPs for these two individuals were used when the kinship coefficient was estimated for a pair of individuals, the estimation accuracy was independent of the population structure for the entire data.

Twenty-two autosomes are well covered on the Immunochip array; thus, the SNP density provides sufficient power to correctly identify close relationships (first and second degree) with extremely low numbers of false positives (i.e., to separate unrelated pairs from close relatives)7. After cryptic relatedness was identified, pedigree errors were resolved by removing problematic individuals (within families) and/or by reconstructing the pedigree (both within and across families) incorporating the newly identified first- and second-degree relationships.

A total of 30 individuals were removed in family data owing to inconsistency between the estimated and documented relationships, and ~500 pairs of first-degree relatives that were not reflected in the documented pedigree have been incorporated in the pedigree data by pedigree reconstruction. All pairwise relationships in families after quality control are shown in Supplementary Figure 2. The estimated kinship coefficient of each pair of relatives is plotted against the proportion of zero identity by state (IBS), with the documented relationships being indicated by color. All 42 pairs of documented identical twins had estimated kinship coefficients >0.4. Among 16,292 documented first-degree relative pairs, 16,270 pairs had estimated kinship coefficients between 0.177 and 0.36 (the criterion to be inferred as first-degree relatives)4. In the analyzed data, a total of 10,796 individuals from 2,682 nuclear families had genotypes available. There were 1,670 families with both parents available, 652 families with only one parent available and 360 individuals with neither parent available. The distribution of affected siblings was 69 families with 1 affected sibling, 2,490 families with 2 affected siblings, 104 families with 3 affected siblings, 5 families with 4 affected siblings and 2 families with 5 affected siblings.

In the T1D cases and the UK control data, 159 controls and 48 cases were removed for being close relatives. After this level of quality control, no
remaining ‘unrelated’ pairs in the case or control data had estimated kinship coefficients >0.09, indicating that all individuals were indeed unrelated. We also checked the UK T1D cases and UK controls for relatedness in the T1DGC ASP and trio family data set, as one of the four T1DGC collection sites was in the UK. A total of five pairs of individuals were identified with a genotype concordance rate >99.99%; the related individuals were selectively removed from the T1DGC family data set.

Population structure. We applied the principal-component analysis (PCA) method that is implemented in KING36 for the identification of the population structure. We combined HapMap 3 data (1,097 unrelated individuals were used39, with 215 of European ancestry) with each cohort. We kept SNPs that were present on both the HapMap and Immunochip panels and removed SNPs with \( r^2 > 0.5 \) with other SNPs. After applying the quality control filters, ~30,000 SNPs were used for the structure analysis. PCA was first carried out among the HapMap individuals only, and each Immunochip individual was then projected onto the space that was expanded by the principal components of the HapMap individuals. The projected principal components for each individual sample represent its ancestry relative to the HapMap populations. Using this algorithm, we obtained the principal components for case-control individuals by cohort, projected onto either the entire HapMap 3 populations (Supplementary Fig. 3) or the European-ancestry populations only, including CEU and TSI (Supplementary Fig. 4); we also obtained the principal components for individuals in the family data set (Supplementary Fig. 5).

The population structure of our case-control data is compared with that of all HapMap 3 populations in Supplementary Figure 3. A total of 69 individuals were identified as being greater than 3 s.d. from the average of the second principal component in European populations, and these outliers were excluded from analysis. The principal components of all case-control individuals from four cohorts (UK GRID and British 1958 Birth Cohort genotyped at the University of Virginia and British 1958 Birth Cohort and National Blood Service genotyped at the Wellcome Trust Sanger Institute) were in the range of the European-ancestry populations, clearly separated from non-European populations. Case-control individuals are compared with European populations only, including CEU and TSI, in Supplementary Figure 4. The cluster on the left is for CEU that represents northern Europeans, and the cluster on the right is for TSI, which represents southern Europeans. A total of 55 outliers were identified in this analysis clustering with the southern Europeans and were excluded before analysis. The results in Supplementary Figure 5 suggest that there was no substructure difference between cases (UK GRID) and controls (British 1958 Birth Cohort) genotyped on the Immunochip at the University of Virginia with those controls (British 1958 Birth Cohort and UK National Blood Service) genotyped at the Wellcome Trust Sanger Institute. The population structure in the family data, in comparison to the HapMap populations, is shown in Supplementary Figure 5. Only individuals of European ancestry were used in the analysis.

SNP annotation. The chromosomal locations of the Immunochip SNPs were standardized to Build 37 (hg19) coordinates using the UCSC liftOver tool. For each variant, the SNP alleles have been normalized so that the reference and alternate alleles are reported on the reference (top) strand.

Single-SNP association analysis. To test the association between each SNP and T1D, we applied the Generalized Disequilibrium Test (GDT) method39 to the T1DGC ASP and trio family data and fit a logistic regression to the T1D case and control data. We then combined the family and case-control data using meta-analysis.

The GDT method computes the genotype difference between all pairs of phenotypically discordant relatives within each family. This method uses the information from all discordant relative pairs, including data for nuclear families that are not efficiently used in family-based tests such as the Transmission/Disequilibrium Test (TDT) or the Family-Based Association Test (FBAT). To estimate the effect at each variant, we carried out a TDT at each region and approximated the OR of a variant by the transmission/non-transmission ratio at this region observed in parent–affected offspring trios. In the logistic regression model for T1D in the case-control data, association between T1D and an additive genotype score at each SNP was performed with adjustment for sex and regions in UK (12 dummy variables created for the 13 regions)40. The SNP.rhs.estimates function from package snpStats R 3.0.2 was used for analysis41.

Meta-analysis. A weighted \( z \) score was used to combine results from the case-control and family data42. An overall \( \beta \) coefficient and standard error were computed as the weighted average of the individual \( \beta \) statistics, and a corresponding \( P \) value for that statistic was computed. Weights were proportional to the inverse variance (1 divided by the standard error squared) in each study and were scaled by the meta-variance \( (\sigma_{meta}^2) \) defined as follows

\[
\sigma_{meta}^2 = 1/(1/\sigma_{cc}^2 + 1/\sigma_{fam}^2)
\]

where \( \sigma_{cc}^2 \) is the variance from the case-control series and \( \sigma_{fam}^2 \) is the variance from the family sample, so that the weights summed to 1. For the family data, instead of using the total number of family members, we used twice the number of parent–affected offspring trios as the effective sample size for the meta-analysis.

Conditional analysis to identify secondary signals. To determine whether additional SNPs within a region were significantly associated with T1D, independently of the most strongly associated SNP identified in the primary analysis, we performed conditional analysis using the case-control data. For each T1D region, the conditional analysis started with the SNP that was the most statistically significant as identified in the meta-analysis. A new logistic regression model was fitted to the case-control data, adjusting for the previously identified SNP as a covariate. We repeated this procedure until no SNPs in the region attained our threshold for statistical significance.

Overlap of T1D with other autoimmune diseases. For each disease in ImmunoBase, we downloaded the set of curated index SNPs (http://www.imunobase.org/page/RegionsLanding; accessed 13 February 2014). We excluded inflammatory bowel diseases, as this is a combination of ulcerative colitis and Crohn’s disease, which are summarized individually. The MHC region (chr 6: 25–35 Mb, GRCh37) was excluded from analysis. For each disease in turn, we used the index SNPs to label each densely mapped region of the Immunochip as associated or not with the index disease. After LD pruning (\( r^2 \leq 0.95 \)) to remove excessive correlation, distributions of T1D association meta-analysis \( P \) values for SNPs were compared between the two sets or regions using a non-parametric Wilcoxon rank-score test, as implemented in the R package wgsa44. LD between SNPs inflates the variance of the test statistic, so we estimated this variance empirically under the null hypothesis of no association using 10,000 permutations of case versus control status. Given overall significant evidence of shared or disparate genetic architecture, we examined which loci were involved by summarizing the evidence for T1D association in a region using \( P = \min(-\log(P)) \) over all SNPs in a given densely genotyped region.

eQTL and GWAS catalog overlap in seven newly discovered regions. To define a query SNP set, we took a 2-Mb window centered on each newly discovered index SNP and then filtered out overlapping SNPs on the basis of an LD threshold of \( r^2 \geq 0.9 \) with the index SNP, using 1000 Genomes Project data. To identify potential eQTL overlap, we downloaded summary statistics from Fairfax et al. (Table S7 in ref. 44) and Westra et al.25 (Blood eQTL browser; see URLs) and computed overlap with the query SNP set. For each significant overlap, we computed the LD with the top eQTL SNP for that probe or tissue, again using 1000 Genomes Project data. To look for trait or disease overlap outside the scope of ImmunoBase, we used the query SNP set to examine overlap with the NHGRI GWAS catalog25.

Credible sets of causal variants. For each index SNP (Table 1), we considered all SNPs within a 50-kb window and used the case-control data to compare models containing the index SNP \( i \) or each alternative SNP \( j \) using approximate Bayes factors, by the relationship

\[
-2\log(ABF_j) = BIC_i - BIC_j
\]
where $\text{ABF}_j$ is the approximate Bayes factor comparing models containing SNPs $i$ and $j$, and $\text{BIC}$ is the Bayesian information criterion (BIC) calculated from a logistic model of case/control status against SNP $i$. For simplicity, this analysis was performed using only the case-control cohort. For multiple-SNP models, we considered the conditional SNPs as fixed; for example, for chromosome 10p15.1, when considering rs1079579 in an index SNP and conditioning on rs61839660, we calculated BICs for the index model containing rs61839660 and rs10795791 and for all alternative two-SNP models containing rs61839660 and another SNP within a 50-kb window centered on rs10795791.

For any interval, we estimated the probability that any individual SNP $j$ was the causal variant responsible for that signal (again, including conditional models, where appropriate) by the posterior probability

$$\text{PP}_j = \frac{\text{BIC}_j}{\text{sum(\text{BIC})}}$$

and we thus created a 99% credible set of SNPs as the smallest set of SNPs with total posterior probability $\geq 99\%$.

**Enrichment analysis.** Epigenomic Roadmap annotations were downloaded from the web portal. These were processed using R and Bioconductor packages to annotate the Immunochip SNPs overlapping tissue-specific functional elements. According to the credible sets formed above, the Immunochip SNPs that passed quality control could be divided into two sets: A, those that were in any credible set within densely mapped regions on the Immunochip, i.e., potential causal variants ($n = 1,256$); B, their complement within densely mapped regions on the Immunochip, i.e., variants unlikely to be causal ($n = 78,692$). We tested for enrichment of T1D signals in enhancers in each cell type in turn by forming a series of 2 × 2 contingency tables, stratified by a SNPs MAF in controls (<0.05, <0.1, <0.2, <0.3, <0.4 or <0.5), showing the overlap of SNPs in sets A and B with functional elements according to physical location. The stratification was important to control for confounding, as both enhancer presence/absence and membership of a SNP in a credible set were associated with MAF. We used Cochran-Armitage tests, with the Mantel extension, to test for association. The sign of the score statistic determined the direction of association.

**Filtering of credible SNPs.** To create a filtered set of credible SNPs that could be targeted in future functional studies, we first expanded the sets by considering all neighboring SNPs in the 1000 Genomes Project CEU release that did not pass genotyping on the Immunochip. These 1000 Genomes Project SNPs were assigned to credible sets if the Immunochip SNP with which they were neighboring all neighboring SNPs in the 1000 Genomes Project CEU release that did not pass genotyping on the Immunochip. These 1000 Genomes Project SNPs were assigned to credible sets if the Immunochip SNP with which they showed the strongest LD, according to $r^2$ value, was in a credible set. For each set, we calculated the size of the expanded credible set, the number of SNPs in the credible set that overlapped enhancers in tissues that showed enrichment according to Figure 2 and the number of SNPs that were nonsynonymous. These results are presented in Supplementary Table 1.

**Evidence for T1D association conditional on genome-wide significant association in another autoimmune disease.** Locci have previously been assigned as being associated with T1D on the basis of association $P < 1 \times 10^{-4}$ for a SNP that also showed association $P < 5 \times 10^{-8}$ in another autoimmune disease. Here we explored the strength of evidence these thresholds provide, on the basis of previous work. For any individual SNP and two diseases, there exist four hypotheses:

$H_0$: The SNP is not associated with either disease.

$H_1$: The SNP is associated with only disease 1.

$H_2$: The SNP is associated with only disease 2.

$H_2$: The SNP is associated with both disease 1 and disease 2.

Realistic prior probabilities are

\[ p_0 = 1-2 \times 10^{-4} \text{ to } 1 \times 10^{-5} \]
\[ p_1 = 1 \times 10^{-4} \]
\[ p_2 = 1 \times 10^{-4} \]
\[ p_{12} = 1 \times 10^{-5} \]

which imply that we expect about 1 in 1,000 SNPs to show association with either disease and, of the SNPs associated with 1 disease, we expect about 1 in 10 to be associated with both diseases.

**Posterior probabilities for independent data sets.** We used the approximate Bayes factors presented previously to estimate $p_i$, the Bayes factor for association with disease $i$ compared to no association with disease $i$ given only single-SNP $P$ values and the MAF of the SNP in controls. If we assume that the case and control data sets for each disease are independent, they can be combined to calculate Bayes factors for each hypothesis.

\[ \text{BF}_i = \frac{p_i}{B} \]
\[ \text{BF}_i = \frac{p_i}{B} \]
\[ \text{BF}_i = \frac{p_i}{B} \]
\[ \text{BF}_i = \frac{p_i}{B} \]

Thus, the posterior probability for each hypothesis is given as

\[ \text{PP}_0 = \frac{\pi_0}{B} \]
\[ \text{PP}_1 = \frac{\pi_1}{B} \]
\[ \text{PP}_2 = \frac{\pi_2}{B} \]
\[ \text{PP}_{12} = \frac{\pi_{12}}{B} \]

**Effect of shared versus independent controls.** The Immunochip Consortium genotyped a large sample of shared UK controls. This induces correlation between the $P$ values from different diseases, so $\text{BF}_{12}$ cannot be expressed as a simple product of disease-specific Bayes factors. Methods to account for the effects from shared controls appear conservative, as they do not allow for the reasonable assumption that related diseases share genetic susceptibility variants. Instead, we used simulation to explore the effect of non-independence on $\text{PP}_{12}$. We used multinomial models and the approximate Bayes factor to properly estimate the posterior probabilities of each hypothesis.

To explore the effect of shared controls, we considered two general scenarios, relating the sample sizes available in the Wellcome Trust Case Control Consortium and the Immunochip reports. Using $P_i$ to denote the single-SNP $P$ value for disease $i$, the results (Supplementary Fig. 6) show that, for independent controls, $\text{PP}_{12} > 0.9$ (median = 0.97) whenever $p_1 < 1 \times 10^{-4}$. However, for shared controls, we cannot be as confident of association. $\text{PP}_{12}$ is independent of $p_1$, given that we believe the association with disease 1 is real. The number of cases for each disease has a relatively minor effect on $\text{PP}_{12}$, whereas the MAF and the number of shared controls have slightly larger effects. Conditional posterior probabilities increase with MAF but decrease with an increasing number of shared controls. The strongest determinant is $p_2$, with $\text{PP}_{12}$ being in the interval 0.37–0.61 (median = 0.46) at $p_2 = 1 \times 10^{-4}$ for all scenarios. When $p_2 = 1 \times 10^{-5}$, $\text{PP}_{12}$ is in the interval 0.87–0.90 (median = 0.89), suggesting that a threshold of $p_2 = 10^{-5}$ may be more suitable for convincing evidence of association with a second autoimmune disease.

The corresponding R code is available at http://dx.doi.org/10.6084/m9.figshare.827246 and is based, in part, on functions from the R package coloCommonControl available at https://github.com/mdfortune/coloCommonControl.


FRESCo: finding regions of excess synonymous constraint in diverse viruses

Rachel S Sealfon\textsuperscript{1,2*}, Michael F Lin\textsuperscript{3}, Irwin Jungreis\textsuperscript{1,2}, Maxim Y Wolf\textsuperscript{1,2}, Manolis Kellis\textsuperscript{1,2} and Pardis C Sabeti\textsuperscript{2,4*}

Abstract

**Background:** The increasing availability of sequence data for many viruses provides power to detect regions under unusual evolutionary constraint at a high resolution. One approach leverages the synonymous substitution rate as a signature to pinpoint genic regions encoding overlapping or embedded functional elements. Protein-coding regions in viral genomes often contain overlapping RNA structural elements, reading frames, regulatory elements, microRNAs, and packaging signals. Synonymous substitutions in these regions would be selectively disfavored and thus these regions are characterized by excess synonymous constraint. Codon choice can also modulate transcriptional efficiency, translational accuracy, and protein folding.

**Results:** We developed a phylogenetic codon model-based framework, FRESCo, designed to find regions of excess synonymous constraint in short, deep alignments, such as individual viral genes across many sequenced isolates. We demonstrated the high specificity of our approach on simulated data and applied our framework to the protein-coding regions of approximately 30 distinct species of viruses with diverse genome architectures.

**Conclusions:** FRESCo recovers known multifunctional regions in well-characterized viruses such as hepatitis B virus, poliovirus, and West Nile virus, often at a single-codon resolution, and predicts many novel functional elements overlapping viral genes, including in Lassa and Ebola viruses. In a number of viruses, the synonymously constrained regions that we identified also display conserved, stable predicted RNA structures, including putative novel elements in multiple viral species.

Background

The growing availability of sequence data for many viral species creates an opportunity for sensitive and powerful approaches to identify and annotate functional elements in viral genomes. With improving sequencing technologies, the number of isolates sequenced has increased to thousands for some virus species. This in turn provides an opportunity to identify genomic elements under unusual evolutionary constraint.

Synonymous mutations in protein-coding genes have traditionally been regarded as neutral; however, there is mounting evidence that synonymous changes often have significant functional implications. Regions of additional function overlapping protein-coding genes have been described in many different classes of organisms, including bacteria, insects, and mammals [1-6]. Overlapping elements within genic regions are particularly common in viral genomes, which must encode all information necessary to direct entry, replication, packaging, and shedding within strict length constraints. Diverse types of overlapping elements have been identified within viral genes, including microRNAs, overlapping reading frames, transcription factor binding sites, packaging signals, and RNA editing sites [7-11]. Moreover, codon choice can alter mRNA secondary structure and affect transcriptional efficiency [12], translational efficiency [13], translational accuracy, and protein folding dynamics [14].

In a genic region encoding an overlapping functional element, synonymous substitutions are likely to disrupt the additional element and to be selectively disfavored. Thus, it is possible to scan for overlapping functional elements in genomes by systematically identifying regions of excess synonymous constraint (Figure 1A). Several previous studies have identified this signature in viruses [15-19]. While these methods are valuable, most of these
approaches identify regions of excess constraint only at low resolution, and also lack an available implementation. The method of Mayrose and colleagues [18] used a model-comparison framework; however, the models applied differ from those used here, the method is applied only to the HIV genome, and there is no available implementation to our knowledge. There has also been previous work on codon models for other applications that incorporate synonymous rate variation [20-22]. For example, the fixed effect likelihood method of Kosakovsky-Pond and Frost [20], designed to identify amino acid sites under selection, estimates a sitewise synonymous rate. However, this method is not designed to find regions of excess synonymous constraint, and does not include a model comparison step to identify such regions.

In this study, we adapted a phylogenetic, codon-model approach, originally developed for mammalian genomes [3], to create a sensitive method designed to detect regions of overlapping function in short, deeply sequenced alignments, such as viral genes. Our framework is able
to efficiently make use of the information present in deep sequence alignments, testing for regions under unusual constraint within a principled statistical model-comparison framework that allows us to identify constrained regions at high resolution (in some cases even a single-codon resolution).

We first demonstrated the specificity of our method on simulated sequence data. We then applied our model to the genomes of diverse viral species, recovering known multifunctional regions and predicting novel overlapping elements. We have made our code for identifying regions of excess constraint available as a HYPHY [24] batch script (Additional file 1), permitting the method to be applied to any alignment of open reading frames (ORFs).

Results and discussion
Finding Regions of Excess Synonymous Constraint (FRESCo): a phylogenetic codon-model based approach for detecting regions with reduced synonymous variability

We developed a phylogenetic codon-model based approach for detecting synonymous constraint elements (SCEs) in viruses (Figure 1B). The tiny size of typical viral genomes presents a challenge in designing a framework suitable for this task. If the genic region of a virus is only a few thousand codons long, there may be insufficient information to characterize even individual codon frequencies, let alone to empirically approximate the $61 \times 61$ matrix of transition probabilities between amino acid encoding codons with sufficient accuracy. Therefore, we used a parameterized model capable of identifying regions of excess constraint on alignments only a few hundred codons long.

Our framework requires only a phylogeny and a sequence alignment as input. We compute the maximum likelihood branch lengths and global model parameters from the full dataset. We then run a sliding window across the ORF, testing for each window whether a model that permits a locally altered synonymous rate provides a better fit for the data than a model that requires a constant synonymous rate across the alignment. Since the models are nested and the more complex model contains one extra parameter (a local synonymous rate), the log likelihood ratio test of the null and alternative models can be approximated by the chi-squared distribution with one degree of freedom. This property provides us with a rigorous statistical test whether each window in a genome has a significantly reduced level of synonymous variability.

FRESCo displays high specificity in recovering regions of excess synonymous constraint in simulated sequences

We first examined the ability of our approach to recover SCEs in simulated sequences with known evolutionary parameters. To illustrate the output of our method, we simulated an alignment of 1,000 sequences given an input phylogenetic tree and parameterized codon substitution model. This simulated alignment contains a short region of strong synonymous constraint as well as a longer region of weaker synonymous constraint. In real sequence data, a strong, short signal of excess synonymous constraint in the alignment might correspond to an overlapping functional element that is disrupted by most substitutions, such as a short RNA structural element. A long region of weaker excess synonymous constraint might correspond to an extended region in which each synonymous substitution slightly decreases the fitness of the virus (for example, because codons in a particular region are optimized for translational efficiency).

In this simulated alignment, FRESCo accurately recovers both the long, weak SCE and the short, strong SCE (Figure 2A). As expected, the short SCE is well captured by smaller sliding windows (and in fact is recovered quite accurately at a single-codon resolution), while the long region of weaker constraint is best recovered at larger window sizes. Outside the regions of synonymous constraint, the estimated synonymous substitution rate is $>1$, giving an overall genome-wide average synonymous substitution rate normalized to 1.

To systematically probe our method’s ability to recover SCEs with varying alignment depth, strength of constraint, and branch length (Figure 2B), we next simulated alignments of 100, 500, and 1,000 sequences with total branch length ranging from 2 to 100 substitutions per site and with synonymous rate in the constrained region ranging from 0.2 to 0.8 of the rate in the unconstrained region. As expected, FRESCo recovered a higher proportion of the simulated constrained regions for deeper alignments, stronger constraint, and increased branch length. Recovery of constrained regions improves especially dramatically with increasing branch length (more divergent sequences). For example, at a total branch length of 20 substitutions per site and at a synonymous substitution rate of 60% the gene-wide average, we recovered less than 10% of the constrained regions using the 500-sequence alignment. However, when branch length increases to 40 substitutions per site, recovery improves to over 50%. Across all simulations, we recovered no false positives at Bonferroni-corrected significant $P$-values, indicating that our approach is conservative and specific on these simulated datasets. The ability of the method to identify regions of excess synonymous constraint without false positives across a wide range of branch lengths suggests that the method can be applied to alignments spanning a broad range of evolutionary timescales.
Recovery of simulated regions of excess synonymous constraint improves with increasing branch length (in substitutions/site), as having excess synonymous constraint at an uncorrected significance cutoff of less than 1e-5 (or at a Bonferroni-corrected significance cutoff of <0.05). Furthermore, the probabilities that each window has excess constraint follow the uniform distribution (with a closer approximation to uniformity). Thus, in simulated alignments (total of 10,000 codons).

Figure 2 FRESCo demonstrates high specificity in tests on simulated regions of excess synonymous constraint. (A) On a simulated dataset of 1,000 sequences with regions of varying strength of synonymous constraint, FRESCo recovers SCEs with high accuracy. We plot the synonymous substitution rate at a 10-codon resolution, displaying below the plot the relative synonymous substitution rate in each portion of the sequence. The red tracks at the bottom show recovered regions of significant excess synonymous constraint at window sizes of 1, 5, 10, 20, and 50 codons. (B) Recovery of simulated regions of excess synonymous constraint improves with increasing branch length (in substitutions/site), strength of synonymous constraint, and number of aligned sequences (5-codon sliding windows). (C) Distribution of P-values in simulated sequence where there is no synonymous constraint. Q-Q plots of the distribution of P-values given by the method closely approximate the true null distribution.

In order to test the accuracy of the P-values outputted by FRESCo, we also examined the performance of our approach on 30,000 codons of data simulated without any excess synonymous constraint across three separate phylogenies (Figure 2C). We found that FRESCo is highly specific on this dataset, with no windows detected as having excess synonymous constraint at an uncorrected significance cutoff of less than 1e-5 (or at a Bonferroni-corrected significance cutoff of <0.05). Furthermore, the probabilities that each window has excess constraint follow the uniform distribution (with deeper alignments giving P-values distributed in a closer approximation to uniformity). Thus, in simulated data without excess synonymous constraint the P-values given by the method closely approximate the true null distribution.

FRESCo recovers regions of known excess synonymous constraint in well-characterized viral genomes: hepatitis B virus, West Nile virus, and poliovirus

We next demonstrated FRESCo’s ability to identify known functional elements in three well-characterized viruses, hepatitis B virus (HBV), West Nile virus (WNV), and poliovirus (Figure 3). These viruses represent excellent test cases for FRESCo both because all three have been extensively sequenced and studied and because they contain genes with many well-annotated overlapping elements. In all three of these viruses, we are able to recover most known overlapping elements at a single-codon resolution (window size of 1; Figure 3).

HBV is a partly double-stranded DNA virus with known overlapping ORFs and regulatory elements, and is responsible for over half a million deaths annually. We obtained over 2,000 whole-genome sequences of the virus from the NCBI database. Applying FRESCo to the HBV polymerase gene, we find that nearly all regions detected at Bonferroni-corrected P-values as having excess synonymous constraint lie within previously annotated regions of overlapping function (Figure 3A). We identify strong SCEs corresponding to the overlapping core, HbsAg, and X ORFs. We additionally recover SCEs overlapping the enhancer 1 and pre-S1 promoter elements.

WNV is an RNA virus with a single-stranded positive sense RNA genome with known RNA structural elements. It is an emerging pathogen whose recent spread across North America has been associated with increasing frequency of a neuroinvasive disease in humans. We obtained over 600 whole-genome WNV sequences from NCBI. Applying FRESCo to WNV, we successfully recover both the capsid-coding region hairpin (cHP) element [25] and the pseudoknot element within the NS2A gene [26] (Figure 3B). In the capsid gene, although the strongest signal of excess constraint lies in the known cHP element, the detected region of excess constraint...
spans the entire length of the capsid, suggesting that synonymous mutations within the capsid but outside of the cHP element may also reduce the fitness of the virus. We additionally detect a weaker signal of excess synonymous constraint within the NS5 gene.

Poliovirus is a single-stranded, positive sense RNA virus with known overlapping elements and experimentally characterized synonymous constraint. Poliovirus was responsible for worldwide epidemics of paralytic poliomyelitis in the first half of the 20th century [27]. We obtained over 300 poliovirus sequences from NCBI. We successfully recover all three of the previously annotated overlapping elements in the poliovirus nonstructural region (the cis-acting replication element (CRE) in the 2C gene [28], the RNAse L ciRNA in the 3C gene [29], and the recently discovered α and β elements in the 3D gene [30,31]; Figure 3C). The synonymous substitution rate dips to less than 35% of the genome-wide average in the constrained region in 3C and to less than 10% of the genome-wide average in the constrained region in 2C and 3D. Additionally, although the strongest signal of excess synonymous constraint in 3D corresponds cleanly with the boundary of one of the recently described elements, the SCE in 3D also extends beyond the boundaries of the characterized elements, suggesting that additional functionally important but uncharacterized constraint may be present in this region.

Beyond identifying overlapping elements, we found that the entire structural region of poliovirus is synonymously constrained relative to the non-structural region, consistent with previous functional characterization of the effect of introducing synonymous changes in this region [32,33]. The synonymous substitution rate in the nonstructural region is a mean of 84% the genome-wide rate based on local synonymous rate estimates over 10-codon sliding windows. We note, however, alternatively, that the apparent systematic difference in synonymous substitution rate observed between the structural and nonstructural regions could be due to recombination within the poliovirus genome, since enteroviruses often have distinct phylogenetic trees for their structural and nonstructural regions [34]).

FRESCo identifies known and novel regions of excess synonymous constraint in 30 virus genomes

We next applied FRESCo to the genomes of a diverse set of viruses with many sequences available in GenBank, including viruses with double- and single-stranded DNA and RNA genomes, plus and minus sense RNA genomes, segmented and unsegmented genomes, and plant, insect, and animal hosts (Additional files 2, 3, 4 and 5).

FRESCo recovered known overlapping functional elements in viral genes with high accuracy (Additional files 2, 3 and 5). These elements include splicing sites in bocavirus; known overlapping genes in bluetongue virus, cucumber mosaic virus, hepatitis E virus, infectious bursal disease virus, maize streak virus, potato virus Y, rotavirus and turnip mosaic virus; RNA structural elements in dengue virus, enterovirus a71, hepatitis A virus, hepatitis C virus, hepatitis E virus, Japanese encephalitis virus, and tick-borne encephalitis virus; likely packaging signals in rotavirus and Venezuelan equine encephalitis virus; and an RNA editing site in Newcastle virus (Additional files 2, 5 and 6).

FRESCo also identified intriguing novel candidates for overlapping functional elements within viral genes. In a
number of cases, the SCEs have conserved, stable predicted RNA structures, providing additional support for the presence of overlapping functional elements in these regions (Additional file 7). We describe a set of examples below, and provide information on all identified SCEs in Additional file 3. We further provide plots of the synonymous substitution rate for each gene in Additional file 5, and a table listing known and putative novel constrained elements in Additional file 6.

Pinpointing regions of excess synonymous constraint near the 5’ and 3’ terminal regions of rotavirus segments

Although rotavirus A is a clinically important virus that contains multiple previously identified SCEs, the exact locations and biological significance of these elements remain incompletely characterized. Rotavirus A is a multi-segmented, double-stranded RNA virus that causes extensive child mortality in the developing world. More than 500 sequences of most rotavirus segments are publicly available in NCBI. The rotavirus NSP5 gene in segment 11 contains the overlapping NSP6 gene in the +1 reading frame [35]. Moreover, previously identified SCEs at the ends of rotavirus segments may function as packaging or translation initiation signals [36].

Consistent with previous work by Li and colleagues [36], we identify significant regions of excess synonymous constraint in all rotavirus segments (Figure 4). In all segments except for segment 11, the detected regions of excess constraint lie at the beginning or end of the gene. (We recover the overlapping NSP6 gene within the NSP5 ORF in segment 11 as a strong signal of excess synonymous constraint in the interior of the gene).

For three genome segments (NSP4, VP2, and VP6) in which Li and colleagues identify possible RNA structural elements but no signal of excess synonymous constraint [36], we identify strong SCEs across multiple sliding window sizes. Like previously described sites of excess synonymous constraint in rotavirus, the SCEs in NSP4, VP2, and VP6 are concentrated near the beginnings and ends of the respective ORFs, further supporting the biological significance of these additional constrained elements.

Identifying novel candidate overlapping elements in bluetongue virus

We identify several intriguing signals of excess synonymous constraint in bluetongue virus. Bluetongue virus is a double-stranded RNA virus with 10 genomic segments. It infects ruminants and is a major cause of disease in domestic livestock. We obtained 58 to 248 complete sequences for each bluetongue virus segment from NCBI. The bluetongue virus genome contains a region within the VP6 gene that has been identified as an overlapping gene in the +1 reading frame [37,38].

We recover several expected signals of synonymous constraint in the bluetongue virus genome. Firstly, we recover the known overlapping gene as a strong region of internal synonymous constraint in VP6 (Figure 5A). In all bluetongue virus segments, we also identify signals of excess synonymous constraint near the 5’ or 3’ termini of the segment (Figure 5B). This is a similar pattern to that observed in rotavirus and may influence packaging, genome replication, or translation as has been hypothesized in rotavirus, also a member of the reovirus family [36].

Additionally, we identify a strong signal of internal synonymous constraint in the NS3 gene on segment 10 (Figure 5C). The internal SCE in NS3 corresponds to a 50- to 59-codon ORF in the +1 reading frame that is conserved across all aligned isolates. Interestingly, for both segment 9, which contains the known overlapping gene, and segment 10, an alternative initiation site is present due to leaky scanning through the initial start codon [39,40]. However, we also note that there are
many nonsynonymous substitutions and few synonymous substitutions with respect to the overlapping reading frame, an uncharacteristic signature for a protein-coding gene. An alternative possibility is that this SCE may encode an RNA structural element, since the region also shows a weak signal for the presence of a conserved RNA structure (Figure 5D; Additional file 7).

Identifying novel regions of excess synonymous constraint with conserved, stable predicted RNA structure
In order to identify possible candidates for RNA structural elements among the SCEs, we scanned all regions of excess synonymous constraint for evidence of conserved, stable predicted RNA structure using RNAz. Below, we highlight a few of the SCEs that also have conserved, stable predicted RNA structures in potato virus Y (PVY), turnip mosaic virus (TuMV), cucumber mosaic virus (CMV), foot-and-mouth disease virus (FMDV), and infectious bursal disease virus (IBDV). While we note that these are only computational predictions of RNA structural elements within SCEs, and would require biological validation, we provide a full list in Additional file 7 as a guide for future work.

PVY and TuMV are positive-sense RNA viruses that each encode a single ORF. Both are members of the potyvirus genus, which includes many plant pathogens affecting economically important crops, such as potatoes, tomatoes, and peppers. We obtained about 150 complete sequences of PVY and over 200 TuMV sequences from the NCBI database. An overlapping gene

![Figure 5](image_url)
Figure 6 (See legend on next page.)
that is conserved across potyviruses [41] lies within the P3 gene of both PVY and TuMV (Figures 5A,B).

We recover known SCEs as well as predicting novel overlapping elements in PVY and TuMV. In both PVY and TuMV, we identify a signal of excess synonymous constraint that corresponds cleanly to the overlapping reading frame in P3 (Figure 6A,B). In both viruses, we also identify a strong signal of excess synonymous constraint in the capsid gene that does not appear to correspond to a known functional element in either virus. However, an element with RNA secondary structure has been reported in another potyvirus (tobacco etch virus), and mutagenesis studies suggest that this region functions in viral replication [42]. Additionally, a previous computational scan for viral regions with conserved RNA secondary structure [43] also identified an RNA structural element overlapping the potyvirus capsid gene and continuing into the 3’ UTR, further supporting the validity of this putative constrained element. In TuMV, we detect an additional region of strong excess synonymous constraint at the beginning of the P1 gene. This region also has stable, conserved secondary structure detected by RNAz, suggesting that an additional RNA structural element may be present within TuMV P1.

CMV is a positive-sense RNA virus with three genomic segments. It infects an unusually diverse set of hosts, including many crop plants [44]. We obtain over 50 CMV sequences from NCBI for each genomic segment. CMV contains a known overlapping gene in segment 2, which we detect as a pronounced region of excess synonymous constraint. We detect several additional SCEs in CMV, which may correspond to novel functional elements. Several of the SCEs in CMV appear to have stable predicted RNA secondary structures, in particular regions at the beginnings of genes VP2a and VP3a (Figure 6C). These regions represent potential novel functional elements in this important plant pathogen.

FMDV is a member of the picornavirus family and has a single-stranded, positive sense RNA genome with a single ORF. Pathogenic to most cloven-hoofed animals, it is one of the most economically damaging viruses affecting domestic livestock [45]. We compile nearly 400 genomic FMDV sequences from NCBI. Although regions of RNA secondary structure have been identified in the 3’ and 5’ UTRs, there appears to be little previous work studying overlapping functional regions within the FMDV polyprotein ORF. (While many picornaviruses contain a cis-regulatory element within their ORF, the FMDV CRE is thought to lie in the 5’ UTR [46]).

Applying FRESCO, we detect multiple regions of excess synonymous constraint in the second half of the FMDV genome (Figure 6D). While a general reduction in synonymous rate observed in the nonstructural relative to the structural genes may be due to a recombination hotspot in FMDV between structural and nonstructural regions [47], a number of sites contain especially strong regions of excess synonymous constraint and are compelling candidates for novel functional elements. (We also recover many of these regions when running our method on the non-structural genes only, with a phylogeny constructed based on only the nonstructural regions). For example, strong signals of excess synonymous constraint within the 2B, 3C, and 3D genes display stable and conserved RNA secondary structure. The constrained elements with predicted RNA structural elements that we observe in FMDV do not appear to have been previously reported, and our results suggest that overlapping functional elements important for understanding the biology and pathogenesis of FMDV may lie within its nonstructural genes.

IBDV is a double-stranded, bisegmented RNA virus. An important animal agricultural pathogen, it causes disease in young chickens. We compiled over 40 sequences for each IBDV genomic segment from NCBI. The beginning of segment A, which contains the polyprotein and is post-translationally cleaved into multiple mature proteins, overlaps with an additional gene, which we detect as a pronounced region of excess synonymous constraint. The 3’ ends of both the polymerase and the polyprotein ORFs of IBDV form stable, highly conserved predicted secondary structures, and represent candidate novel functional elements (Figures 6E,F). (A region of excess synonymous constraint at the beginning of the polyprotein ORF, where the polyprotein overlaps with the VP5 gene, also corresponds to a stable, conserved RNA structure with multiple stem-loops, suggesting that the RNA structure of the overlapping reading frame in IBDV may be functionally important as well.)

Identifying novel regions of excess synonymous constraint in Ebola virus and Lassa virus

Ebola virus and Lassa virus are both RNA viruses that cause deadly hemorrhagic disease in humans. Ebola virus
is a negative-sense RNA virus with seven genes, while Lassa virus is an ambisense RNA virus with four genes. An outbreak of Ebola virus emerged in Guinea in March 2014, and has since spread through Liberia and Sierra Leone, creating a global threat. Lassa virus is endemic to this region, and is of increasing concern as the high season of Lassa fever approaches amidst the continued Ebola outbreak. We examine data for 124 sequences of viruses in the Ebola genus (including sequences of Bundibugyo ebolavirus, Tai Forest ebolavirus, Ebola virus, Sudan ebolavirus, and Reston virus) and for 95 Lassa virus sequences.

We applied FRESCo to detect regions of excess synonymous constraint in Lassa and Ebola viruses. In Ebola virus, we identify a single region of excess synonymous constraint corresponding to a known RNA editing site in the GP gene and subsequent overlapping reading frames (Figure 7C) [48]. The significant synonymous constraint following this known editing site suggests that the alternative reading frames in GP are under selective pressure, and that their amino acid sequences are functionally significant. In Lassa virus, we identify two regions of significant excess synonymous constraint, one at the end of the Z gene and one at the end of NP (Figure 7A,B). The functional significance of these regions of excess constraint is unknown. They may correspond to additional RNA secondary structure or interaction sites for RNA-binding proteins. The region of excess synonymous constraint at the end of the NP gene is palindromic, further supporting the idea that this may correspond to a protein-binding site.

Conclusions
We present a framework, FRESCo, for detecting regions of excess synonymous constraint, and demonstrate its utility both on simulated data and on a diverse set of viral genomes. FRESCo displays high specificity in tests on simulated data. Our approach also recovers known regions of overlapping function in virus genomes at a high - often single-codon - resolution and identifies candidate novel multifunctional regions within the genomes of multiple viruses with diverse genome architectures. Notably, we detect SCEs in bluetongue virus, potato virus Y, turnip mosaic virus, cucumber mosaic virus, infectious bursal disease virus, and foot-and-mouth disease virus that may represent novel overlapping functional elements in these important human, animal, and plant pathogens.

FRESCo represents a powerful and broadly applicable tool for locating overlapping functional regions hidden within protein-coding regions and for developing testable hypotheses about their function. Our approach uses a model-comparison framework to identify regions of excess synonymous constraint, providing a statistically principled test for regions with reduced synonymous variability. We note that its use is not restricted to viral genes and the method can easily be applied to any alignment of protein-coding regions.

The identification of regions of overlapping function in viral genomes is of particular interest for a number of reasons, however. Since viral genomes are highly compact, and tend to have little space outside ORFs, overlapping elements are often found within viral genes. Since many viruses have a high mutation rate, sequenced isolates of the same virus are often substantially different at the nucleotide level, allowing us to identify regions with unusual evolutionary constraint at a high resolution. Methods such as FRESCo, which allow the systematic investigation of the mutational landscape explored by many related viral isolates, are likely to lead to a better

Figure 7 Regions of excess synonymous constraint in the Lassa virus and Ebola virus genomes. (A) Lassa virus (S segment). (B) Lassa virus (L segment). (C) Ebola virus (genes concatenated in alphabetic order).
understanding of the complex constraints guiding viral evolution.

Furthermore, finding SCEs in viruses has significant implications for drug and vaccine design. Identifying the functional elements in virus genomes is important for identifying potential drug targets. Moreover, attenuating viruses by introducing large numbers of deleterious synonymous mutations represents an intriguing avenue for vaccine development [49]. The method presented in this paper can pinpoint synonymous changes that are evolutionarily avoided and likely to reduce the fitness of the virus. Thus, our framework can help guide targeted synonymous mutation of viral sequences for developing attenuated vaccines as well as facilitate the mapping of novel functional elements overlapping viral genes.

**Materials and methods**

We implement FRESCo in the HYPHY batch language [24]. (See Additional file 8 for an expanded description of the codon model utilized.) Briefly, we first fit a maximum-likelihood HKY model of nucleotide evolution to the sequence alignment. Using the parameters from the nucleotide model, we then estimate branch lengths and codon model parameters using a Muse-Gaut 94 type model with an F3x4 estimator of equilibrium codon frequencies. Finally, we run a scanning window across the alignment. For each window, we estimate position-specific synonymous and nonsynonymous substitution rates (alternative model) and nonsynonymous substitution rate only (null model), and perform a likelihood ratio test to compare the two models. Since these models are nested and the alternative model has one additional parameter, the probability that a window is under excess synonymous constraint is approximated by the chi-squared distribution with one degree of freedom. Since each window represents a separate hypothesis, we report windows falling below a conservative $P$-value threshold of 1e-5 as significant (corresponding to a conservative Bonferroni correction for testing windows over the length of a typical viral genome).

We also implemented our simulation framework in the HYPHY batch language. We simulated sequences at varying branch lengths and levels of synonymous constraint using an HKY model of nucleotide evolution and a Muse-Gaut-type codon model with an F3x4 estimator of equilibrium codon frequencies. As an initial illustration of the method output, we generated a single simulated 500-codon long alignment of 1,000 sequences, with the initial 200 codons having synonymous rate $s = 0.6$, the next 100 codons having $s = 1$, the next 20 codons having $s = 0.2$, and the final 180 codons having $s = 1$. To systematically test the ability of the method to recover SCEs at varying alignment depths, branch lengths, and strength of constraint, we set codon-specific nucleotide frequencies, codon substitution model parameters, and tree topologies for the simulated sequences based on maximum-likelihood estimates from randomly selected sets of 100, 500, and 1,000 HBV sequences. We scaled the branch lengths in the input phylogenetic tree to give total branch lengths of 2, 4, 6, 10, 20, 30, 40, 50, and 100. For each branch length, alignment depth, and synonymous rate, we simulated 250 codons with synonymous rate set to 1 and 50 codons with synonymous rate set to 0.2, 0.4, 0.6, or 0.8 (for a total of 108 300-codon-long simulated alignments). To examine the distribution of $P$-values when there is no signal of excess synonymous constraint, we also generated 20 500-codon-long simulated alignments at each of the three alignment depths (for a total of 30,000 codons) with the synonymous substitution rate set to 1 throughout. After generating simulated sequence data with the given model parameters, we applied FRESCo to the simulated sequences to test its ability to recover the known regions of excess synonymous constraint in the simulated data.

To apply our framework to virus sequence data, we downloaded sets of virus genes from NCBI; our alignments are available in Additional file 4. We use NCBI queries of the form ‘virusname[Organism] NOT srcdb_refseq[PROP] NOT nuccore genome[Filter] NOT nuccore genome[filter] NOT gdbiv syn[prop]’ to identify publicly available sequences for each virus species. For each species, we downloaded the coding sequences, separated by gene, translated, and aligned the amino acid sequences using the Muscle alignment tool [50]. We then removed any excessively divergent, long, or short genes, used the amino acid alignment as a guide to construct a codon alignment, and built phylogenetic trees using RAxML v.7.2.8 using the GTRGAMMA model of nucleotide evolution [51]. Branch lengths reported in the paper are equal to the sum of the branch distances in the phylogenetic trees, measured in substitutions per site. For each viral gene, we examined the regions of excess synonymous constraint identified by FRESCo at 1, 5, 10, 20, and 50-codon resolution. For each gene, we also extracted the regions of excess synonymous constraint at a 20-codon resolution, merged overlapping windows, and scanned for regions with conserved secondary structure using RNAz v.2.1 [52]. To scan for regions of conserved secondary structure, we first filtered each alignment to six sequences optimized for a mean pairwise identity of approximately 80% and partitioned each region into 120-nucleotide windows using the rmzWindow.pl script. We scanned for secondary structure on both strands, with an SVN RNA-class probability of 0.1 and a dinucleotide background model. We visualized RNA structures using the VARNA tool [53].
Additional files

Additional file 1: FRESCo source code, instructions for running the method, and sample input files.

Additional file 2: Table of virus genes analyzed.

Additional file 3: Table of regions of excess synonymous constraint in viruses (Excel spreadsheet). Sequence coordinates are specified relative to the corresponding alignment.

Additional file 4: Sequence alignments (zip folder of FASTA alignments).

Additional file 5: Plots of regions of excess synonymous constraint across viruses examined.

Additional file 6: Table of known elements recovered by FRESCo and putative novel element identified.

Additional file 7: Table of conserved RNA secondary structure predictions in regions of excess synonymous constraint.

Additional file 8: Expanded description of FRESCo codon model.

Abbreviations


Competing interests

The authors declare they have no competing interests.

Authors' contributions

RS conceived of the study, implemented the method, performed the analysis, and drafted the manuscript. PCS helped to draft the manuscript. RS, MFL, LJ, MYW, MK, and PCS developed the method, designed the analyses, and interpreted the results. PCS and MK supervised the study. All authors read and approved the final manuscript.

Acknowledgements

We thank and in vivo. Nature. 1987;325:728–30.


40. Wade-Evans AM, Mertens PP, Belsham GJ. Sequence of genome segment 9 of bluetongue virus (serotype 1, South Africa) and expression analysis demonstrating that different forms of VP6 are derived from initiation of protein synthesis at two distinct sites. J Gen Virol. 1992;73:3023–6.


FRESCo: finding regions of excess synonymous constraint in diverse viruses

Sealfon et al.
The Genotype-Tissue Expression (GTEx) pilot analysis: Multitissue gene regulation in humans

The GTEx Consortium*†

Understanding the functional consequences of genetic variation, and how it affects complex human disease and quantitative traits, remains a critical challenge for biomedicine. We present an analysis of RNA sequencing data from 1641 samples across 43 tissues from 175 individuals, generated as part of the pilot phase of the Genotype-Tissue Expression (GTEx) project. We describe the landscape of gene expression across tissues, catalog thousands of tissue-specific and shared regulatory expression quantitative trait loci (eQTL) variants, describe complex network relationships, and identify signals from genome-wide association studies explained by eQTLs. These findings provide a systematic understanding of the cellular and biological consequences of human genetic variation and of the heterogeneity of such effects among a diverse set of human tissues.

Over the past decade, there has been a marked increase in our understanding of the role of genetic variation in complex traits and human disease, especially via genome-wide association studies (GWAS) that have cataloged thousands of common genetic variants affecting human diseases and other traits (1–3). However, the molecular mechanisms by which this genetic variation predisposes individuals to disease are still poorly characterized, impeding the development of therapeutic interventions.

The majority of GWAS variants are noncoding, likely manifesting their effects via the regulation of gene expression (4, 5). Thus, characterization of the regulatory architecture of the human genome is essential, not only for understanding basic biology but also for interpreting GWAS loci. Expression quantitative trait locus (eQTL) analysis (6–8) is the most common approach used to dissect the effects of genetic variation on gene expression. However, comprehensive eQTL data from a range of human tissues are lacking, and eQTL databases are biased toward the most accessible tissues. Additionally, although many regulatory regions act in a tissue-specific manner (9, 10), it is unknown whether genetic variants in regulatory regions have tissue-specific effects as well. Complex diseases are often caused by the dysregulation of multiple tissues or cell types, such as pancreatic islets, adipose, and skeletal muscle for type 2 diabetes (11, 12), so it is not obvious a priori what the causal tissue(s) are for any given GWAS locus or disease. Hence, understanding the role of regulatory variants, and the tissues in which they act, is essential for the functional interpretation of GWAS loci and insights into disease etiology. The Genotype-Tissue Expression (GTEx) Project was designed to address this limitation by establishing a sample and data resource to enable studies of the relationship among genetic variation, gene expression, and other molecular phenotypes in multiple human tissues (13). To facilitate the collection of multiple different tissues per donor, the project obtains recently deceased donors through consented next-of-kin donation, from organ donation and rapid autopsy settings. The results described here were generated during the project’s pilot phase, prior to scaling up collection to 900 donors. All project data are made available at regular intervals to qualified researchers through dbGaP. Summary data are available on the GTEx Portal (http://gtexportal.org).

Study design

During the pilot, we recruited 237 postmortem donors, collecting an average of 28 tissue samples per donor spanning 54 distinct body sites (fig. S1 and tables S1 and S2). Blood-derived DNA samples were genotyped at approximately 4.3 million sites, with additional variants imputed using the 1000 Genomes phase I, resulting in ~6.8 million single-nucleotide polymorphisms (SNPs) with minor allele frequency (MAF) of ≤5% after quality control (tables S3 to S5) (14).

RNA was extracted from all tissues, but quality varied widely, with tissue site and sample specific ischemic time accounting for ~40% of the variance in RNA quality (fig. S2). To maximize statistical power, we prioritized RNA sequencing of samples from nine tissues that were most frequently collected and that routinely met minimum RNA quality criteria: adipose (subcutaneous), tibial artery, heart (left ventricle), lung, muscle (skeletal), tibial nerve, skin (Sun-exposed), thyroid, and whole blood (Table 1) (14).

We performed 76–base pair (bp) paired-end mRNA sequencing on a total of 1749 samples, of which 1641 samples from 43 sites, and 175 donors, constituted our final “pilot data freeze” reported on here (14). Median sequencing depth was 82.1 million mapped reads per sample (fig. S3A). The final data freeze included samples from 43 body sites: 29 solid-organ tissues, 11 brain subregions (with two duplicated regions), a whole-blood sample, and two cell lines derived from donor blood (EBV-transformed lymphoblastoid cell lines [LCLs]) and skin samples (cultured fibroblasts) (Table 1 and tables S1 and S2). Median sample size for the nine high-priority tissues was 105; median sample size for the other 34 sampled sites was 18.5.

Gene expression across tissues

We examined the patterns of expression of 53,934 transcribed genes across tissues [on the basis of Genencode V12 annotations] (14, 15). The number of biotypes [protein-coding genes, pseudogenes, and long noncoding RNAs (lncRNAs)] that were tran- scribed above a minimal threshold [reads per kilo- base per million mapped reads (RPKM) > 0.1] was similar for most tissues (average of 20,940) (fig. S3B). Testis was an outlier, with substantially more transcribed regions detected than other tissues (31,240 on average), many of which are lncRNAs. Whole blood was also an outlier, exhibiting the fewest detected transcribed regions (17,160 on average).

Hierarchical clustering demonstrated that expression profiles accurately recapitulate tissue type, with blood samples forming the primary outgroup (Fig. 1A). The multiple brain regions cluster strongly together as a single unit, but among those the 11 individual sub- sampled regions are less distinct (Fig. 1A and fig. S4A). The most distinct brain region is the cerebellum (fig. S4A) (16), with preservation method having little impact on that signal (fig. S4B). The distribution of gene expression across tissues is described by Melé et al. (17), who show that tissue-specific transcription is typically dominated by a few genes that vary from tissue to tissue.

We quantified splicing events (splice junctions, exons, transcripts) by estimating exon inclusion levels, measured as PSI (percent spliced in) scores (14, 18). Clustering samples by PSI scores also largely, although less clearly, recapitulates tissue type. Samples from the brain, not blood, form the primary outgroup (Fig. 1B), which is divided into two groups: A group of 227 samples (from the cerebellum and cortex) forms an independent subcluster (cluster 1), and a smaller group of 97 samples (cluster 2, dominated by the remaining subregions) clusters closer to samples from the rest of the tissues.
Table 1. GTEx pilot samples. Characteristics of the 1641 RNA-sequenced samples included in the pilot data freeze. The second and third columns show the tissue abbreviation and color assigned to each tissue (used throughout). The nine tissues prioritized for sequencing are indicated by red stars. Boxes highlight two regions of the brain that were sampled in duplicate. A region from each from the cerebellum and cortex (BRNCHA and BRNCTXA) was sampled on site during initial tissue collection, and again after the brain was received by the brain bank (BRNCHB and BRNCTXB). Cell lines included are an EBV-transformed lymphoblastoid cell line from blood (LCL) and a cultured primary fibroblast cell line from fresh skin (FIBRBLS). RIN, RNA integrity number.

<table>
<thead>
<tr>
<th>Tissue Site Detail</th>
<th>Abbreviation</th>
<th>Color</th>
<th>n</th>
<th>Mean</th>
<th>SD</th>
<th>Mean</th>
<th>SD</th>
<th>Age Mean</th>
</tr>
</thead>
<tbody>
<tr>
<td>Adipose - Subcutaneous</td>
<td>ADPSBO</td>
<td>Red</td>
<td>94</td>
<td>6.9</td>
<td>0.6</td>
<td>421.9</td>
<td>318.3</td>
<td>48.2</td>
</tr>
<tr>
<td>Adipose - Visceral (Omentum)</td>
<td>ADPVSC</td>
<td>Green</td>
<td>19</td>
<td>7.2</td>
<td>0.6</td>
<td>401.4</td>
<td>303.1</td>
<td>46.9</td>
</tr>
<tr>
<td>Adrenal Gland</td>
<td>ADRNLG</td>
<td>Blue</td>
<td>12</td>
<td>8.3</td>
<td>0.8</td>
<td>172.8</td>
<td>178.3</td>
<td>50.8</td>
</tr>
<tr>
<td>Artery - Aorta</td>
<td>ARTAORT</td>
<td>Orange</td>
<td>24</td>
<td>7.8</td>
<td>0.8</td>
<td>262.0</td>
<td>178.3</td>
<td>50.8</td>
</tr>
<tr>
<td>Artery - Coronary</td>
<td>ARTCNR</td>
<td>Brown</td>
<td>9</td>
<td>7.5</td>
<td>0.7</td>
<td>312.4</td>
<td>307.9</td>
<td>55.3</td>
</tr>
<tr>
<td>Artery - Tibial</td>
<td>ARTTBL</td>
<td>Purple</td>
<td>112</td>
<td>7.5</td>
<td>0.7</td>
<td>486.7</td>
<td>350.0</td>
<td>47.9</td>
</tr>
<tr>
<td>Brain - Amygdala</td>
<td>BRNAMY</td>
<td>Pink</td>
<td>23</td>
<td>6.9</td>
<td>0.8</td>
<td>NA</td>
<td>NA</td>
<td>51.2</td>
</tr>
<tr>
<td>Brain - Anterior cingulate cortex (BA24)</td>
<td>BRNACC</td>
<td>Yellow</td>
<td>17</td>
<td>7.0</td>
<td>0.7</td>
<td>NA</td>
<td>NA</td>
<td>51.4</td>
</tr>
<tr>
<td>Brain - Caudate (basal ganglia)</td>
<td>BRNCDT</td>
<td>Blue</td>
<td>36</td>
<td>7.5</td>
<td>0.8</td>
<td>NA</td>
<td>NA</td>
<td>52.5</td>
</tr>
<tr>
<td>Brain - Cerebellum [PAXgene]</td>
<td>BRNCHA</td>
<td>Red</td>
<td>30</td>
<td>7.4</td>
<td>1.0</td>
<td>868.9</td>
<td>300.9</td>
<td>51.6</td>
</tr>
<tr>
<td>Brain - Cerebellar Hemisphere [Frozen]</td>
<td>BRNCHB</td>
<td>Green</td>
<td>24</td>
<td>7.6</td>
<td>1.1</td>
<td>NA</td>
<td>NA</td>
<td>49.7</td>
</tr>
<tr>
<td>Brain - Cortex [PAXgene]</td>
<td>BRNCTXA</td>
<td>Blue</td>
<td>23</td>
<td>7.1</td>
<td>0.9</td>
<td>837.2</td>
<td>280.3</td>
<td>51.3</td>
</tr>
<tr>
<td>Brain - Frontal Cortex (BA9) [Frozen]</td>
<td>BRNCTXB</td>
<td>Orange</td>
<td>24</td>
<td>7.5</td>
<td>0.9</td>
<td>NA</td>
<td>NA</td>
<td>55.1</td>
</tr>
<tr>
<td>Brain - Hippocampus</td>
<td>BRNHPP</td>
<td>Brown</td>
<td>24</td>
<td>6.9</td>
<td>0.7</td>
<td>NA</td>
<td>NA</td>
<td>51.1</td>
</tr>
<tr>
<td>Brain - Hypothalamus</td>
<td>BRNHTP</td>
<td>Pink</td>
<td>23</td>
<td>7.0</td>
<td>0.9</td>
<td>NA</td>
<td>NA</td>
<td>51.4</td>
</tr>
<tr>
<td>Brain - Nucleus accumbens (basal ganglia)</td>
<td>BRNNCC</td>
<td>Yellow</td>
<td>28</td>
<td>7.4</td>
<td>0.6</td>
<td>NA</td>
<td>NA</td>
<td>53.4</td>
</tr>
<tr>
<td>Brain - Putamen (basal ganglia)</td>
<td>BRNPTM</td>
<td>Red</td>
<td>20</td>
<td>7.3</td>
<td>0.9</td>
<td>NA</td>
<td>NA</td>
<td>49.5</td>
</tr>
<tr>
<td>Brain - Spinal cord (cervical c-1)</td>
<td>BRNSPC</td>
<td>Green</td>
<td>16</td>
<td>7.1</td>
<td>0.7</td>
<td>NA</td>
<td>NA</td>
<td>52.5</td>
</tr>
<tr>
<td>Brain - Substantia nigra</td>
<td>BRNSNG</td>
<td>Blue</td>
<td>25</td>
<td>6.8</td>
<td>0.7</td>
<td>NA</td>
<td>NA</td>
<td>53.8</td>
</tr>
<tr>
<td>Breast - Mammary Tissue</td>
<td>BREAST</td>
<td>Orange</td>
<td>27</td>
<td>7.0</td>
<td>0.7</td>
<td>645.6</td>
<td>425.4</td>
<td>50.3</td>
</tr>
<tr>
<td>Cells - EBV-transformed lymphocytes</td>
<td>LCL</td>
<td>Brown</td>
<td>39</td>
<td>9.9</td>
<td>0.2</td>
<td>95.7</td>
<td>502.0</td>
<td>46.2</td>
</tr>
<tr>
<td>Cells - Transformed fibroblasts</td>
<td>FIBRBLS</td>
<td>Green</td>
<td>14</td>
<td>9.5</td>
<td>0.5</td>
<td>544.5</td>
<td>478.4</td>
<td>49.2</td>
</tr>
<tr>
<td>Colon - Transverse</td>
<td>CLTRN</td>
<td>Blue</td>
<td>12</td>
<td>7.5</td>
<td>0.8</td>
<td>236.5</td>
<td>137.0</td>
<td>46.3</td>
</tr>
<tr>
<td>Esophagus - Mucosa</td>
<td>ESPMCS</td>
<td>Orange</td>
<td>18</td>
<td>8.6</td>
<td>0.7</td>
<td>330.9</td>
<td>219.6</td>
<td>51.7</td>
</tr>
<tr>
<td>Esophagus - Muscularis</td>
<td>ESPMSL</td>
<td>Brown</td>
<td>20</td>
<td>7.9</td>
<td>0.6</td>
<td>310.6</td>
<td>273.3</td>
<td>48.5</td>
</tr>
<tr>
<td>Fallopian Tube</td>
<td>FLLPTN</td>
<td>Pink</td>
<td>1</td>
<td>6.1</td>
<td>0.1</td>
<td>520.0</td>
<td>51.0</td>
<td>51.0</td>
</tr>
<tr>
<td>Heart - Atrial Appendage</td>
<td>HRTAAT</td>
<td>Yellow</td>
<td>20</td>
<td>7.5</td>
<td>0.7</td>
<td>492.3</td>
<td>323.9</td>
<td>51.0</td>
</tr>
<tr>
<td>Heart - Left Ventricle</td>
<td>HRTLV</td>
<td>Red</td>
<td>83</td>
<td>7.9</td>
<td>0.9</td>
<td>380.9</td>
<td>334.4</td>
<td>48.0</td>
</tr>
<tr>
<td>Kidney - Cortex</td>
<td>KDNCXT</td>
<td>Green</td>
<td>3</td>
<td>6.8</td>
<td>0.4</td>
<td>583.0</td>
<td>585.0</td>
<td>56.3</td>
</tr>
<tr>
<td>Liver</td>
<td>LIVER</td>
<td>Blue</td>
<td>5</td>
<td>7.6</td>
<td>0.9</td>
<td>365.2</td>
<td>321.8</td>
<td>42.8</td>
</tr>
<tr>
<td>Lung</td>
<td>LUNG</td>
<td>Orange</td>
<td>119</td>
<td>7.6</td>
<td>0.9</td>
<td>476.0</td>
<td>364.0</td>
<td>49.2</td>
</tr>
<tr>
<td>Muscle - Skeletal</td>
<td>MSCLSK</td>
<td>Brown</td>
<td>138</td>
<td>7.9</td>
<td>0.6</td>
<td>486.1</td>
<td>358.1</td>
<td>49.2</td>
</tr>
<tr>
<td>Nerve - Tibial</td>
<td>NERVET</td>
<td>Pink</td>
<td>86</td>
<td>7.0</td>
<td>0.7</td>
<td>463.8</td>
<td>315.6</td>
<td>49.4</td>
</tr>
<tr>
<td>Ovary</td>
<td>ORARY</td>
<td>Yellow</td>
<td>6</td>
<td>7.3</td>
<td>0.7</td>
<td>401.0</td>
<td>248.4</td>
<td>43.5</td>
</tr>
<tr>
<td>Pancreas</td>
<td>PNCRES</td>
<td>Red</td>
<td>19</td>
<td>6.9</td>
<td>0.7</td>
<td>200.4</td>
<td>155.3</td>
<td>44.3</td>
</tr>
<tr>
<td>Pituitary</td>
<td>PTTRY</td>
<td>Green</td>
<td>13</td>
<td>7.3</td>
<td>0.6</td>
<td>841.3</td>
<td>305.5</td>
<td>44.5</td>
</tr>
<tr>
<td>Prostate</td>
<td>PRSTTE</td>
<td>Blue</td>
<td>9</td>
<td>6.8</td>
<td>0.7</td>
<td>231.1</td>
<td>84.0</td>
<td>50.2</td>
</tr>
<tr>
<td>Skin - Not Sun Exposed (Suprapubic)</td>
<td>SKINS</td>
<td>Orange</td>
<td>23</td>
<td>7.2</td>
<td>0.7</td>
<td>557.2</td>
<td>388.2</td>
<td>48.7</td>
</tr>
<tr>
<td>Skin - Sun Exposed (Lower leg)</td>
<td>SKINS</td>
<td>Brown</td>
<td>96</td>
<td>7.0</td>
<td>0.7</td>
<td>498.5</td>
<td>364.0</td>
<td>49.0</td>
</tr>
<tr>
<td>Stomach</td>
<td>STAMCH</td>
<td>Pink</td>
<td>12</td>
<td>7.4</td>
<td>0.9</td>
<td>250.0</td>
<td>131.6</td>
<td>47.8</td>
</tr>
<tr>
<td>Testis</td>
<td>TESTIS</td>
<td>Yellow</td>
<td>14</td>
<td>7.0</td>
<td>0.9</td>
<td>293.6</td>
<td>236.3</td>
<td>52.4</td>
</tr>
<tr>
<td>Thyroid</td>
<td>THYROID</td>
<td>Red</td>
<td>105</td>
<td>7.0</td>
<td>0.7</td>
<td>428.5</td>
<td>391.7</td>
<td>49.2</td>
</tr>
<tr>
<td>Uterus</td>
<td>UTERUS</td>
<td>Green</td>
<td>7</td>
<td>7.4</td>
<td>1.0</td>
<td>313.3</td>
<td>184.3</td>
<td>48.7</td>
</tr>
<tr>
<td>Vagina</td>
<td>VAGINA</td>
<td>Blue</td>
<td>6</td>
<td>7.5</td>
<td>1.1</td>
<td>414.5</td>
<td>234.4</td>
<td>54.0</td>
</tr>
<tr>
<td>Whole Blood</td>
<td>WHLBD</td>
<td>Orange</td>
<td>156</td>
<td>8.1</td>
<td>0.8</td>
<td>238.4</td>
<td>498.2</td>
<td>49.7</td>
</tr>
<tr>
<td>All</td>
<td></td>
<td></td>
<td>1641</td>
<td>7.5</td>
<td>0.9</td>
<td>418.9</td>
<td>394.2</td>
<td>50.2</td>
</tr>
</tbody>
</table>

This is consistent with isoform regulation playing a comparatively larger role in defining cellular specificity in the brain (18, 19). These analyses are extended in Melé et al. (17) to define tissue-specific splicing signatures and to investigate in depth the role of individual variation in splicing.

eQTL analyses: Single-tissue eQTL analysis

A primary goal of the GTEx project is to identify eQTLs for all genes for a range of human tissues. Past studies, hampered by the difficulties of obtaining human tissue samples, have typically examined no more than three tissues (8, 20). Although our pilot sample sizes are modest for eQTL discovery, the breadth of tissues provides an opportunity to assess differential eQTL discovery among tissues. Because of our small sample sizes, we primarily examined eQTLs that act in cis to the gene (cis-eQTLs; see box S1), as the expected effect size of trans-eQTLs (box S1) is too low to be efficiently detected at this time. We calculated cis-eQTLs separately for each of the nine tissues with sufficient sample sizes (>80 donors) for all SNPs within +1 Mb of the transcriptional start site (TSS) of each gene (14). Significance correlations between genotypes and gene expression levels were determined by linear regression on quantile normalized gene-level expression values, after correction for known and inferred technical covariates (fig. S8) (14), using Matrix eQTL (21). To obtain gene-specific significance levels while correcting for testing multiple SNPs per gene, we computed permutation-adjusted P values for each gene for the most significant
SNP per gene (14). We defined “eGenes” as genes with at least one SNP in cis significantly associated, at a false discovery rate (FDR) of ≤0.05, with expression differences of that gene (box S1) (14). A list of the significant SNP-gene pairs detected per eGene can be found on the GTEx Portal (http://gtexportal.org).

The number of eGenes ranged from 919 in heart to 2244 in thyroid, with a total of 6486 unique eGenes across the nine tissues (Fig. 2A). Rerunning the analysis on successively downsampled donor subsets from each tissue showed an approximately linear relationship between eGenes and sample size (slope of ~21 eGenes per sample; Fig. 2A). Interestingly, thyroid and nerve share a steeper slope with ~29 significant eGenes per sample, whereas muscle and blood share a shallower trajectory with ~15 eGenes per sample, which may reflect the lower transcript complexity observed for these two tissues (17). The number of eGenes identified showed no signs of plateauing at current sample sizes in any of the tissues.

Consistent with previous work (20, 22), the majority of the significant cis-eQTLs clustered around the TSS of target genes in all nine tissues (fig. S9, A and B, and fig. S10). The eQTL signals also tended to show an upstream bias (fig. S10 and tables S6 and S7); an average of ~80% of significant eQTLs fell within ±100 kb around the TSS, and ~60% of all eQTLs were upstream despite testing a similar fraction of SNPs upstream and downstream of the TSS (tables S6 and S7) (23). A slight but distinct overrepresentation of nonsignificant eQTLs around the TSS (relative to other SNPs near the gene; red versus black line in figs. S9A and S11A) supports the existence of additional eGenes, which did not meet significance with current sample sizes.

To investigate the sensitivity and validity of our study, in particular because we used tissues from deceased donors, we compared the GTEx blood eQTLs to a previously reported eQTL study of whole blood samples in ~5300 individuals (7). Although many experimental and processing differences exist between these studies, a considerable fraction of GTEx eGenes (68%) were replicated in this study at FDR < 5% (14). Given the incomplete overlap in variants tested, we also compared our eQTLs against a smaller study of 911 blood samples taken from the Estonian Biobank, where we were able to apply a similar eQTL analysis pipeline to that used in GTEx and hence get better SNP coverage (fig. S11) (14). Notably, 98% of GTEx blood eQTLs at FDR < 5% showed consistent allelic direction with those eQTLs (P < 10⁻²⁰⁰, binomial test) (14).

**Multitissue joint discovery of eQTLs: Tissue specificity and sharing of eQTLs**

The specificity or sharing of eQTLs among different tissues and cell types is of considerable biological interest (8, 22, 24), yielding insights into differential genetic regulation among tissues. Furthermore, cross-referencing tissue-specific eQTLs with disease genetic associations could help identify tissues most relevant to disease biology. We used the GTEx pilot data to examine eQTL sharing across multiple tissues and leveraged the large tissue range to discover weak but constitutively active eQTLs.

We investigated patterns of eQTL sharing using 22,286 genes (with RPKM > 0.1 in at least 10 samples) for each of the nine tissues with both a simple non-model-based analysis of every pair of tissues (22) and more sophisticated Bayesian models for joint analysis of
all nine tissues (24, 25). Analyses focused on a ±100-kb window surrounding the TSS for each gene, which is smaller than used for the single-tissue analysis, as this is where we observe the highest eQTL density.

The non-model-based pairwise analysis method identifies significant SNP-gene pairs in a first tissue, and then uses the distribution of the \( P \) values for these pairs in the second tissue to estimate \( \pi_1 \), the proportion of non-null associations in the second tissue (22, 26). Estimated values of \( \pi_1 \) ranged from 0.54 to 0.90 (Fig. 2B). For every pair of tissues, we observed a high level of sharing of eQTLs, and this pairwise sharing of eQTL among tissues roughly mirrored the tissue gene expression correlations (fig. S12).

To assess patterns of sharing beyond tissue pairs, we applied two Bayesian methods that assess, for each SNP-gene pair, the evidence (activity in a single tissue) or tissue ubiquity (activity in all nine tissues) more common than profiles involving only a few tissues, despite many more possible combinatorial patterns for intermediate specificity. Notably, both methods indicate that more than 50% of all detected eQTLs are common to all nine tissues. Reassuringly, both Bayesian methods produce pairwise tissue sharing probabilities that show agreement with the non-model-based analysis (fig. S13). Figure S14 illustrates the value of the multitissue analysis for an example in which the tissue specificity of an eQTL supports NDRG4 as a candidate to influence QT interval in the heart (30). Despite superficial similarity between patterns of tissue-tissue gene expression and eQTL sharing, extensive comparisons of eQTL evidence to expression levels indicate that the tissue-specific patterns are only modestly correlated with average tissue expression levels (fig. S15).

We also examined effect size estimates for eQTLs that are shared between tissues. The vast majority of shared eQTLs show consistent effect directions in different tissues. However, some SNPs showed apparent opposite effect directions in different tissues (fig. S16). A number of examples that we investigated using multi-SNP multitissue analyses (28) appeared to be due to pairs of SNPs, in LD with one another, that were separate eQTLs in different tissues (fig. S17) rather than being a single eQTL with opposite effects.

Beyond the biological interest of eQTL sharing among tissues, the availability of multiple tissues can also increase the power to detect eQTLs active in multiple tissues by combining information across tissues (24). To investigate, we conducted a permutation analysis by holding the expression data fixed and permuting the genotypes. In this manner, we identified the significant eGenes per tissue (as in the single-tissue analysis above, but for a smaller window near the TSS), or jointly for any combination of tissues by considering the minimum \( P \) value across tissues under each permutation. With this approach, the number of eGenes identified for individual tissues was similar to the single-tissue eQTL analysis (Fig. 2A). Next, the minimum \( P \) value for each gene across all nine tissues was used to test for eQTL evidence, and subjected to gene-level false discovery control. A total of 7425 eGenes with FDR < 0.05 were identified, representing a factor of 3 increase relative to the maximum number of significant eGenes for any single tissue. The Bayesian models, which leverage the high proportion of tissue-common eQTLs, increase the power to detect eQTLs for an individual tissue by borrowing strength from the remaining tissues. Thus, of the original 22,286 expressed genes, 10,030 showed a significant eQTL (FDR < 0.05) with the gene-based Bayesian multitissue model.

**Fig. 2. Number and sharing of significant cis-eQTLs per tissue.** (A) Numbers of significant cis-eQTL genes (eGenes) per tissue according to single-tissue analysis. For each gene, the minimum nominal \( P \) value was used as the test statistic and an empirical \( P \) value was computed to correct for number of tests per gene, based on either permutation analysis of genotype sample labels applied to the full set of samples per tissue (●) or Bonferroni correction, used for downsampling (line) to reduce computational burden (24). In the range of sample sizes tested, the number of identified eGenes increases linearly with sample size. (B) Dendrogram and heat map of pairwise eQTL sharing using the method of Nica et al. (22). Values are not symmetrical, since each entry in row \( i \) and column \( j \) is an estimate of \( \pi_1 = \Pr(\text{eQTL in tissue } i \text{ given an eQTL in tissue } j) \). Blood has the lowest levels of eQTL sharing with other tissues while adipose shows higher levels of sharing. (C) Activity probabilities for both multitissue modeling approaches, applied to all nine tissues, indicate that the most likely configurations are for eQTLs that are active in only a few tissues or in many tissues. (D) For eQTLs in each tissue considered separately, analyzing multiple tissues jointly increases the number of discovered eQTL associations (FDR < 0.05), as assessed by the SNP-based multitissue model.
(approximately 35% more than by joint permutation). Using the SNP-based Bayesian model, we selected four of the tissues with the largest sample sizes, and computed the marginal eQTL probability for each tissue alone after adding one to eight additional tissues in a fixed sequence. This resulted in a marked increase in the number of significant SNP-gene pairs (FDR < 0.05) (Fig. 2D). For downstream analyses using the multitissue results, a single SNP with highest posterior probability was chosen as representative across all tissues, recognizing that multiple causal SNPs would be difficult to resolve with the current sample size. Posterior probability profiles for both Bayesian models, as well as marginal posterior probabilities that an eQTL is active in each tissue, based on summing the probabilities across all configurations, are available for these genes (http://gtexportal.org).

**Allele-specific expression analysis**

To complement eQTL analysis, we used allele-specific expression (ASE) of genes to indirectly estimate the overall effect of cis-regulatory variants on the expression of nearby genes. Individuals that are heterozygous for a cis-regulatory variant may differentially express each of the two alleles of the affected gene. In these cases, assuming no other causes for allele-specific expression, imbalanced allelic expression of a gene can be used to infer the effect of cis regulation on the gene even without necessarily identifying the specific regulatory variant(s). In addition to the subtle cis-regulatory effects described here, ASE of premature stop variants is informative of nonsense-mediated decay (30), and consistent monoallelic expression of specific genes can be used to detect epigenetic silencing by imprinting.

ASE can be estimated from the abundance of RNA-seq reads supporting each of the gene’s alleles, measured at heterozygous sites within the transcribed region. We identified a median of 6385 sites per sample (across all tissues and all individuals) that were both heterozygous for a transcript SNP in the imputed genotype data of the associated individual and well expressed in that sample (SNP covered by ≥ 30 RNA-seq reads) (fig. S18). Of these sites, a median of 390 sites per sample had significant ASE (binomial P < 0.005, or 144 sites with FDR 21%, after rigorous quality control of ASE sites and after downsampling to exactly 30 reads at each site to ensure equal power to detect ASE) (Fig. 3A and table S8A) (14). To assess whether different tissues vary in terms of the overall effect of cis-regulatory variation in them, we estimated the proportion of those sites with significant ASE in each of the tissues (combining data from all individuals) (14) and found that the fraction of significant ASE sites varied widely across tissues, with a range of 1.7 to 3.7% (median 2.3%). Brain regions appeared depleted for allelic effects (2.0% ASE in brain versus 2.7% in other tissues combined; P < 2 × 10^{-16}, Fisher’s exact test) (Fig. 3A), consistent with the hypothesis that brain-specific genes exhibit reduced genetic diversity (32). Our results generally support our eQTL findings; in thyroid, where we observed a high number of eQTLs (Fig. 2A), we also see an increased amount of ASE (Fig. 3B). Blood and LCLs have a higher proportion of allelic effects (3.6% versus 2.3% in others; P < 2 × 10^{-16}, Fisher’s exact test). Other tissues, such as thyroid, exhibited intermediate proportion of ASE (2.6%) and a trend for decreased ASE in brain versus other tissues combined (P < 2 × 10^{-16}, Fisher’s exact test). Similar trends were observed when collapsing tissues into two groups: brain versus blood and LCLs versus other tissues (Fig. 3B).

![Fig. 3. Quantification of regulatory diversity by ASE.](image-url)

**Fig. 3. Quantification of regulatory diversity by ASE.** (A) Proportion of sites with significant ASE (P < 0.005) in each tissue (colored and labeled as in Table 1), with binomial confidence intervals. (B) Proportion of significant ASE sites for the nine tissues with eQTL data as a function of the proportion of eQTLs after regressing out the log of sample size. (C) Partitioning variation in allelic and total gene expression within and between individuals and tissues. We calculated pairwise Spearman rank correlations between all the samples using two metrics [(D) and (E)]. (D) Allelic ratios over sites (sampled to 30 reads each), which captures similarity in allelic effects that are a proxy for cis-regulatory variation. (E) Total read counts over the same sites, which captures similarity in total gene expression levels. The plots show the distributions of pairwise correlations for sample pairs that are from (1) different tissues and different individual, (2) different tissues within an individual, or (3) same tissues in different individuals. Gene expression levels are highly correlated within the same tissue (E3) (see Fig. 1A). However, allelic ratios show highest correlation among different tissues of the same individual that share the same genome (D2).
10^{-16}, Fisher’s exact test) (Fig. 3B), suggesting non-genetic sources of monoallelic expression possibly due to the more clonal nature of these cells (33).

To compare between-sample and between-tissue sharing of ASE with the overall similarity of gene expression, we constructed two Spearman rank correlation matrices between all pairs of samples. In one, we correlated ASE ratios, capturing sharing of cis-regulation; in the other, we correlated total coverage of the same sites, capturing similarity of overall gene expression levels, analyzing genes that are expressed in both tissues (both matrices used counts of reads covering heterozygous sites shared between the compared pair of samples) (34). The two matrices of tissue medians were highly correlated (Mantel test, \( r = 0.772, P < 0.0001; \) fig. S19), indicating that tissues with similar gene expression profiles also have a higher degree of sharing of genetic regulatory effects.

Interestingly, when partitioning the full sample-level matrix into correlations between samples from different tissues of the same individual, the same tissue across individuals, or different individuals and different tissues (Fig. 3C), we found more complex relationships between total expression and allelic ratios. As expected, expression levels are determined by tissue, and samples cluster by tissue (75.6% of variance; Fig. 3E and table S8B). However, allelic ratios show the opposite pattern (Fig. 3D), with higher correlation among tissues within the same individual (17.9% of variance) than among individuals for the same tissue (8.6%). These results indicate that ASE is primarily determined by the common genome among different tissues of the same individual (34). This suggests that the two dimensions of gene expression variability, gene expression levels and allelic ratios, are largely defined by independent factors.

ASE analysis can also be used as orthogonal confirmation of eQTL effects, on the basis of the expectation that individuals who are heterozygous for a cis-eQTL variant should manifest biased allelic ratios in the eQTL target gene. We performed this analysis at the genome-wide level across all the tissues in the GTEx data set, including the tissues with sample sizes that were too small for eQTL analysis. Examining the significant eQTLs identified by single-tissue analysis for the nine main tissues, we looked at their ASE effects separately in each of the 42 tissues, calculating the odds ratio of significant versus nonsignificant ASE for eQTL heterozygote versus homozygote individuals (e.g., for thyroid eQTLs we looked for ASE in all 42 tissues, then for blood eQTLs and so on) (figs. S20 and S21). In addition to replication of eQTL signals in the discovery tissue, we can estimate how relevant our eQTL findings from nine tissues are to a wide variety of other tissues (independent of sample size or allele frequency) and then assess which tissue is the best proxy for capturing regulatory effects in another tissue of interest.

We found that the overall tissue specificity of the eQTL sets varies. For example, eQTLs identified in skeletal muscle were less active in other tissues. Some tissues, such as brain, were not well captured by any of the nine eQTL sets here. ASE analysis also allows quantification of genome-wide tissue sharing of cis-regulatory signals without relying on eQTL discovery, but instead by measuring how often a site with a significant ASE signal in one tissue is significant in another tissue of the same individual. The proportion of shared ASE effects between tissue pairs within an individual varies between 36% and 58% (mean 46%), with slightly increased sharing observed between closely related tissues (conditioning on each site being measurable in both of the tissues) (fig. S22B). This relatively high degree of sharing is consistent with the eQTL results described above. If we relax the constraint of requiring a gene to be expressed in both tissues, then the proportion of shared ASE effects is substantially lower (0.85 to 39%, mean 11%; fig. S22B). This finding represents the total probability of detecting a regulatory effect in another tissue, and highlights a high degree of apparent tissue specificity that derives from the fact that a gene expressed in one tissue is often simply not expressed in another. This is particularly pronounced in brain, where the large proportion of genes showing tissue-specific isoform expression in that organ (17) drives a lower degree of overall sharing. Whole blood and skeletal muscle are partial outliers, relative to other tissues,

Fig. 4. Cis-regulatory effects in individuals that are not explained by detected eQTLs. (A) An eQTL showing individual homozygous (AA) for the eQTL SNP (left panel) or heterozygous (AG) (right panel), ASE is measured at the TC SNP. (B) An example of replication of an eQTL signal in ASE analysis in the NDRG4 gene, with eQTL heterozygotes showing higher ASE in the eQTL target gene than eQTL homozygotes (only a subset of individuals shown; linear regression \( P = 5.69 \times 10^{-7} \)). The error bars are from a binomial test for the allele ratio. (C) For each eQTL gene where the eQTL signal was replicated in ASE (linear regression \( P < 0.05 \) after Bonferroni correction), the eQTL heterozygotes show higher variance in allelic ratio (Mann-Whitney \( P = 2.13 \times 10^{-7} \)). (D) Permuted \( P \) value for the variance between individuals, which is higher than expected in 22/53 genes (9 genes in homozygotes, 20 in heterozygotes).
with lower sharing of eQTLs and lower average replication in other tissues (Fig. 2A, fig. S12, and figs. S20 to S22).

Although eQTL analysis and other association-based analyses are efficient for identifying common variants with phenotypic effects in populations, the genotype of those variants may not be a good indicator of the gene expression phenotype at an individual level. We investigated this using ASE analysis to estimate how consistent the allelic effect of single-tissue eQTL variants are across individuals that share the same genotype for the best associated eQTL variant per gene. We tested a subset of 606 eQTLs that had high read coverage and a large number of samples for transcript heterozygous sites in the eQTL discovery tissue. We identified 53 eQTLs with significant replication of the eQTL signal in ASE, as inferred by higher allelic imbalance in eQTL heterozygotes than in homozygotes (linear regression \( P < 0.05 \) after Bonferroni correction; Fig. 4, A and B). Further, for 22 of the 53 eQTL genes, individuals show variability in their allelic ratios that cannot be accounted for by the eQTL genotype or sampling error (Bonferroni corrected \( P < 0.05 \) from permutation of read counts; Fig. 4, C and D). These results highlight that common eQTLs do not explain all of the cis-regulatory effects in individuals and are inadequate predictors of allelic expression variance at the individual level. The higher variance in eQTL heterozygotes than in homozygotes (Mann-Whitney \( P = 2.13 \times 10^{-7} \); Fig. 4B) suggests that part of this variance might originate from modification of the main eQTL effect by environmental or trans effects, or due to additional, independent regulatory variants (34).

### Analysis of splicing QTLs

Beyond estimating overall levels of gene expression, RNA-seq data also allow for the quantification of expression levels of individual transcript isoforms, as well as components of these, such as exons, splice junctions, and untranslated regions. We refer to the quantitative variation of gene structure due to genetic variation as splicing QTLs (sQTLs) (Fig. 5A). To identify sQTLs, we used Altrans (35), a method that identifies SNPs that are associated with variation in the expression levels of exon junctions (sjQTLs; box S1) (14), and sQTLSeekeR (36), a method that identifies SNPs associated with the variation in the relative abundances of gene transcript isoforms (srQTLs; box S1) (14). Altrans identifies both novel and annotated splicing events, while sQTLSeekeR tests only annotated isoforms. Altrans, however, is restricted to changes in the usage of splice junctions, while sQTLSeekeR can in principle detect any variation in the relative abundance of transcript isoforms (fig. S23). Altrans was run using a \( \pm 1 \) Mb region around the TSS, while for sQTLSeekeR, we tested within the body of the gene \( \pm 5 \) kbp (14).

We detected an average of \(~1900\) genes with Altrans, and \(~250\) with sQTLSeekeR, with at least one cis-sQTL per tissue (FDR = 0.05; table S9). The greater genomic window tested around the TSS for Altrans, and the capacity to detect novel splicing events, explains the much larger number of sQTLs detected by Altrans than by sQTLSeekeR (about 70% of Altrans sQTLs correspond to novel events, and only about 10% map within 5 kb of

---

Fig. 5. Splicing QTLs. (A) A splicing QTL that affects the relative usage of alternative splice isoforms for the tRNA methyltransferase 1 homolog gene (TRMT1). TRMT1 has three annotated isoforms, only two of which are abundant in skeletal muscle. The relative abundance of the two isoforms differs by genotype (number of individuals below each genotype), with heterozygotes showing an intermediate behavior. This SNP has not been detected as an eQTL. The right panel shows the exonic structure of the transcripts along with the location of the sQTL SNP (dotted line). (B) The relative proportions of the different types of splicing events detected by the two methods over the nine tested tissues (fig. S23). (C) Functional enrichment of sQTLs from Altrans and sQTLSeekeR. For the top-ranked SNPs associated with a given splicing event, we computed the relative frequency with which they map to different biologically determined ENCODE functional domains.
annotated genes). Despite the difference, Altrans and sQTLSeeker show strong complementarity, detecting variants that are associated with very different types of alternative splicing events. Most of the splice events detected by Altrans (80%) are exon-skipping events, while 60% of those detected by sQTLSeeker correspond to complex splice events, such as mutually exclusive exons (Fig. 5B and fig. S23). If we consider only sQTLs shared with exon-skipping events, the overlap in sQTLs identified by both methods is substantial (36% of sQTLs are shared by both Altrans and sQTLSeeker) (figs. S23 and S22). An example of an sQTL that we identified with potential biological relevance is shown in Fig. 5A (further examples are in fig. S26).

Significant sQTLs show a high degree of sharing among tissue pairs, with tissue-specific sQTLs accounting only for 7 to 21% of the total depending on the tissue (figs. S27 and S28). The highest degree of sharing is between heart left ventricle and whole blood, whereas the two tissues that share the fewest sQTLs are whole blood and Sun-exposed skin. In general, sQTLs identified in whole blood are shared at lower levels with other tissues, as was observed for eQTLs (Fig. 2A and fig. S12, A and B). Although we observe the same enrichment of sQTLs around the TSS as seen for eQTLs, the sQTLs that are shared across multiple tissues tend to be closer to the TSS than those that are tissue-specific (fig. S28). On average, 20% of sQTLs associated with changes in exon junction abundance by Altrans were also predicted to be eQTLs ($\beta_1 = 0.20, \beta_2 = 0.14$ to 0.27; table S10). An even larger fraction (48%) of sQTLs detected by sQTLSeeker associated with changes in relative abundances of gene transcript isoforms, were identified as eQTLs ($\beta_1 = 0.48, \beta_2 = 0.13$ to 0.70; table S10). This enrichment of eQTLs among sQTLs is larger than expected at FDR $<$ 0.05, but a substantial fraction of sQTLs are unique and not detected by standard eQTL analysis.

Functional annotation of eQTLs in noncoding regions

Gene variants affecting gene expression and splicing patterns have been shown to fall within regulatory elements, providing a potential molecular basis for their effects (37–39). To assess whether the eQTLs discovered across the nine tissues were enriched in regulatory regions, we used a set of regulatory annotations from the ENCODE project (10) and the Epigenomics Roadmap project (40), including regulator-bound locations, DNase I hypersensitivity sites, and maps of histone modifications for proximal and distal regulatory regions (14). For each tissue, we chose the top significant SNP per gene from the single-tissue eQTL analysis (14,431 eQTL SNPs). Discarding SNPs that were within annotated genes resulted in 4085 intergenic eQTL SNPs, which were compared to our regulatory annotations (14). Intergenic eQTL SNPs were enriched for transcription factor-bound sites, open chromatin, promotors, and enhancers ($P = 4.3 \times 10^{-10}, 2.9 \times 10^{-8}, 1.7 \times 10^{-6}$, and 0.003, respectively) relative to the density of these features within a 2.5-kb window of the tested eQTLs (fig. S29 and table S11). This enrichment was even more pronounced in a subset of 91 unambiguous intergenic eQTL SNPs (fig. S29). In contrast, we found sQTLs to be enriched within annotated splice junctions relative to other functional regions (Fig. 5C).

We also asked whether the specific SNP-gene links (“genetic links”) predicted by our eQTL analysis were supported by enhancer-gene links based on functional correlation (“functional links”) (14). We found that open chromatin regions containing an eQTL SNP show higher correlation to the corresponding gene, relative to open chromatin regions without an eQTL at similar distances and linked to genes also containing an independent eQTL ($r = 0.037$ versus 0.030, paired Mann-Whitney two-sided $p = 4.3 \times 10^{-11}, SE = 0.00114, n = 32,168$ eQTL-SNP pairs).

This demonstrates the value of eQTL information to establish functional links between regulatory elements and genes in the genome, an analysis that will increase in power as additional tissues and subjects are added to the data set.

Gene network inference within tissues using cross-individual expression variation

To provide a view of coordinated gene regulation arising from both cis and trans genetic effects and nongenetic sources, we inferred gene-gene coexpression networks within tissues. Studying each of the nine tissues in isolation and examining variation of gene expression across individuals, we linked pairs of genes that show correlated expression (top 1% of pairs by Pearson correlation) (14). We found that open chromatin regions containing an eQTL show higher correlation to the corresponding gene, relative to open chromatin regions without an eQTL at similar distances and linked to genes also containing an independent eQTL ($r = 0.037$ versus 0.030, paired Mann-Whitney two-sided $p = 4.3 \times 10^{-11}, SE = 0.00114, n = 32,168$ eQTL-SNP pairs). This enrichment of eQTLs among sQTLs is larger than expected at FDR $<$ 0.05, but a substantial fraction of sQTLs are unique and not detected by standard eQTL analysis.

Gene network inference within tissues using cross-individual expression variation

To provide a view of coordinated gene regulation arising from both cis and trans genetic effects and nongenetic sources, we inferred gene-gene coexpression networks within tissues. Studying each of the nine tissues in isolation and examining variation of gene expression across individuals, we linked pairs of genes that show correlated expression (top 1% of pairs by Pearson correlation) (14). We found that open chromatin regions containing an eQTL show higher correlation to the corresponding gene, relative to open chromatin regions without an eQTL at similar distances and linked to genes also containing an independent eQTL ($r = 0.037$ versus 0.030, paired Mann-Whitney two-sided $p = 4.3 \times 10^{-11}, SE = 0.00114, n = 32,168$ eQTL-SNP pairs). This demonstrates the value of eQTL information to establish functional links between regulatory elements and genes in the genome, an analysis that will increase in power as additional tissues and subjects are added to the data set.

Gene network analysis produced 117 modules (fig. S6E), containing between 25 and 414 genes. Each of these modules corresponds to a multissite expression pattern for a gene, enabling us to study changes in the regulatory program of genes that affect multiple tissues at a time.

We used these modules to identify instances of coordinated variation in multissite expression patterns across individuals. For each gene, we estimated the proximity of each individual’s expression pattern to the median expression pattern of each module, corresponding to a “module membership score” (Fig. 6F and fig. S31A). We then calculated a module membership score for each individual (Fig. 6G) (14). Cases where depletion in membership of one module was accompanied by a corresponding increase in membership of a different module are called “module switching events.” The majority of genes showed conserved multissite gene expression patterns among individuals, remaining in the same module or switching between modules with similar expression patterns (correlation distance $< 0.5$). However, we identified 3965 genes (21%) that show switching between dissimilar modules (correlation distance $> 0.5$), which may have important biological consequences (fig. S31B). Using module membership scores as a quantitative trait, we searched for neighboring SNPs that are correlated with these module membership scores (Fig. 6H), which we call module-switching QTLS (modQTLs). Searching a window of 1Mbp around each gene in cis, we found a total of 2102 modQTLs associated with statistically significant switching (FDR $<$ 0.05) between dissimilar gene modules (correlation
distance > 0.5), suggesting that genetic variation for those genes leads to changes in multi-tissue regulatory programs. For example, the ZFP57 gene shows three distinct patterns of multi-tissue expression across individuals, and three nearby SNPs are associated with these changes, suggesting a genetic basis for these multi-tissue differences (Fig. 6H).

We compared the 2102 modQTLs with eQTLs discovered by both the single-tissue and multi-tissue eQTL analyses. At all correlation levels of stringency, the modQTLs capture 53% of tissue-specific eQTLs (calculated as the percentage of lead SNPs in LD \( r^2 > 0.8 \) with lead modQTLs) and 60% of multi-tissue eQTLs, and these two...
together account for only 42% of modQTL SNPs. Hence, 58% of modQTLs are not discovered by other methods, which suggests that the approach has the potential to reveal novel genetic effects on the modulation of genes across tissues (fig. S31C).

**Personal transcriptomics and implications for human disease**

The in-depth analysis of multitissue transcriptomes enables both an understanding of the population-level properties of the transcriptome as well as individual level properties inferred from analyses of single transcriptomes or the transcriptomes of multiple tissues from a single individual. As is the case for personalized genomics, this individual-level transcriptome analysis is likely to become a crucial addition to the personalized assessment of an individual’s biology and likely disease status.

**Impact of individual gene-disrupting variants on splicing and expression**

Assessing the functional impact of DNA sequence variants identified in whole-genome and exome sequencing studies remains a major challenge. Variants predicted to result in the truncation of proteins (splice, stop-gain SNVs, or frame-shift indels) may have large effects on biochemical function, but are also highly enriched for annotation artifacts (43). Errors in predicting the true functional impact of these and other variants can substantially reduce discovery power in common complex diseases and, more important, can affect disease diagnosis in clinical settings (44).

The GTEx multitissue expression data provide an opportunity to assess the real impact of protein-truncating variants (PTVs) on the human transcriptome (Fig. 7).

---

**Fig. 7. Integration of transcriptome data improves annotation of putative protein truncating variants (PTVs).** (A) The majority of annotated PTV variants are partial PTV, meaning that only a fraction of the RNA-seq transcripts support PTV annotation. (B) For all the predicted PTV variants, we ask what percentage of variants maintain a PTV annotation if we require that a fixed percentage of the dominant isoforms across all sequenced tissues support a PTV prediction; 70% of PTV variants are relevant if the threshold is 10%, whereas only 40% of PTV variants are relevant if the threshold is 100%.

**Fig. 8. Tissue-dependent GWAS eQTL enrichment Q-Q plots.** (A) eQTLs are enriched for trait associations with an important class of complex diseases. eQTLs discovered in whole blood (plotted in red) show significant enrichment for SNPs associated with autoimmune disorders from the WTCCC study (type 1 diabetes, Crohn’s disease, and rheumatoid arthritis) relative to null expectation (shown in gray) defined by non-eQTLs. (B) Enrichment of eQTLs for disease associations is tissue-dependent. Single-tissue eQTL annotation can be used to increase power to detect associations with hypertension, a disease for which the WTCCC study failed to yield significant associations. Notably, eQTLs discovered in adipose are enriched relative to muscle, lung, thyroid, skin, heart, and tibial artery ($P < 0.05$, Kolmogorov-Smirnov test) for known SNP associations with the hypertension.
transcriptome (see also (3I)). We combined exome sequencing and RNA-seq data from 173 GTEx individuals to assess the global properties of predicted high-confidence PTVs (14). PTVs are enriched in alternatively spliced exons, with just 38.4% of high-confidence PTVs having annotation support across all reported transcripts (Fig. 7A), and only 31 to 55% supported by the major transcript of at least one tissue (for all tissues with at least 10 samples). These numbers highlight the need for careful transcript-specific assessment of functional annotation for all classes of variation. Furthermore, if we require that a fixed percentage of the dominant isoforms across all sequenced tissues support this annotation, we find that the percentage of predicted PTVs with annotation support of this annotation, we find that the percentage of predicted PTVs decreases as we increase the threshold for predicted PTVs with annotation support of PTV decreases as we increase the threshold for the proportion of tissues with major transcript isoform support for PTV prediction (Fig. 7B). This highlights the need for empirically derived reference transcript sets across a broad array of tissues to enhance clinical interpretation for personal genome sequencing and disease studies.

An example with clinical ramifications is shown in fig. S32.

**GWAS and eQTLs**

The ultimate goal of the GTEx project is to provide a framework for biological interpretation of disease-related variants. To evaluate the relevance of the discovered eQTLs in disease mapping studies, we tested the eQTLs identified in each tissue for association with disease using the Wellcome Trust Case Control Consortium (WTCCC) studies of seven complex disorders (45) (see Fig. 8A). Using eQTLs identified in whole blood, we found an enrichment for top associations with autoimmune diseases (shown as a leftward shift from the null distribution in the Q-Q plot in Fig. 8A), for Crohn’s disease, rheumatoid arthritis, and type 1 diabetes among eQTLs ($P < 2.2 \times 10^{-16}$ for each disease), consistent with the utility of blood lymphoblastoid cell lines (LCLs) in trait mapping for autoimmune disorders (46, 47). In contrast to the autoimmune disorders, we found no enrichment for association (no shift in $P$ value distribution) with bipolar disorder or type 2 diabetes among the blood eQTLs ($P > 0.05$) (Fig. 8A). This tissue specificity of autoimmune enrichment results suggests they are not due to the confounding effects that result from similar underlying genomic properties between eQTL and disease association regions. More generally, we observed trait-specific levels of enrichment for the WTCCC disease traits among the nine different single-tissue eQTL sets.

Remarkably, the use of eQTLs increased power to detect associations with hypertension (Fig. 8B). In particular, eQTLs in subcutaneous adipose were significantly enriched for multiple associations with hypertension relative to muscle, lung, thyroid, skin, heart, and tibial artery ($P < 0.05$, Kolmogorov–Smirnov test) (Fig. 8B). This is particularly noteworthy because the WTCCC GWAS of this disease did not yield any genome-wide significant associations, which suggests that larger sample sizes were required to identify highly significant SNP associations in the absence of functional data. Because the majority of GWAS-identified variants (~95%) lie in non-coding regions of the genome, we determined

---

**Fig. 9. A blood pressure-associated SNP is a significant eQTL in tibial artery, for ARHGAP42 and TMEM133.** (A) The GWAS SNP, rs633185 in the intron of ARHGAP42, is associated with systolic blood pressure ($P = 1.2 \times 10^{-15}$) and diastolic blood pressure ($P = 2 \times 10^{-15}$). This GWAS SNP is in tight LD ($r^2 = 0.93$) with the most significant eQTL for ARHGAP42 in tibial artery, rs604723 ($P = 1 \times 10^{-5}$), and is the most significant eQTL for TMEM133 in tibial artery ($P = 2.7 \times 10^{-5}$). Tibial artery was the only significant tissue at FDR < 0.05 according to the single-tissue eQTL discovery method. (B) Average posterior probability of the most significant cis-eQTL, rs607562 for ARHGAP42 at FDR < 0.05 from the multitissue eQTL methods. (C) Similar plot for TMEM133. The most significant cis-eQTL for TMEM133 from the multitissue methods at FDR < 0.05 is the GWAS SNP, rs633185, in tibial artery.
which genome-wide significant trait associations ($P < 5 \times 10^{-8}$) reported to date are in LD with at least one GTEx-identified eQTL. We merged NCI-Bi’s Phenotype-Genotype Integrator (PheGeNi) (48) and the NHGRI GWAS catalog (49), yielding 10,129 genome-wide significant SNP associations with nearly 630 distinct complex traits. In total, 5195 “independent” SNPs were identified after LD pruning at $r^2 \geq 0.8$ and counting SNPs only once (14). Of these, 508 (~6%) are in strong LD ($r^2 \geq 0.8$), with a “best eQTL per gene” (at $r^2 < 0.05$) from either the single-tissue or multitissue eQTL discovery analysis (table S12) in at least one of the nine tissues tested. For two-thirds of these (211 SNPs), no putative deleterious coding variants (nonsynonymous or splice variants) in the target gene product lie in LD ($r^2 > 0.8$) with the GWAS SNP; this finding suggests that regulatory effects may underlie the causal mechanism, although additional work is needed to prove causality. GWAS SNPs in LD with an eQTL show a factor of 2 higher representation in coding regions relative to all GWAS SNPs (11% versus 4.6%; table S13). Notably, about one-third of the eQTLs in LD with GWAS SNPs were detected only with methods that leverage the multitissue nature of GTEx data. Increasing both sample sizes and the range of tissues will likely increase the number of detected GWAS-eQTL loci.

Annotating a GWAS SNP with an eQTL can help to highlight candidate causal genes within a locus (i.e., the eQTL target gene). We found that proximity-based and eQTL-based gene assignments for GWAS SNPs were often discordant (47). A surprising proportion of trait-associated SNPs in LD ($r^2 > 0.80$) with a GTEx eQTL showed disagreement between the strongest eQTL-derived target gene and the genes that were physically proximal to the GWAS SNP (table S14). Of 190 GWAS loci ($P < 5 \times 10^{-8}$) where the lead SNP is an eQTL from the single-tissue analysis (FDR < 0.05) with only a single target gene, in 65 cases (~34%) this eQTL target gene differs from any of the genes that were closest to the SNPs in LD. These results were also observed when we restricted the target genes to protein-coding genes, when we pruned the GWAS SNPs for each trait examined ($r^2 > 0.80$), and when we used the eQTLs identified from the multitissue joint eQTL analysis.

In addition to prioritizing causal genes in GWAS loci, an eQTL catalog from multiple human tissues can highlight the relevant tissue(s) of action, evaluate the tissue specificity of GWAS loci, and characterize pleiotropic associations. We demonstrate the value of multitissue data to explore and resolve these issues for the GWAS intrinsic SNP, rs833195, located in ARHGP42 (Fig. 9). This GWAS SNP is in high LD ($r^2 = 0.93$) with the best cis-eQTL (rs6049723) targeting ARHGP42, and the best cis-eQTL for a neighboring gene, TMEM133, in tibial artery. Evaluating eQTL significance in all nine tissues shows that although the eQTL’s significance is indeed strongest in tibial artery, several other tissues may merit consideration in exploring the causal function of this locus, such as subcutaneous adipose and skin (Fig. 9, B and C, and fig. S33).

This supports the need to explore the genetic basis of disease in the fuller context of a wide range of human tissues. The GTEx eQTLs may also be useful in highlighting the role of non-coding genes in disease risk and other complex traits (fig. S4). We found that ~13% of candidate genes proposed by GTEx eQTLs, and in LD to genome-wide significant GWAS SNPs, are non-coding genes (table S15).

Conclusions

We have described a large in-depth data set of multitissue human gene expression. We assessed the variability of the transcriptome among individuals in a large number of tissues at a resolution that provides unique insights into the diversity and regulation of gene expression among tissues. This analysis provides a unified view of genetic effects on gene expression across a broad range of tissue types, most of which have not been studied for eQTLs previously. We look forward to scaling up the resource to create a data set that will transform our understanding of how genetic variability influences different tissues and biological systems and ultimately complex diseases.
HUMAN GENOMICS

The human transcriptome across tissues and individuals

Marta Melé,1,2,* Pedro G. Ferreira,1,3,4,6 Ferran Reverter,1,6,7,* David S. DeLuca,8 Jean Monlong,7,9 Michael Sammeth,1,7,10 Taylor R. Young,4 Jakob M. Goldmann,1,7,11 Dmitri D. Pervouchine,1,7,12 Timothy J. Sullivan,8* Rory Johnson,1,7 Ayellet V. Segrè,8 Joel N. Hirschhorn,1,4 Manolis Kellis,1,3 Daniel G. MacArthur,1,2 Julian B. Maller,1,2 Taru Tukiainen,1,2 Monkol Lek,1,2 Lucas D. Ward,1,3 David S. DeLuca,8 Ayellet V. Segrè,1 Timothy J. Sullivan,1

TRANSCRIPTIONAL REGULATION AND POSTTRANSCRIPTIONAL PROCESSING UNDERLIE MANY CELLULAR AND INDIVIDUAL PHENOTYPES

Underlying human biology and disease. Whereas expression data sets from tissues/primary cells (I, 2) and individuals (3) have accumulated over recent years, only limited expression data sets have allowed analysis across tissues and individuals (4).
Effect of predicted protein-truncating genetic variants on the human transcriptome

Accurate prediction of the functional effect of genetic variation is critical for clinical genome interpretation. We systematically characterized the transcriptome effects of protein-truncating variants, a class of variants expected to have profound effects on gene function, using data from the Genotype-Tissue Expression (GTEx) and Geuvadis projects. We quantitated tissue-specific and positional effects on nonsense-mediated protein-truncating variants, a class of variants expected to have profound effects on disease-causing mutations (1, 2), but some may be protective against disease (3). However, PTVs are abundant in the genomes of healthy individuals (4), indicating that they often do not have major phenotypic consequences. In addition, although PTVs are often described as loss-of-function (LOF) variants, in most cases their precise molecular effect has not been characterized and in other cases show gain-of-function effects (1). Clinical interpretation of PTVs will thus require direct characterization of their biochemical effects.

We cataloged predicted PTVs and their transcriptomic effect in 462 healthy individuals with DNA and mRNA sequencing (RNA-seq) from lymphoblastoid cell lines (LCLs) in the Geuvadis study (5, 6) and 173 individuals with exome sequencing and RNA-seq from a total of 1634 samples from multiple tissues in the Genotype-Tissue Expression (GTEx) study [supplementary materials section S1 (SM S1)] (7, 8). Each GTEx individual has RNA-seq data from 1 to 30 tissues, with 9 tissues having >80 samples. We defined PTVs (4) (table S1) as single-nucleotide

**Fig. 1. Schematic overview of the study.** We prepared an integrated DNA and RNA sequencing data set by combining the pilot phase of the GTEx project of 173 individuals with up to 30 tissues per individual (total of 1634 samples) and the Geuvadis project of LCL DNA and RNA sequencing in 462 individuals. From these data, we analyzed the effect of predicted protein-truncating genetic variants on the human transcriptome, including (A) nonsense SNVs, (B) frameshift indels, (C) large deletion variants, and (D) splice-disrupting SNVs.
variants (SNVs) predicted to introduce a premature stop codon or to disrupt a splice site, small insertions or deletions (indels) predicted to disrupt a transcript’s reading frame, and larger deletions that remove the full protein coding sequence (CDS) (SM S2, Fig. 1, and figs. S1 and S2). We identified 13,182 candidate PTVs using phase 1 data of the 1000 Genomes Project (9) of the 421 individuals included in the Geuvadis RNA-seq project, as well as 4584 candidate PTVs in the GTEx data, for a combined total of 16,286 candidate variants (table S2).

We measured total gene expression levels in reads per kilobase of exon per million mapped reads, allele-specific expression (ASE) detecting expression levels of two haplotypes of an individual, and split mappings across annotated exon junctions to quantify splicing (SM S3 and S4). Transcripts containing common PTVs are more weakly expressed and more tissue-specific than transcripts that do not contain common PTVs (SM S5 and figs. S3 to S7), consistent with previous work (4).

PTVs that generate premature stop codons may trigger nonsense-mediated decay (NMD). Such variants are often recessive and may protect against detrimental phenotypic effects but also may cause disease via haploinsufficiency (7). Variants that escape NMD may create a truncated protein with dominant-negative or gain-of-function effects (7). We compared transcript levels between the PTV and the non-PTV alleles within the same individual (SM S6) (4, 5, 10) for a total of 1614 PTVs (SM S6, figs. S8 to S12, and table S3) and validated the allelic ratios obtained from RNA-seq data (figs. S13 to S18 and table S4) (11). We also generated a method to assess the ASE effect of frameshift indels (SM S6 and figs. S8 to S12), which were not previously examined (5, 10) due to the technical challenges of mapping bias (12–14).

Allelic count data were analyzed with a Bayesian statistical method to address whether a variant exhibits ASE in a given tissue and whether this signal is shared across multiple tissues of the same individual (SM S7 and figs. S19 to S26) (15). We observe a higher proportion of strong or moderate allelic imbalance in rare and singleton nonsense SNVs compared with common nonsense variants (54.3%, 55.4%, and 35.7%, respectively), suggesting that rare PTVs are more likely to trigger NMD (fig. S19).

Rare nonsense SNVs predicted to trigger NMD according to the 50-bp (base pair) rule (SM S7) (16) have a larger proportion of ASE than SNVs that escape NMD (69.5% versus 31.9%.

Fig. 2. Allele-specific expression analysis. (A) Proportion of rare SNVs with allele-specific expression (ASE) for synonymous variants (n = 25,233) and nonsense variants predicted to escape (n = 158) or trigger (n = 287) NMD. (B) Proportion of rare indels with ASE for in-frame (n = 355) and frameshift indel variants predicted to escape (n = 77) or trigger (n = 129) NMD. Due to different quality filters, the proportions are not directly comparable to those in (A). (C) Receiver operating characteristic curve for predicting NMD with binary classification defined as no ASE (escape) and moderate, strong, or heterogeneous ASE (trigger). The filled circles show the specificity and sensitivity for NMD prediction with alternative simple distance rules (inset).

(D) Multitissue ASE classification for rare nonsense variants predicted to trigger NMD (n = 287). (E) Example of ASE data across six tissues for a heterozygous carrier of the nonsense variant rs149244943 in gene PHKB (phosphorylase kinase, beta) classified as having moderate ASE across all tissues. (F) Example of ASE data across 16 tissues for a heterozygous carrier of the nonsense variant rs119455955, a disease mutation for recessive late-infantile neuronal ceroid lipofuscinosis in gene TPP1 (tripептидил peptidase I), classified as having moderate ASE across all tissues. For all plots, 95% CIs are shown.
respectively), and both classes demonstrate ASE more often than synonymous variants (7.9%, \(P < 0.001\) across all comparisons, two-proportion \(z\) test) (Fig. 2A). A higher proportion of ASE is also observed for frameshift indels predicted to trigger NMD (52.1%) compared with those predicted to escape NMD (30.6%) and at higher levels than that predicted for in-frame indels (18.4%) (Fig. 2B). Testing alternative simple distance rules showed that the 50-bp rule has the highest predictive value (Fig. 2C).

We next generated an improved predictive model for no ASE versus strong/moderate ASE for all nonsense SNVs (SM S7). Our model predicts NMD better than the 50-bp rule, with an area under the curve (AUC) of 80.8% [95% confidence interval (CI) 77.3 to 84.4%] compared to a 50-bp rule AUC of 72.9% (69.3 to 76.5% CI) (Fig. 2C and figs. S21 and S22). Our results provide a quantitative estimate of the value of NMD predictions and illustrate that the 50-bp rule remains a valuable heuristic. Nonetheless, our model improves NMD prediction, allows a more flexible analysis of the probability that a variant will trigger NMD from variant data (fig. S21), and provides data for understanding the molecular mechanisms of NMD (fig. S22).

The GTEx study design allows us to study variation in NMD across tissues. We applied a Bayesian hierarchical model (SM S7) to rare nonsense variants predicted to trigger NMD, according to the 50-bp rule, with ASE data from at least two tissues. We estimate that 30.5% of these nonsense variants have no ASE in any tissue, and 48.3% and 3.3% have moderate or strong ASE across all tissues, respectively. Finally, 17.9% have heterogeneous effects across tissues, and 8.1% of ASE effects...
are specific to a single tissue (Fig. 2, D to F, and figs. S23 to S26). The tissue specificity of NDM implies that the same PTM may have different effects across tissues, which could contribute to tissue-specific effects of disease-causing mutations (17).

We examined whether heterozygous carriers of PTVs exhibit compensatory up-regulation of the functional allele, which could contribute to tolerance of PTVs and partially explain the widespread haplosufficiency of human genes (18). Dosage compensation has been reported to correlate with gene expression levels (19) and occur in over 80% of deleted genes in Droso phila melanogaster (20). To minimize the effect of genotyping error, we focused on biallelic whole-gene deletions with strong experimental support and manual curation (SM S2 and figs. S27 to S29). We first analyzed the few examples of common whole-gene deletion polymorphisms (SM S8). For 5/6 of these genes, an additive model relating gene expression to copy number provided a better fit than a dominant model, providing no evidence for dosage compensation (table S6). Additionally, heterozygous carriers of rare deletions also had consistently decreased expression of the respective gene compared with the population in the quantification of the splice variants in these positions differ from the 23,24,25 position from the acceptor junction. Weals of evidence (figs. S33 to S37). We find no evidence for widespread dosage compensation maintaining normal expression levels of genes affected by heterozygous PTVs. This, together with the fact that most human genes are haplosufficient (18), suggests that homeostatic mechanisms at the cellular level, possibly as proposed in the theory of dominance (27), maintain biological function in the face of heterozygous, or even homozygous (4), inactivation of human genes.

The resource made available with this study provides a starting point for cataloging variants affecting protein function, but larger data sets will be required to increase our power to predict molecular consequences of variants from sequence data alone. These results highlight the benefits of direct RNA sequencing of either patient tissue or genetically engineered cell lines for interpretation of genetic variation and suggest that personal transcriptomics will become an important complement to genome analysis.

REFERENCES AND NOTES

ACKNOWLEDGMENTS
We thank all the members of the GTEx and Geuvadis consortium and L. Solomon for assistance with the figures. This work was supported by the National Institutes of Health (NIGMS R01GM104371 to D.G.M.; NHIM R01MH08384 to E.T.D., C.D.B., S.B.M., R.G., T.L., and M.I.M.; RO1MH00941 to E.T.D. and J.T.M.; U01HG027593 to J.B.L. and S.B.M.; and R01M101810 to D.F.C.); Academy of Finland (257654 to M.P.); a Hewlett-Packard Stanford Graduate Fellowship and a doctoral fellowship from the Natural Science and Engineering Research Council of Canada to E.K.T.; a National Defense Science and Engineering Graduate Fellowship (NDSEG) from the United States Department of Defense (DoD) to K.R.K.; European Research Council, Swiss National Science Foundation, and Louis Jeantet Foundation to E.T.D., Wellcome Trust (095552/2/11/2 and 095532/2/10/2 to P.D. and 095381 to M.I.M.); and a Clarendon Scholarship, NDM Studentship, and Green Templeton College Award from University of Oxford to M.A.R. The Genotype-Tissue Expression (GTE) project was supported by the Common Fund of the Office of the Director of NIH. Additional funds were enrolled at Biospecimen Source sites funded by NC/SCI-Frederick, Inc. (SCI-F) subcontracts to the National Disease Research Interchange (DIXS170), Roswell Park Cancer Institute (DIXS171), and Science Care, Inc. (DIXS172). The Laboratory, Data Analysis, and Coordinating Center (LDACC) was funded through a contract (HHSN268201000029C) to the Broad Institute, Inc. Biorepository operations were funded through an SCI-F subcontract to Van Andel Institute (10STI035). Additional data repository and project management were provided by SCI-F (HHSN262200800001E). The Brain Bank was funded by a supplement to University of Miami grant DA005227. Statistical methods development grants were made to the University of Geneva (MH050941), the University of Chicago (MH090591 and MH090597), the University of North Carolina–Chapel Hill (MH090356), and Harvard University (MH09048). The primary and processed data used to generate the analyses presented here are available in the following locations: All primary sequence and clinical data files, and any other protected data, are deposited in and available from the database of Genotypes and Phenotypes (www.ncbi.nih.gov/gap) (ps0000424,v5.pl, except for whole-exome sequencing data in ps0000424,v5.pl and mmPCR-seq data and processed ASEA data in ps0000424,v6.pl); derived analysis files are available on the GTEx Portal (www.gtexportal.org). Biospecimens remaining from the study may be requested for research studies. The sample request form, biospecimen access policy, and material transfer agreement are available on the GTEx Portal (www.gtexportal.org/home/samplesPage). The Geuvadis data are available in ArrayExpress accession E-GEUV-1. Further details and links to data and software are available in www.well.ox.ac.uk/~rivas/ptv2015. C.D.B. is a paid member of the Scientific Advisory Boards of Personalis, InVitae, and Ancestry.com; he is founder and chair of the SAB of Identify Genetics, LLC; he also owns stock options in Personalis, InVitae, and Identify Genetics, LLC.

SUPPLEMENTARY MATERIALS
www.sciencemag.org/content/348/6235/666/suppl/DC1
Materials and Methods
Figs. 51 to 542
Tables S1 to S7
Data File S1
References (28–56)
29 September 2014; accepted 2 April 2015
RESEARCH ARTICLE

Sharing and Specificity of Co-expression Networks across 35 Human Tissues

Emma Pierson, the GTEx Consortium, Daphne Koller, Alexis Battle, Sara Mostafavi

Department of Computer Science, Stanford University, Stanford, California, United States of America

Current address: Department of Computer Science, Johns Hopkins University, Baltimore, Maryland, United States of America

Current address: Department of Statistics and Department of Medical Genetics, University of British Columbia, Vancouver, Canada

Email: ajbattle@cs.jhu.edu (AB); saram@stat.ubc.ca (SM)

Abstract

To understand the regulation of tissue-specific gene expression, the GTEx Consortium generated RNA-seq expression data for more than thirty distinct human tissues. This data provides an opportunity for deriving shared and tissue specific gene regulatory networks on the basis of co-expression between genes. However, a small number of samples are available for a majority of the tissues, and therefore statistical inference of networks in this setting is highly underpowered. To address this problem, we infer tissue-specific gene co-expression networks for 35 tissues in the GTEx dataset using a novel algorithm, GNAT, that uses a hierarchy of tissues to share data between related tissues. We show that this transfer learning approach increases the accuracy with which networks are learned. Analysis of these networks reveals that tissue-specific transcription factors are hubs that preferentially connect to genes with tissue specific functions. Additionally, we observe that genes with tissue-specific functions lie at the peripheries of our networks. We identify numerous modules enriched for Gene Ontology functions, and show that modules conserved across tissues are especially likely to have functions common to all tissues, while modules that are upregulated in a particular tissue are often instrumental to tissue-specific function. Finally, we provide a web tool, available at mostafavilab.stat.ubc.ca/GNAT, which allows exploration of gene function and regulation in a tissue-specific manner.

Author Summary

Cells in different tissues perform very different functions with the same DNA. This requires tissue-specific gene expression and regulation; understanding this tissue-specificity is often instrumental to understanding complex diseases. Here, we use tissue-specific gene expression data to learn tissue-specific gene regulatory networks for 35 human tissues, where two genes are linked if their expression levels are correlated. Learning such networks accurately is difficult because of the large number of possible links between genes and small number of samples. We propose a novel algorithm that combats this problem by sharing data between similar tissues and show that this increases the accuracy with
which networks are learned. We provide a web tool for exploring these networks, enabling users to pose diverse queries in a gene- or tissue-centric manner, and facilitating explorations into gene function and regulation.

Introduction

Tissue-specificity, in which cells perform different functions despite possessing identical DNA, is achieved partially through tissue-dependent mechanisms of gene regulation, including epigenetic modification and transcriptional and post-transcriptional regulation [1–3]. These complex programs of control produce different gene expression programs across tissues, with most genes showing statistically significant differential expression [4, 5]. These differences can have significant consequences: tissue-specific genes are especially likely to be drug targets [6] and tissue-specific transcription factors are especially likely to be implicated in complex diseases [2, 7, 8]. Understanding these differences is also essential for understanding pleiotropic genes, and for interpreting studies in which genomics data can only be collected for an accessible or a proxy tissue (such as use of blood in studying psychiatric disorders [9–11]).

Tissue-specific mechanisms of control may be captured by co-expression networks, in which two genes are connected if their expression levels are correlated across a set of individuals. In such a setting, genetic or environmental differences across individuals serve as small perturbations to the underlying regulatory network, resulting in correlation between genes' expression levels that are consistent with regulatory relationships. Co-expression networks provide insight into cellular activity as genes that are co-expressed often share common functions [12], and such networks have been widely used to study disease [13–15].

The Genotype-Tissue Expression (GTEx) consortium dataset [16] provides an opportunity to study such co-expression networks for an unprecedented number of human tissues simultaneously. However, many of the profiled tissues have fewer than a dozen samples, too few to accurately infer the tens of millions of parameters that would define a co-expression or regulatory network. One solution would be to combine all available samples and learn a single consensus network for all tissues, but this would offer no insight into tissue-specificity. On the other hand, inferring each network independently ignores tissue commonalities: tissue networks share far more links than would be expected by chance, and learning links across multiple tissues is less noisy than learning links using a single tissue, even when using the same number of total samples [12].

Here, we use a novel algorithm, GNAT (Gene Network Analysis Tool), to simultaneously construct co-expression networks for 35 distinct human tissues. Using a hierarchy which encodes tissue similarity, our approach learns a network for each tissue, encouraging tissues that are nearby in the hierarchy to have similar networks. Hierarchical transfer learning has been shown to improve power and accuracy in previous work [5, 6, 17, 18]. We propose a novel hierarchical model along with a parameter optimization method designed for large-scale data, and apply it to the GTEx data. We show that our method infers networks with higher cross-validated likelihood than networks learned on each tissue independently or a single network learned on all tissues. Our method is applicable to any dataset in which sample relationships can be
described by a hierarchy—for example, multiple cancer cell lines or species in a phylogenetic tree. The complete code for our method is available as S1 Data.

We analyze the resulting networks to make several novel observations regarding principles of tissue-specificity. We propose multiple metrics for identifying genes that are important in defining tissue identity, and demonstrate that such genes are disproportionately essential genes. We show that tissue-specific transcription factors, which are central hubs in our networks, link to genes with tissue-specific functions, which in turn display higher expression levels. We identify 1,789 gene modules that are enriched for Gene Ontology functions, and show that enriched modules that are upregulated within a tissue are often instrumental to tissue function. We also show that modules which occur across tissues are especially likely to be enriched for Gene Ontology functions, and that these functions tend to be those which are essential to all tissues. The results presented here, including all the networks and gene modules, can be interactively queried through our web tool [19]; the genes and modules identified provide a basis for future investigation.

Results

The results we report here are based on application of the GNAT algorithm to 1,559 samples from 35 tissues in the GTEx dataset. In each sample, we analyzed expression levels for 9,998 genes (Methods; S1 Table).

Algorithm

The goal of our algorithm was to construct co-expression networks that captured both tissue-dependent and tissue-shared relationships between genes. In order to increase statistical power and accuracy when inferring such relationships in tissues with limited sample sizes, it used a two-stage transfer learning framework to construct networks for all tissues simultaneously.

The first stage of the algorithm constructed a hierarchy over the tissues. The second stage optimized the network for each tissue using a method that encouraged fidelity to the expression data, sparsity in the networks, and similarity between networks that were nearby in the hierarchy.

1. Learning a hierarchy. A tissue hierarchy was constructed using agglomerative hierarchical clustering on the mean gene expression levels for the 35 tissues (Fig 1). Since the rest of the algorithm was independent of the construction of the hierarchy, the method would also work with a hierarchy based on prior knowledge or on some other measure of dataset similarity.

2. Learning networks based on the hierarchy. We modeled the network for each tissue in the hierarchy using a Gaussian Markov Random Field (GMRF), a standard model in computational biology and image processing [20–22]. GMRFs model gene expression with a multivariate Gaussian distribution; we projected the samples for each gene onto a Gaussian (Methods) so this modeling assumption was reasonable. GMRFs are parameterized by an inverse covariance matrix \( S^{(k)} \) (where \( k \) denotes the kth tissue) whose zero entries indicate pairs of genes that have expression levels which are conditionally independent given the expression levels of the other genes. These entries correspond exactly to direct connections between genes in the GMRF; other genes may still be connected through longer paths in the network. To encourage zero entries and diminish the number of links in the network, GMRFs maximize the convex Gaussian log likelihood plus an L1 sparsity penalty:

\[
\frac{n^{(k)}}{2} \left( \log \det S^{(k)} - tr(S^{(k)} \Sigma^{(k)}) \right) - \lambda \| S^{(k)} \|_1,
\]

where \( n^{(k)} \) is the number of samples and \( \Sigma^{(k)} \) the empirical covariance matrix for the genes in
tissue $k$, and $\lambda_k$ is a sparsity parameter. The sparsity makes the networks more interpretable and computationally tractable.

We extended this method by constraining the matrices $S^k$ in tissues that were nearby in the hierarchy to have similar entries, creating similar networks, using an L2 penalty that penalized differences between the $S^k$. We used an L2 penalty rather than an L1 penalty because it allowed us to develop a fast parallel algorithm for optimizing the objective function (Methods). This transfer learning framework proved especially valuable for tissues with very few samples, for which we would otherwise lacked sufficient statistical power to infer co-expression networks. For example, we had only about two dozen samples for each of the 13 brain tissues in...
The GTEx dataset—too few to learn networks with 50 million parameters—but because all the brain tissues were closely related in our hierarchy, by adaptively sharing samples for related brain tissues we were able to make more robust estimates of co-expression. We provide a schematic illustration of our algorithm in Fig 2.

Previous work suggests the promise of using transfer learning to learn multiple genetic networks [18, 20, 21, 23]; hierarchical models have also been used more broadly throughout biology, for example to study phylogenies [24]. [18] used prior knowledge of a hierarchy of cancer cell types to learn a network for each cell type. Their method, however, relied on a hand-specified hierarchy, which would only be feasible if the number of datasets was smaller than the 35 in the GTEx dataset, and though successful in simulation was never shown to improve on prior methods on real data. [20] and [21] learn networks for multiple datasets using shrinkage between precision matrices, although they do not use a hierarchy and simply use a single shrinkage parameter. Additionally, none of these methods were designed to work on the large number of tissues included in the GTEx dataset, because such data has not been previously available. Importantly, our choice of optimization objective allows parallel optimization of all 35 tissue networks, which is critical for scaling to a large number of tissues. In contrast, the
methods described in [18] and [20] cannot be easily parallelized and thus will not scale to the GTEx dataset, as we confirmed by testing their code on simulations with 35 tissues but far fewer genes than we use in our analysis ($n = 10$ versus $n = 9998$). Adapting our algorithm to the scale of the GTEx data required several further methodological innovations (Methods). For example, selecting a sparsity parameter for each of the 35 datasets using cross validation would have been prohibitively slow, so we developed a faster heuristic.

Validation of Algorithm

We used 5-fold cross-validation to evaluate our algorithm: for each tissue, we randomly divided our samples into five groups, learned networks based on samples from four of the five groups, and measured the accuracy of each network (quantified by the log likelihood on the held out test data) using the remaining group. We compared the performance of our method to two baselines: learning a network for each tissue independently, or learning a single network for all tissues. We observed a higher log likelihood on the held out test set using our approach as compared to the two baselines on three different gene sets of increasing sizes (Fig 3), indicating that the transfer learning approach resulted in a more robust estimation of the networks.

Accuracy of Networks

We confirmed the accuracy of our learned networks in two ways. First, we evaluated agreement with two previous datasets. When we compared our networks to the co-expression database COEXPRESdb [25], pairs of genes we predicted to be linked had expression levels that were 2.6 times as correlated as genes we did not predict to be linked ($p < 10^{-6}$, 2-sample KS test). To analyze tissue-specificity, we also compared our networks to TS-CoExp [12], which provides lists

---

Fig 3. Network accuracy as measured by 5-fold cross validation. Learning networks independently corresponds to setting $\lambda_p = 0$ (the bottom left corner of each graph); the y-axis is the improvement in log likelihood over baseline. Our method improved on this baseline for all three gene sets we experimented with. The baseline of learning a single network for all tissues cannot be shown on this graph because its log likelihood is so low; we dropped it from further consideration in our analysis. The differing scales on the y-axes are due to the different sizes of the gene sets.

doi:10.1371/journal.pcbi.1004220.g003
of tissue-specific co-expressed genes. Genes we predicted to be linked in a tissue were 10.5 times more likely to be linked in the corresponding TS-CoExp tissue than genes we did not predict to be linked \((p < 10^{-6}, \chi^2 \text{ test})\). Links in the TS-CoExp database that were specific to a tissue were 2.1 times more likely to appear in our networks for the tissue than links in the TS-CoExp database that were not specific to that tissue \((p < 10^{-6}, \chi^2 \text{ test})\). (We compared all these numbers to the baseline of the learning the networks independently, which yielded slightly higher agreement with TS-CoExp and virtually equivalent agreement with COEXPRESdb. We speculate that the higher agreement with TS-CoExp is due to the fact that the TS-CoExp networks were also learned on tissues independently.)

Second, using Gene Ontology [26], we found that genes that were linked in our networks were likely to represent functionally coherent interactions: across all tissues, genes that shared a Gene Ontology function were linked to each other 94\% more often than were genes that did not share a function \((p < 10^{-6}, \text{t-test})\). (Gene Ontology annotations were downloaded January 2012; for enrichment analysis, we only considered functional categories with 30–300 annotations.)

Genes Important to Tissue Identity

Tissue-specific transcription factors (tsTFs) are important in defining tissue-specific phenotypes and mutations affecting tsTFs are enriched in loci associated with disease [2, 27]. We used our networks to analyze the role tsTFs play in tissue specificity using a collection of 203 known tsTFs (S2 Table) and 88 general TFs (gTFs) defined in [8]. We provide a schematic illustration of important conclusions of our analysis in Fig 4 and a tabular summary in Table 1.

Well-connected genes (also known as “hubs”) are especially likely to be essential genes [28]. To quantify a measure of “hubness”, we computed the betweenness centrality [29] in our networks for each gene. Both general and tissue-specific TFs had higher average hubness scores than the average gene \((p < .001, p = .023\), respectively), highlighting the importance of TFs in our networks.

tsTFs were higher expressed in tissues they were specific to \((p < .001\), bootstrap; S1 Fig\), and tsTFs that showed the largest expression increases in tissues they were specific to were especially likely to be essential genes as defined in [30] \((16 \text{ of the top } 20 \text{ tsTFs as compared to } 115/203 \text{ tsTFs overall, } p = .005\), Fisher’s exact test; this enrichment was not sensitive to the choice of 20 as the cutoff). tsTFs which showed tissue-specific increases in expression tended to also show increases in hubness \((\text{Spearman } p = 3 \cdot 10^{-5})\) (S2 Fig).

To investigate how tsTFs interacted with genes with tissue-specific functions, we defined thirteen sets of tissue-specific function genes (tsFXNGs) using Gene Ontology annotations of gene function (S3 Table). Importantly, in our networks, tsTFs showed clear signs of preferentially connecting to and upregulating genes with tissue-specific functions. Across all tissues, tsTFs were 58\% more likely to be linked to genes with tissue-specific functions than they were to be linked to other genes \((p < 10^{-6}\), binomial test). Genes with tissue-specific functions that were connected to tsTFs were higher expressed on average than either a) genes with tissue-specific functions that were not connected to tsTFs or b) genes with non tissue-specific functions that were connected to tsTFs \((p < 10^{-6}, \text{t-test})\). (For a list of the tsTFs linked to the largest numbers of tissue-specific genes, see S4 and S5 Tables). This underscores the important role that tsTFs play in upregulating genes with tissue-specific functions. Perhaps as a consequence of this upregulation, tsFXNGs were higher expressed in the tissues they were specific to than in the tissues they were not specific to \((p < .001\), bootstrap\). (We note that because our analysis is
Table 1. Summary of principles of tissue specificity.

<table>
<thead>
<tr>
<th>Property</th>
<th>Tissue-Specific Transcription Factors</th>
<th>General Transcription Factors</th>
<th>Genes with Tissue-Specific Functions</th>
</tr>
</thead>
<tbody>
<tr>
<td>Higher-expressed than average gene?</td>
<td>Yes (p &lt; .001, 25/25 tissues)</td>
<td>No</td>
<td>Yes (p &lt; .001, 27/29 tissues)</td>
</tr>
<tr>
<td>Hubbier than average gene?</td>
<td>Yes (p = .023, 20/25 tissues)</td>
<td>Yes (p &lt; .001, 31/35 tissues)</td>
<td>Less hubby (p &lt; .001, 23/29 tissues)</td>
</tr>
<tr>
<td>Higher-expressed in tissues they’re specific to?</td>
<td>Yes (p &lt; .001, 10/10 gene sets)</td>
<td>NA</td>
<td>Yes (p &lt; .001, 13/13 gene sets)</td>
</tr>
<tr>
<td>Hubbier in tissues they’re specific to?</td>
<td>No</td>
<td>NA</td>
<td>No</td>
</tr>
</tbody>
</table>

Changes of expression and hubness for transcription factors and genes with tissue-specific functions. All reported results were statistically significant by both a parametric (T) test and a non-parametric (bootstrap) test. As an additional confirmation, because gene sets in different tissues may have different properties, we also examined each gene set individually. We include the bootstrap probabilities in parentheses below, along with the proportion of gene sets/tissues for which the conclusion held true. To conduct the bootstrap comparisons, we compared values of expression and hubness for tsTFs, gTFs, and tsFXNGs to those for randomly selected set of genes in each tissue and repeated for 1000 iterates.

---

**Fig 4. Important principles of tissue-specificity.**

a) Tissue-specific transcription factors (circled in blue) have higher expression levels (green) in tissues they are specific to, and those that change most dramatically in expression are most likely to be essential genes. b) Tissue-specific transcription factors connect to and upregulate genes with tissue-specific function (circled in red), which in turn connect to each other. c) Transcription factors lie at the centers of networks; genes with tissue-specific function and enriched modules lie at the network peripheries. d) Modules shared across tissues are more likely to be enriched for Gene Ontology functions, and tend to have functions common to all tissues like cell division.

doi:10.1371/journal.pcbi.1004220.g004
correlative and our networks are undirected, further analysis is needed to conclusively establish directed regulatory relationships.)

Strikingly, in contrast to tsTFs, tsFXNGs were less hubby than the average gene. This was especially surprising given that, across all tissues, higher-expressed genes tended to be more hubby ($p < .001$, linear regression). However, our finding is consistent with prior research showing that tissue-specific proteins have fewer interactions than widely expressed proteins [31]. One possible explanation is that tsFXNGs lie at the periphery of our networks because they have specialized functions, acting as final nodes in pathways.

To gain further insights into genes that were important to tissue specificity, at each internal node in our tissue hierarchy (representing a point where one group of tissues split into two) we examined genes that differed in hubness most dramatically between the two tissue groups. We first sorted all genes by the difference in their hubness in brain and non-brain tissues. The highest three scoring genes have all been previously shown to play important roles in the brain: ACTL6A, a chromatin remodeling factor which is required for the development of neural progenitors [32, 33]; VRK2, a gene implicated in schizophrenia [34]; and the Huntington’s gene, HTT. Notably, three of the four genes HTT was most often linked to in brain tissues are themselves associated with neurological disorders: RNF123 to major depression [35], MTHFR to neural tube defects [36] and dementia [37]; MECP2 to Rett syndrome [38]. HTT has been found to interact directly with MECP2 [39].

Several other tissue-specific hubs proved interesting (S6 Table). For example, the genes which increased most in hubness in the two skin tissues were APOE, which has been linked with skin lesions known as xanthomas [40] (although it is more famous because of its link with Alzheimer’s) and CERS3 [41], which when mutated causes congenital ichthyosis, a skin disease. Similarly, in the testis, the top-two ranked tissue-specific hubs were DDX3Y and KDM5D, both Y-chromosome linked genes which function in spermatogenesis [42–44].

**Modules Important to Tissue Identity**

To identify tissue-specific and tissue-shared gene modules, we used the affinity propagation algorithm [45] to group genes into modules for each of the tissue networks. The average number of genes per module was 18, with the largest module containing 56 genes; there were 548 modules per tissue on average. 1,789 modules were enriched for Gene Ontology functions (Fisher’s exact test with Bonferroni correction $p < .05$); all enriched modules can be viewed online [19].

Functionally enriched modules upregulated in a given tissue were often instrumental to tissue-specific function (S7 Table). In the blood, for example, the most upregulated enriched module (henceforth, the “top module”) was enriched for T cell receptor complex expression (Fig 5); in the skin, for epidermis development; in the testis, for chromosome segregation; in the muscle and heart for muscle-related functions; and in various brain tissues for glutamate receptor activity, chloride channel activity, and regulation of axonogenesis. Given the plausibility of these functions, these modules represent useful candidates for future investigation.

Curiously, genes that were members of enriched clusters were less hubby than genes that were not in every tissue ($p < .001$, t-test). This discrepancy was so pronounced that we originally noticed it by visual examination of the networks in our web tool. One explanation would be that these enriched modules, like tsFXNGs, lie at the peripheries of networks because they act as the final steps in functional pathways.

Top modules also revealed more complex relationships between tissues. For example, immune-related modules were found not only in the blood, but also in lung and digestive tissues. (We note that there is some possibility of sample contamination, with the collected lung tissue including some blood cells. On the other hand, previous research [5] has found that the lung
has similar gene expression patterns to immune tissues like the spleen and thymus, perhaps indicating the importance of immune function in the lung.) The top module in suprapubic skin, enriched for mitosis, was also upregulated in other tissues where cells divide frequently, including the testis, the stomach, the esophagus, and the colon.

Our analysis also revealed upregulation of tissue-specific modules in “similar” tissues: the top module in one tissue was often upregulated in tissues nearby in the hierarchy. For all brain tissues, top modules were dramatically upregulated in all other brain tissues as well, but not in non-brain tissues (Fig 6). The top module in the heart atrium, related to “structural constituent of muscle” was unsurprisingly upregulated in the muscle and heart ventricle as well.

We also identified a number of modules that were conserved in most tissues, representing ubiquitous functions shared by all cells. For each module in each tissue, we measured the

---

**Fig 5. Genes linked to the blood-specific transcription factor GATA3 are enriched for immune function.** Blue circles (and links) denote tsTFs; red circles denote tsFXNGs; the color of a gene indicates its level of expression, with green denoting upregulation and red denoting downregulation. This tightly connected cluster of genes comprises the blood-specific TFs GATA3 and RUNX3 (circled in blue) and 11 genes with immune related function (circled in red). GATA3 has been previously linked to RUNX3 [53] and implicated as a master regulator of the immune system [54], required for the maintenance of T cells; consistent with this, the set of genes linked to GATA3 is significantly enriched for the T cell receptor signaling pathway and the T cell receptor complex (Fisher’s exact test with Bonferroni correction $p = .0001$ and $.01$, respectively) with 8 of the top 10 most enriched functions for these genes relating to the immune system.

doi:10.1371/journal.pcbi.1004220.g005

---

has similar gene expression patterns to immune tissues like the spleen and thymus, perhaps indicating the importance of immune function in the lung.) The top module in suprapubic skin, enriched for mitosis, was also upregulated in other tissues where cells divide frequently, including the testis, the stomach, the esophagus, and the colon.

Our analysis also revealed upregulation of tissue-specific modules in “similar” tissues: the top module in one tissue was often upregulated in tissues nearby in the hierarchy. For all brain tissues, top modules were dramatically upregulated in all other brain tissues as well, but not in non-brain tissues (Fig 6). The top module in the heart atrium, related to “structural constituent of muscle” was unsurprisingly upregulated in the muscle and heart ventricle as well.

We also identified a number of modules that were conserved in most tissues, representing ubiquitous functions shared by all cells. For each module in each tissue, we measured the
degree to which the module was conserved by calculating the average fraction of links that were present among its genes in other tissues: 

\[ f = \frac{1}{K} \sum_{k=1}^{K} \frac{n_k}{n} \]

where \( K \) was the total number of tissues, \( n_k \) was the number of links between genes in the module in the \( k \)th tissue, and \( n \) was the number of links had the module been fully connected. When we sorted modules by \( f \) (filtering out modules with fewer than 10 genes, which tended to have high interlink fractions) we found that the top 50 modules were much more likely than the average module to be

Fig 6. The most upregulated enriched cluster in the hippocampus, enriched for synaptic vesicle function, shown across all tissues. Green indicates upregulation of a gene: the cluster is upregulated in all brain tissues (including the pituitary) and downregulated in non-brain tissues.

doi:10.1371/journal.pcbi.1004220.g006
significantly enriched for a Gene Ontology function (78% vs 11%), and were dominated by functions related to chromosome segregation or the cell cycle, capacities essential for almost every tissue. When we sorted functions by the degree to which their enriched modules were conserved, we found that 8 of the 10 most conserved functions were general to almost every tissue, relating to cell division or cell signaling: “phosphatidylinositol-mediated signaling”, “mitotic cell cycle spindle assembly checkpoint”, “chromosome segregation”, “cell cycle”, “transport”, “cytokinesis”, “M phase of mitotic cell cycle”, and “chromosome, centromeric region”.

Discussion

We present an algorithm that infers genetic networks in a collection of tissues, using a hierarchy to share data between tissues with many samples and tissues with few, and show that this sharing increases the accuracy with which we infer the networks. We use an objective function that can be optimized over all tissues in parallel, allowing our algorithm to scale to the GTEx dataset, and propose several further innovations that increase scalability. Our algorithm has broad applicability to any dataset of hierarchically related samples: species in a phylogenetic tree or cell lineages in a tumor, for example.

We then conduct a detailed analysis of the genetic networks in 35 human tissues, searching for principles underlying both the unity and diversity of tissue function. We find that unity arises from modules that persist across tissues, which are not only disproportionately likely to be enriched for Gene Ontology functions, but for functions like mitosis that are shared across virtually every tissue. We show that previously discovered general transcription factors, which act across many tissues, tend to be hubs in our networks.

At the same time, we find strong evidence of functional specialization among tissues (Fig 4). tsTFs, which tend to be hubs in our networks, play instrumental roles: they preferentially connect to genes with tissue-specific functions, and these genes show higher expression levels. Strikingly, genes with tissue-specific functions lie at the peripheries of our networks, as do genes within enriched clusters; one explanation for this is that these genes act as the final steps in pathways instrumental to tissue-specific function. Finally, modules enriched for Gene Ontology functions that are upregulated within a tissue are often instrumental to tissue-specific function, and provide intriguing candidates for biological investigation. As the availability of biological data increases, statistical network analysis will continue to reveal both important general principles by which networks accomplish their functions, and specific hypotheses worth investigating.

Materials and Methods

GTEx Data

Genome-wide gene expression data for 1,606 samples across 43 unique tissues was collected by the GTEx consortium using RNA-sequencing; we used version phs000424.v3.p1 of the data. We confined our analysis to tissues with expression data for at least ten samples, resulting in a total of 1,559 samples and 35 tissues (S1 Table).

Gene Ontology Data

GO annotations were downloaded from www.geneontology.org on January 28th, 2012. All IEA annotations were excluded, and then all remaining GO categories with 20–300 annotated genes (any annotation type except IEA) were included in the analysis. No filter was placed on the ontology.
Normalization of Data
For each read count \( n_i \) in each sample, we computed the normalized read count \( r_i = \log_2(2 + C \cdot n_i/n) \) where \( n \) was the total number of reads in the sample and \( C \) was the FPKM normalization constant, \( 5 \cdot 10^7 \). Because GMRFs are designed for Gaussian data, we projected all samples for each transcript for each tissue onto a Gaussian with variance 1.

Selection of Gene Set
The GTEx dataset contained expression levels for 52,576 different transcripts, which would have produced a prohibitively large covariance matrix. We filtered down the set of transcripts to a more computationally tractable size. Since transcripts would have to show variation in expression levels to have meaningful patterns in correlation, we first filtered out all probes that were zero or constant across any tissue by requiring that genes show non-zero expression in at least 1/5 of samples in a tissue. We then selected a set of transcripts as follows: we repeatedly looped over all tissues, and for each tissue selected the transcript which corresponded to a gene which showed the highest relative expression in that tissue, was annotated in Gene Ontology, and was not already included in the genes selected. (We defined relative expression in a tissue to be the difference between the gene’s mean expression in that tissue and the gene’s mean expression across all tissues divided by the variance of the gene’s expression). We continued this process until we had obtained 9,998 genes. (This number was produced by choosing a threshold of 10,000 genes, which represented a compromise between representing the entire dataset and achieving computational tractability, and removing two genes which did not have unique names.) This process yielded a set of genes with diverse tissue-specific functions (since each tissue contributed many genes which showed high relative expression in that tissue).

We confirmed that our algorithm also produced improvements over the baseline algorithms in two smaller gene sets containing roughly 2,000 genes: one selected using the method described above, and one selected using the genes that showed the largest variance across tissues.

Optimization of Networks Given Hierarchy
Given a hierarchy of \( K \) tissues, our algorithm learned a precision matrix for each node in the hierarchy, including the \( K \) leaf nodes \( S^{(1)}, S^{(2)}, \ldots, S^{(K)} \) (which corresponded directly to tissues) and the \( K - 1 \) internal nodes \( S^{(K+1)}, \ldots, S^{(2K-1)} \). Denote by \( S^k \) the parent of node \( k \). Then the optimization objective was

\[
\max_{S^{(k)}, k = 1, \ldots, 2K-1} \sum_{k=1}^{K} \left( \frac{n^{(k)}}{2} \left( \log \det S^{(k)} - \text{tr}(S^{(k)} \Sigma^{(k)}) \right) - \lambda^{(k)} \|S^{(k)}\|_1 \right) - \lambda_p \sum_{k=1}^{2K-2} \|S^{(k)} - S^{(k+1)}\|_2^2
\]

\( S^{(k)} \geq 0, k = 1, 2, \ldots, K \)

where \( \lambda^{(k)} \) were the \( k \) L1 sparsity penalties (chosen for each dataset as described below) and \( \lambda_p \) was the L2 penalty that encouraged \( S^{(k)} \) to be similar to its parent \( S^p \) (constant for all tissues).

In other words, for the leaf nodes, our optimization objective included the Gaussian log likelihood term, a sparsity penalty on the off-diagonal elements, and an L2 parent similarity term; for the internal nodes, there was only an L2 similarity term. While this optimization objective was convex, the inverse precision matrices had tens of millions of entries and optimizing all \( 2K - 1 \) matrices simultaneously would have been very slow. Instead, we used an iterative algorithm: given a hierarchy, the full optimization procedure was as follows:
1. For each dataset $k = 1, \ldots, K$, learn an initial $S^{(k)}$ by maximizing

$$\frac{1}{n} \left( \log \det S^{(k)} - \text{tr}(S^{(k)} \Sigma^{(k)}) \right) - \lambda_s^{(k)} \| S^{(k)} \|_1.$$ 

In other words, initialize by solving the graphical lasso problem for each dataset independently.

2. Until convergence:
   a. Optimize the internal matrices, $S^{(k)}$, $k = K + 1, \ldots, 2K - 1$, holding the leaf matrices fixed; because all relevant terms of the objective were quadratic, this was analytic and essentially instantaneous. (We note that this would not be true if an L1 penalty were used rather than an L2 penalty.)
   b. Optimize the leaf matrices, $S^{(k)}$, $k = 1, \ldots, K$, holding the internal matrices fixed; each leaf matrix was independent of the others given its parent, so this was done in parallel. Optimization was performed using the L1General [46] and glasso [47] packages.

To ensure that the size of the entries in $S$ were comparable across tissues and between internal and external nodes, prior to each iteration we normalized each $S$ such that all $S$ had the same mean absolute value of diagonal elements and the same mean absolute value of nonzero off-diagonal elements.

**Sparsity Parameter Selection**

To expedite this potentially lengthy process of choosing a sparsity parameter $\lambda_s^{(k)}$ for each of 35 tissues, we used a heuristic rather than using the traditional cross-validation for every single tissue. We confirmed that our heuristic produced similar results to cross validation. [48] found the BIC penalty effective in selecting the sparsity parameter for graphical lasso: $\log(n) \| S^{(k)} \|_0$, where $\| S^{(k)} \|_0$ is the number of non-zero off-diagonal entries of $S^{(k)}$. This suggests setting $\lambda_s^{(k)}$ to a value that makes the L1 penalty equal to the BIC penalty: $\lambda_s^{(k)} = \log(n^{(k)}) / \bar{s}$, where $\bar{s}$ is the mean absolute value of the nonzero off-diagonal entries in the optimized precision matrix. Substantiating this, we found that $\log(n^{(k)})$ was tightly correlated in both simulated and actual data with the optimal L1 penalty, and also outperformed the $\sqrt{n^{(k)}}$ suggested by [49]. This appears to beg the question of how to estimate $\bar{s}$ without doing the actual optimization; however, we found that $\bar{s}$ was tightly correlated in both simulations and in the GTEx datasets with $\Sigma$, the mean size of the entries in the empirical covariance matrix. Similarly, $\log(n^{(k)}) / \bar{\Sigma}^{(k)}$ was tightly correlated in both simulations and actual data with $\lambda_s^{(k)}$. Thus, we can select $\lambda_s^{(k)}$ for all $K$ datasets by using parameter search to select $\lambda_s^{(1)}, \lambda_s^{(2)}, \ldots, \lambda_s^{(K)}$, where $i$ is much smaller than $K$; we then do a regression of the optimized $\lambda_s^{(i)}$’s on $\log(n^{(k)}) / \bar{\Sigma}^{(k)}$, and use that fit to compute the remaining $\lambda_s^{(k)}$. We confirm that this method works on both simulated precision matrices and the GTEx dataset. For the GTEx dataset, using $i = 5$ yields $\lambda^{(k)}$ within 17% of the values selected by cross-validation on average; $i = 3$ yields values within 26%, acceptable discrepancies given the coarseness of parameter search.

**Constraining Precision Matrices to Be Block-Diagonal**

Most algorithms for solving the graphical lasso problem with $p$ genes are $O(p^3)$, making optimization intractable for 9,998 genes. If the optimal solution were block diagonal, with block sizes $p_1, \ldots, p_K$, optimization could be performed in $O\left( \sum_{i=1}^K p_i^3 \right)$, as noted in [50] and [51]. Unfortunately, we found that the criterion these papers provide for determining whether the problem decomposes requires too large a sparsity parameter to be practically useful. Instead, we used an approximate eigenvector-based diagonalization similar to that described in [52]: for
each tissue, we computed a matrix $C^{(k)}$, with $C^{(k)}_{ij} = \max(0, S^{(k)}_{ij} - \lambda^{(k)}_{ij})^2$. We then computed the weighted sum of the matrices: $S = \sum_{k=1}^{K} n^{(k)} C^{(k)}$, and partitioned $S$ into approximate connected components using the principal eigenvector as described in [52]. (To ensure that all components had tractable size, we set a maximum component size of 500 genes and recursively partitioned components until they fell below this threshold.) We confirmed that this approximate solution had a higher test log likelihood than that obtained by choosing a sparsity parameter sufficiently large to make an exact solution tractable.

Robustness to Perturbation in the Algorithm

Because the L1 optimization algorithm and our initializations are stochastic, the final optimized networks may vary slightly from run to run. However, we verified that our results were not overly sensitive to repeated runs of the algorithm, to parameter settings, or to which samples we used by examining two modified networks: one optimized using a subset of 4/5 of the samples and one optimized using $\lambda_p = 2$ as opposed to $\lambda_p = 4$. We found that both modified networks were highly enriched for links in our actual network; links in the actual network were more than 100 times as likely as random links to be found in the modified networks. In modified networks, we tested a number of the network properties reported above. First, we verified that we still saw statistically significant correlations with the external datasets COEXPRESdb and TS-CoExp. Second, we verified that tissue-specific genes, and genes with shared functions, still showed statistically significant tendencies to be linked to each other. Finally, we verified that tsTFs still showed a statistically significant tendency to be linked to genes with tissue-specific functions. The robustness of all these conclusions made us confident that the conclusions reported above are unlikely to be due to which samples in the dataset are used, the values of the parameters, or variations in the initialization of the algorithm, although specific links in the networks may change.

We also analyzed the proportion of links that were conserved across different conditions. We compared networks calculated using our chosen value of $\lambda_p = 4$ to those learned with different values of $\lambda_p$ (S9 Table); 89% of links were conserved between networks learned with $\lambda_p = 4$, $\lambda_p = 2$, and 98% between networks learned with $\lambda_p = 4$, $\lambda_p = 8$. A somewhat lower proportion (75%) of links were conserved between $\lambda_p = 4$, $\lambda_p = 0$, implying that the use of a similarity penalty may be more important than the exact size of the similarity penalty. We also compared the networks learned on all samples to the networks learned using a subset of 4/5 of the samples; 38% of the links were conserved in the average tissue. Given the sparsity of the networks, all these proportions are more than 100 times what random chance would predict. However, because specific links can change depending on which samples are used, the broad conclusions of our analysis are more robust than any particular link we predict.

Supporting Information

S1 Fig. Tissue-specific transcription factors are upregulated in tissues they are specific to. Each row is a tissue; each column is a tissue-specific transcription factor set; the color of a square denotes the mean expression of the transcription factor set in the tissue, with green denoting upregulation and red denoting downregulation.

(TIFF)

S2 Fig. Tissue-specific transcription factors plotted by their increase in hubness and standardized gene expression in tissues they are specific to. Most tissue-specific transcription factors increase in expression in tissues they are specific to, and those that increase in expression also tend to increase in hubness. Transcription factors that are essential genes are marked in
red; the “top” transcription factors that show the largest tissue-specific increases in expression are especially likely to be members of this essential gene set (16/20 top transcription factors as compared to 115/203 transcription factors overall). For clarity, only the top TFs are labeled.

S1 Table. The number of samples for each tissue in our dataset.
(XLSX)

S2 Table. Specific and general transcription factors used in analysis. Specific transcription factors have been found to be specific to one particular tissue or set of tissues; general transcription factors have been found to be active across many tissues.
(XLSX)

S3 Table. Genes with tissue-specific functions, as identified by GO keyword. We defined 13 sets of tissue-specific genes. For all sets except for brain tissues, we defined keywords associated with tissue-specific functions (third column of table), selected all GO annotations that contained these keywords (some keywords produced no matches), and manually inspected all GO annotations to remove any false positive annotations. (Eg, “uterine wall breakdown” would be falsely associated with the stomach due to the “breakdown” keyword, but removed by manual curation.) We defined “tissue-specific function genes” as all genes that were associated with these tissue-specific GO annotations. Because of the importance of brain tissues to the analysis, we identified brain-specific genes by individually examining all 1614 GO functions and identifying 109 brain-related ones; the large number of brain genes is due to the fact that we selected genes which were highly expressed in our tissues. We provide the most common brain-related GO functions in the table above.
(XLSX)

S4 Table. Tissue-specific transcription factors which were linked to an especially large number of genes of interest—tissue-specific genes, tissue-specific transcription factors, or general transcription factors. We filtered for transcription factors which were a) linked to at least three genes of interest and b) linked to at least twice as many genes of interest as random chance would predict. We include the unadjusted binomial probability that each transcription factor would be linked to at least that many genes of interest by chance.
(XLSX)

S5 Table. Brain-specific transcription factors which are linked to an unusual number of genes of interest. For each transcription factor, we give the brain tissues in which this occurs as well as the brain tissue in which it is most linked to brain-specific genes and the unadjusted binomial probability in that tissue.
(XLSX)

S6 Table. The genes which differ most dramatically at important split points in the hierarchy, as measured by changes in expression and hubness.
(XLSX)

S7 Table. The GO functions of the three most upregulated enriched clusters in each tissue.
(XLSX)

S8 Table. Tissue-specific GO annotations selected using keyword search and manual curation.
(XLSX)
S9 Table. The fraction of links preserved between networks learned with different values of $\lambda_p$. The second column denotes the percentage of links that appear in the first network that also appear in the second; the third column denotes the ratio of observed shared links to shared links expected if there were no relationship between the networks.

(XLSX)

S1 Text. This file provides the full list of authors and affiliations for the GTEx Consortium.

(DOCX)

S1 Data. This file provides a MATLAB implementation of the algorithm described in the paper.

(ZIP)

Acknowledgments
The authors thank Jacob Steinhardt and Sophia Westwood for helpful comments. The full list of authors and affiliations for the GTEx Consortium is available as S1 Text.

Author Contributions
Conceived and designed the experiments: DK AB SM. Performed the experiments: EP. Analyzed the data: EP. Wrote the paper: EP AB SM.

References


Activity-Induced DNA Breaks Govern the Expression of Neuronal Early-Response Genes

Highlights

- Neuronal activity causes the formation of DNA double strand breaks (DSBs)
- Activity-induced DSBs form within the promoters of a subset of early-response genes
- Topoisomerase IIβ is necessary for activity-induced DSB formation
- Activity-induced DSBs facilitate the expression of early-response genes in neurons

Authors
Ram Madabhushi, Fan Gao, Andreas R. Pfenning, ..., Sukhee Cho, Manolis Kellis, Li-Huei Tsai

Correspondence
lhtsai@mit.edu

In Brief
The formation of activity-induced DNA double strand breaks within promoter regions is required for transcription of a subset of neuronal early-response genes that are crucial for experience-driven synaptic changes associated with learning and memory.

Accession Numbers
GSE61887
Activity-Induced DNA Breaks Govern the Expression of Neuronal Early-Response Genes

Ram Madabhushi,1 Fan Gao,1 Andreas R. Pfenning,2,3 Ling Pan,1 Satoko Yamakawa,1 Jinsoo Seo,1 Richard Rueda,1 Trongha X. Phan,1 Hidekuni Yamakawa,1 Ping-Chieh Pao,1 Ryan T. Stott,1 Elizabeta Gjoneska,1,3 Alexi Nott,1 Sukhee Cho,1 Manolis Kellis,2,3 and Li-Huei Tsai1,3,*

1Picower Institute for Learning and Memory, Department of Brain and Cognitive Sciences
2Computer Science and Artificial Intelligence Laboratory
Massachusetts Institute of Technology, Cambridge, MA 02139, USA
3The Broad Institute of Harvard and MIT, Cambridge, MA 02139, USA
*Correspondence: lhtsai@mit.edu
http://dx.doi.org/10.1016/j.cell.2015.05.032

SUMMARY

Neuronal activity causes the rapid expression of immediate early genes that are crucial for experience-driven changes to synapses, learning, and memory. Here, using both molecular and genome-wide next-generation sequencing methods, we report that neuronal activity stimulation triggers the formation of DNA double strand breaks (DSBs) in the promoters of a subset of early-response genes, including Fos, Npas4, and Egr1. Generation of targeted DNA DSBs within Fos and Npas4 promoters is sufficient to induce their expression even in the absence of an external stimulus. Activity-dependent DSB formation is likely mediated by the type II topoisomerase, Topoisomerase IIβ (Topo IIβ), and knockdown of Topo IIβ attenuates both DSB formation and early-response gene expression following neuronal stimulation. Our results suggest that DSB formation is a physiological event that rapidly resolves topological constraints to early-response gene expression in neurons.

INTRODUCTION

Neurons are endowed with the remarkable ability to sense and process changes in an organism’s external environment. The exposure to a new sensory experience, for instance, profoundly alters the morphology and connectivity of neural circuits, and these changes are thought to be instrumental in the formation of long-lasting memories and adaptive responses (Goel et al., 1986). The signaling pathways that underlie these experience-dependent changes have been studied extensively and have led to the current orthodoxy that the initiation of new gene transcription programs is crucial for synaptic plasticity. Neuronal activity-regulated genes are classified into different subgroups based on the latency of their expression following an activity-dependent stimulus. Genes induced in the earliest wave, referred to as early-response genes, are enriched for transcription factors, such as Fos, Npas4, Egr1, and Nr4a1, and their expression occurs independently of de novo protein synthesis (West and Greenberg, 2011). These transcription factors then govern the expression of late-response genes, such as Bdnf, Homer1, Nrn1, and Rgs2, which are induced with relatively slower kinetics. In this way, early-response genes ultimately regulate various synaptogenic processes, including neurite outgrowth, synapse development and maturation, and the balance between excitatory and inhibitory synapses (West and Greenberg, 2011).

The defining characteristic of early-response genes is their rapid and robust expression within minutes after stimulation. A number of molecular features that facilitate this rapid response have been described previously. For instance, even in the absence of a activity-dependent stimulus, the Fos promoter is already bound by the RNA polymerase II (RNAPII) complex and by activity-dependent transcription factors, such as CREB and SRF. Furthermore, nucleosomes at the Fos promoter already carry chromatin modifications that are permissive for active transcription, including histone H3 trimethylated at lysine 4 (H3K4me3) (Kim et al., 2010). Neuronal activity then variously causes the phosphorylation of CREB and the SRF cofactor, ELK1, the recruitment of the histone acetyltransferase, CBP, to the Fos promoter, and CBP and RNAPII recruitment to enhancer elements of activity-regulated genes (West and Greenberg, 2011). Together, these changes orchestrate the expression of neuronal activity-regulated genes.

Despite these details however, the precise nature of the molecular switch that precludes early-response gene expression under basal conditions, as well as the mechanisms that override this impediment in response to neuronal activity still remain poorly understood. Our findings suggest that the expression of early-response genes is subdued by the imposition of topological constraints and that the rapid resolution of these constraints in response to neuronal activity involves the generation of DNA double strand breaks (DSBs) within their promoters.

RESULTS

Etoposide-Induced DSBs Stimulate the Expression of Early-Response Genes

Our results stemmed from some unexpected observations made while studying the effects of DSB formation in neurons. The
accrual of DNA damage has been linked to various neurological disorders, and we previously described the formation of DNA lesions, particularly DNA DSBs, to be an apical neurotoxic event in several mouse models of neurodegeneration (Dobbin et al., 2013; Kim et al., 2008; Madabhushi et al., 2014; Wang et al., 2013).

With the idea of further characterizing the consequences of DSB formation in neurons, we incubated cultured primary neurons with etoposide for 6 hr and performed gene expression profiling using next-generation RNA-sequencing (RNA-seq). Etoposide is an established inhibitor of topoisomerase II (Topo II) that traps the enzyme in a complex with the cleaved DNA and thereby converts a normal physiological reaction into a potentially toxic DSB. Transcriptomic analysis after etoposide treatment revealed 692 genes that were differentially expressed compared to vehicle-treated controls. Consistent with the expectation that DSBs would interfere with transcription, an overwhelming majority (680 genes) of the differentially expressed genes were downregulated (Figure 1A and Table S1).

Remarkably, however, the 12 genes that were upregulated were enriched for neuronal activity-regulated genes and particularly the so-called early-response genes, such as Fos, FosB, and ABCDEF...
Npas4—transcription factors that are also rapidly expressed in response to neuronal activity (Figures 1B and 1C).

Based on these observations, we directly assessed the expression of various neuronal activity-regulated genes after etoposide treatment of cultured primary neurons using quantitative real-time PCR (qRT-PCR). Early-response genes, including Fos, FosB, Npas4, and Egr1 were all upregulated within 20 min of treatment with etoposide (Figure 1D). However, other activity-regulated genes, such as Bdnf and Homer1, showed no such increase in either the RNA-seq or the qRT-PCR experiments (Figures 1C and 1D). Thus, etoposide selectively induces a small subset of activity-regulated genes.

We then evaluated whether etoposide-mediated early-response gene expression is a result of the activation of the DNA damage response. Cultured primary neurons pre-incubated with a specific inhibitor (KU55933; ATM) against ATM (ataxia telangiectasia mutated) caused a marked reduction in DSB signaling, as indicated by a reduction in the intensity of γH2AX, a marker of DSB signaling (Figure 1E). However, ATM inhibition had no effect on the etoposide-mediated increase in Fos and Npas4 expression (Figure 1E). In addition to this, we tested whether treatment of neurons with other DSB-inducing agents also induced the expression of early-response genes. These agents included the radiomimetic drugs, necarzinostatin (ncs) and bleomycin (bleo), and the PARP inhibitor, Olaparib (PARP). Interestingly, none of these drugs recapitulated the effects of etoposide on Fos and Npas4 expression (Figure 1F). Together, our results unexpectedly revealed that Topo II-mediated DSBs stimulate the expression of early-response genes.

Neuronal Activity Results in the Formation of DNA DSBs

Because early-response genes are normally induced in response to stimulation of neuronal activity, we tested whether established paradigms of neuronal stimulation are also associated with DSB production. Brief incubations of cultured primary neurons with potassium chloride (KCl), N-methyl-D-aspartate (NMDA), or bicucullin (bic), all caused a substantial increase in Fos and Npas4 mRNA (Figures S1A and S1B). Interestingly, each of these treatments also caused an increase in the levels of γH2AX, an established marker of DNA DSBs (Figure S1C) (Crowe et al., 2006).

In addition to this, mouse acute hippocampal slices that were either bath-incubated in NMDA solution or subject to theta-burst electrical stimulation also showed increased γH2AX levels compared to untreated controls (Figures S1D and S1E). To understand whether DSBs are also formed following neuronal activity in vivo, we subjected wild-type C57BL/6 mice to a training paradigm for contextual fear conditioning, following which we prepared hippocampal lysates and measured γH2AX levels. Similar to our observations with cultured primary neurons and hippocampal slices, elevated γH2AX levels were detectable in hippocampal lysates within 15 min after exposure to the fear-conditioning paradigm (Figure S1F). Moreover, DSB formation has also been reported in other neuronal stimulation paradigms (Suberbielle et al., 2013). Thus, neuronal activity correlates with the formation of DNA DSBs in neurons.

Neuronal Activity-Induced DNA DSBs Form at Specific Locations in the Genome

To further understand the relationship between neuronal activity and DSB formation, we next determined the positions of activity-dependent DSBs on a genome-wide level. DSB formation results in the rapid phosphorylation of the histone variant, H2AX, at Ser139 in the vicinity of DSB sites (Rogakou et al., 1998). The identification of chromatin enriched for γH2AX can be exploited to derive the locations of DSBs (Jacovoni et al., 2010; Rodríguez et al., 2012). We therefore stimulated cultured primary neurons by briefly incubating them with 50 μM NMDA and then performed genome-wide γH2AX ChIP-seq.

For an initial assessment of genome-wide γH2AX ChIP-seq signals, we classified genomic regions into 14 distinct chromatin states associated with regulatory regions (promoters, enhancers, heterochromatin, etc.) based on available ChIP-seq data of chromatin marks, including H3K36me3, H4K20me1, H3K4me1, H3K27ac, H3K4me3, H3K27me3, and H3K9me3 (Figure S2A) (Ernst et al., 2011; Gjoneska et al., 2015). Correlating the positional information of these chromatin marks with raw γH2AX ChIP-seq signals revealed that the observed increase in γH2AX is confined largely to actively transcribed genes and their downstream regions, but not to enhancers, polycomb repressed regions, or heterochromatin (Figure 2A).

To further characterize the distribution of enriched γH2AX signals within genomic regions, we performed differential peak calling (Experimental Procedures) and observed that γH2AX enrichment following NMDA treatment occurs primarily within gene bodies compared to distal intergenic regions (Figure 2B). Surprisingly, our analysis revealed only 21 regions that were enriched for γH2AX signals in the NMDA-treated samples compared to controls. Twenty of these regions were within genes, whereas one site was detected in intergenic regions (Figure 2C). Remarkably, included within these 21 loci were the early-response genes, Fos, FosB, Npas4, Egr1, Nhra, and Nhra (Figure 2C). In addition to the transcription factors categorized as early-response genes, several other transcription factors, Olig2 and Dlx6os1, as well as several non-coding RNAs, including Malat1, Alsi54517, and C130071c03Rik were also represented among the loci that showed elevated γH2AX (Figure 2C). Additionally, the loci identified by differential peak calling also displayed the highest γH2AX intensities in the NMDA-treated samples, but not in vehicle-treated samples (Tables S2 and S3).

A closer examination of γH2AX distribution at these loci, including at the early-response genes, revealed a peculiar pattern, with γH2AX peaks initiating adjacent to the transcriptional start site (TSS), spreading into the gene body, and terminating downstream of the 3’UTR (Figure 2D and Figure S2B). In fact, γH2AX peak width was strictly proportional to gene length (Figure S2C). The only exception to this scenario was the case of Homer1, in which γH2AX signals only spanned across the annotated short isoform of Homer1 (Figure S2B). While the significance of this is presently unclear, it is noteworthy that only the short isoform of Homer1 is regulated by neuronal activity (Salata et al., 2003). In contrast to these early-response genes, none of the other late response genes, including Bdnf, Rgs2, Nrn1, and Gpr3 showed an increase in γH2AX intensity in their vicinity following NMDA treatment (Figure 2D and Figure S2B). Together
these results indicate that activity-dependent stimulation of neurons results in the formation of DNA DSBs at very specific locations in the genome, particularly near early-response genes.

**Neuronal Activity-Induced DNA DSBs Are Generated by Topoisomerase IIβ**

In an effort to determine the mechanisms that underlie the formation of neuronal activity-induced DSBs, we returned to our original observation that etoposide treatment is specifically able to upregulate the expression of early-response genes (Figure 1F). Etoposide introduces DSBs by targeting Topo II (Vos et al., 2011). Mammalian cells express two distinct isoforms of Topo II, Topo IIα, and Topo IIβ. Topo IIα is mainly expressed in dividing cells, whereas Topo IIβ is robustly expressed in postmitotic cells, including neurons, and is primarily implicated in transcription-related functions (Austin and Marsh, 1998). Incidentally, Topo IIβ-mediated DSBs were previously shown to be essential for estradiol-stimulated activation of gene expression (Ju et al., 2006). These observations caused us to focus specifically on Topo IIβ.

We began by assessing Topo IIβ binding at various regions of the prototypical early-response gene, Fos, under basal conditions (control) and following NMDA treatment. The UCSC genome browser views depicting the disposition of γH2AX signals within various activity-regulated genes under basal conditions (control) and following NMDA treatment. The y axis represents intensity and the range is indicated in parentheses.
conditions. Topo II\(\beta\) ChIP-qPCR indicated negligible binding in the exons of the Fos gene, as well as within the promoters of \(\beta\)-globin and GAPDH (Figure 3A). However, Topo II\(\beta\) binding was significantly enriched within the Fos promoter (Figure 3A). Similarly, Topo III\(\beta\) binding was also enriched within the Npas4 promoter (Figure 3A). These results suggest that Topo II\(\beta\) is bound to the promoters of early-response genes under basal conditions.

The regulatory elements that bind the Fos promoter are well characterized, and additional ChIP experiments revealed that Topo II\(\beta\) co-occupies the Fos promoter together with ELK1, as well as the lysine deacetylase, HDAC2 (Figure 3B and Figure S3A). We previously showed that HDAC2 binds to the promoters of several early-response genes and negatively modulates their expression (Guan et al., 2009). While screening for proteins that could potentially regulate HDAC2 binding to these
promoters, we separately discovered that the protein, tyrosyl DNA phosphodiesterase 2 (TDP2), binds HDAC2 and is enriched at several early-response gene promoters, including Fos and Npas4, under basal conditions (Figure S3B and data not shown). These results are intriguing because Topo II-mediated DSBs involve the formation of a covalent phosphotyrosyl bond between Topo II and the DNA, and TDP2 specializes in processing these intermediates and in the repair of Topo II-mediated DSBs (Cortes Ledesma et al., 2009).

To test whether Topo IIβ activity could underlie activity-induced DSB formation, we first measured levels of Topo IIβ cleavage complexes following NMDA treatment using an immune complex of enzyme (ICE) assay (Nitiss et al., 2012). As a control, we incubated neurons with etoposide and observed an increase in Topo IIβ covalent complexes (Figure S3C). Interestingly, NMDA treatment also caused an increase in Topo IIβ covalent complexes, indicating that neuronal activity results in Topo IIβ-mediated DNA cleavage (Figure S3C). To further assess how neuronal activity affects Topo IIβ, we immunoprecipitated Topo IIβ following NMDA treatment of primary neurons and incubated the precipitated Topo IIβ with supercoiled plasmids. Incubation with Topo IIβ caused a potent relaxation of supercoiled plasmids in both NMDA-treated and vehicle-treated samples (Figure 3C). However, plasmids incubated with Topo IIβ from NMDA-treated samples also displayed increased smearing, indicative of fragmented DNA (Figure 3C). These results suggest neuronal activity confers Topo IIβ with an increased propensity to generate DNA breaks.

We next performed DNA cleavage assays in which we incubated purified, recombinant Topo IIβ together with supercoiled plasmids that either contained or lacked the upstream sequences of the Fos gene. As expected, incubation of supercoiled plasmids with Topo IIβ caused an increase in relaxed (Form III) DNA (Figure 3D). In the presence of etoposide, an increase in linear (Form III) DNA was also detected in plasmids containing Fos upstream sequences. However, the generation of this linear DNA was sharply attenuated when Fos upstream sequences were deleted (Figure 3D). Similar results were also observed with plasmids containing Npas4 upstream sequences. Together, these results suggest that Topo IIβ preferentially cleaves the promoters of early-response genes.

Based on Topo IIβ binding in the promoters of early-response genes, we then speculated that if Topo IIβ generates DSBs in these promoters in an activity-dependent manner, that such cleavage should prevent the amplification of these regions using the primers that detect Topo IIβ enrichment (Figure 3E). Control Topo IIβ ChIP experiments following etoposide treatment of cultured primary neurons revealed a significant reduction in amplification by two distinct primer sets that span the Fos promoter (Figure 3F). Importantly, Topo IIβ ChIP following NMDA treatment also indicated a sharp reduction in the amplification of the Fos promoter regions (Figures 3F and S3D). A similar attenuation in PCR amplification was also observed following ELK1 ChIP in NMDA-treated neurons (Figure 3G). To determine whether activity-induced DNA cleavage occurs at a specific site within the Fos promoter, we repeated the PCR amplification assays after Topo IIβ ChIP using various primer combinations that spanned the originally identified Topo IIβ binding region within the Fos promoter. However, each region that showed enriched amplification following Topo IIβ ChIP under basal conditions also showed reduced amplification following NMDA treatment (Figure S3E). Thus, activity-induced DSBs are not site-specific but rather occur broadly within the Fos promoter. Taken together, our results indicate that neuronal activity-induced DSBs occur within the promoters of early-response genes and that these DSBs could result from the activities of Topo IIβ.

**Genome-wide Topo IIβ Cleavage Patterns Coincide with Sites of Activity-Induced DNA DSBs**

To further examine the connections between Topo IIβ and activity-induced DSBs, we performed Topo IIβ ChIP-seq under basal conditions and following neuronal activity. An analysis of Topo IIβ signals within various genomic regions suggested that under basal conditions, Topo IIβ binding is enriched primarily at and upstream of the TSS of actively transcribed genes, as well as at enhancer elements, but not at heterochromatin or polycomb repressed regions (Figure 4A and Table S4). A comparison with existing datasets of various factors that bind activity-regulated genes (Kim et al., 2010) revealed that Topo IIβ binding is enriched at SRF and CREB binding sites, as well as CBP binding sites within promoters and enhancers (Figures 4B and 4C). These results further indicate that Topo IIβ binding patterns overlap with regulators of neuronal activity-induced gene expression.

Interestingly, NMDA caused a substantial increase in genomewide Topo IIβ binding. Whereas 430 Topo IIβ peaks were identified under basal conditions, 2,416 peaks were detected within 20 min of the initial NMDA treatment (Table S4). This nearly 5-fold increase in Topo IIβ signals was largely proportionally distributed within the same chromatin regions that showed Topo IIβ binding under basal conditions (Figure 4A and Table S4). NMDA treatment also caused an enrichment of Topo IIβ signals within various genomic regions suggested that under basal conditions, Topo IIβ binding is enriched primarily at and upstream of the TSS of actively transcribed genes, as well as at enhancer elements, but not at heterochromatin or polycomb repressed regions (Figure 4A and Table S4). These features also extend to the promoters of early-response genes, such as Fos and Npas4, where an increase in Topo IIβ signals were clearly detected following neuronal activity (Figure 4D). Importantly, Topo IIβ signals under both basal and NMDA-treated conditions were found immediately adjoining γH2AX-enriched regions in NMDA-treated samples (Figure 4D). These results further suggest that Topo IIβ binding patterns are consistent with their role in activity-dependent DNA DSB formation.

To further understand whether Topo IIβ-mediated DNA cleavage could underlie the selective pattern of DSB formation in response to neuronal activity, we performed γH2AX ChIP-seq after treatment of cultured primary neurons with etoposide. Similar to results with NMDA treatment, γH2AX signals after etoposide treatment were enriched primarily within gene bodies compared to intergenic regions (Figure 4E). Furthermore, aggregate plots revealed that etoposide-induced and NMDA-induced γH2AX signals display a strikingly similar distribution pattern at the sites of activity-induced DSBs (Figures 4F and S4A), and this similarity is further emphasized from the comparison of NMDA and etoposide-induced γH2AX signals at individual genes (Figure S4B). These data suggest that Topo IIβ-mediated DNA cleavage could underlie activity-induced DSB formation in neurons.
Figure 4. Genome-wide Topo IIβ DNA Cleavage Patterns Coincide with the Sites of Neuronal Activity-Induced DSBs

(A) Genomic regions were categorized into 14 distinct chromatin states based on combinatorial patterns of various chromatin marks (Figure S2A). The percentage of Topo IIβ peaks within each chromatin state were then normalized to the proportion of the genome within that chromatin state and plotted.

(B) Publicly available ChIP-seq datasets of SRF and CREB (Kim et al., 2010) were used to determine the binding profiles of Topo IIβ relative to the binding sites of these proteins. The graphs indicate the averaged binding patterns of Topo IIβ within a 4 kb window of all SRF (left) and CREB (right) peaks. Dashed line indicates the profile under basal conditions, whereas the solid line depicts the profiles following NMDA treatment.

(C) Binding profiles of Topo IIβ within a 4 kb window of CBP peaks at either promoters (left) or enhancers (right) were generated as in (B).

(D) UCSC genome browser views denoting the disposition of γH2AX and Topo IIβ signals at Fos and Npas4 under the indicated conditions. y axis denotes signal intensity and the range is indicated in parentheses.

(E) γH2AX ChIP-seq signals enriched in etoposide-treated samples relative to controls were processed using CEAS (Cis-Regulatory Element Annotation System) program (http://liulab.dfci.harvard.edu/CEAS/). (Left) Pie chart depicting the relative proportions of the indicated annotated regions in the genome as in Figure 2A. (Right) Disposition of differential γH2AX signals within these annotated genomic regions following etoposide treatment.

(F) Aggregate plots of input-normalized γH2AX signals at the 20 loci that show increased γH2AX intensity following NMDA treatment were generated for NMDA-treated (orange), etoposide-treated (blue) and control (gray) conditions. Graph on the left shows the distribution within a 2 kb window of the transcription start site (TSS), whereas the graph on the right denotes the distribution near the transcription termination site (TTS). Plots were generated using annotatePeaks.pl command of HOMER software and custom R scripts.
Activity-Induced DNA DSBs Occur within CTCF-Generated Topological Domains

We sought to understand the properties that could underlie the positional specificity of activity-induced DSBs. We found that promoters that incur activity-induced DSBs already contain RNAPII pre-bound at the TSS, as well as a chromatin environment that is highly permissive for gene expression even under basal conditions (Figures S5A and S5B). However, pre-incubation of cultured neurons with DRB (5,6-Dichloro-1-β-D-ribofuranosylbenzimidazole), an inhibitor of RNAPII elongation (Yankulov et al., 1995), prior to their treatment with NMDA had no effect on activity-induced DSB formation (Figure S5C), indicating that DSBs are not likely formed as a by-product of torsional stress generated during transcription elongation. Importantly, we noted that although NMDA causes a 5-fold increase in the number of Topo IIβ peaks, activity-induced DSBs occur at loci that already contain Topo IIβ bound under basal conditions and not at sites of nascent Topo IIβ peaks following NMDA treatment (Figure 5A).

We next performed motif scans at Topo IIβ binding sites under basal conditions. Interestingly, these studies revealed that the CTCF transcription factor binding site motif (CTCF_1; http://www.broadinstitute.org/~pouyak/motifs-table/) is the most highly enriched at Topo IIβ binding sites. Under basal conditions, a 37-fold enrichment for this motif at Topo IIβ binding sites was detected relative to a shuffled control version of this binding site found at a similar number of places in the genome (p value = 1 x 10^-75). Similarly, a 31-fold enrichment of the CTCF motif at Topo IIβ peaks was observed under NMDA-treated conditions (p value < 0.01 x 10^-105). In fact, in both cases, Topo IIβ disposition at these sites was tightly confined to the CTCF motif itself (Figure 5B). CTCF is an architectural protein that creates topological boundaries through chromatin looping and thereby governs interactions between various regulatory regions, such as promoters and enhancers (Ong and Corces, 2014). A comparison with two different existing CTCF ChIP-seq datasets (GEO: GSM918727 and Phillips-Cremins et al., 2013) revealed that Topo IIβ signals are significantly enriched at CTCF peaks (Figures 5C and 5D). Furthermore, immunoprecipitated Topo IIβ under basal conditions was able to co-precipitate CTCF, and this interaction was markedly stimulated following NMDA treatment (Figure 5D).

To determine whether the association between Topo IIβ and CTCF is relevant to activity-induced DSBs, we again utilized the publicly available CTCF ChIP-seq datasets and examined the disposition of CTCF relative to γH2AX signals at the sites of activity-dependent DNA DSBs. Our analysis revealed that the probability of finding a CTCF peak within 2 kb of the boundary of γH2AX regions was significantly greater than the probability of finding permuted random sites in the mappable regions throughout the genome (p < 0.0001). Furthermore, CTCF peaks lie significantly closer to the TSS of genes that incur DSBs following NMDA treatment compared to other genes (Figure 5E). Aggregate plots of CTCF and γH2AX distribution at sites of activity-induced DSBs further revealed that CTCF peaks tightly envelop γH2AX regions within these loci (Figure 5E). Similar results were also observed with γH2AX signals generated after etoposide treatment of neurons (Figure 5F; p < 0.0001). These results suggest that CTCF-mediated topological structures at the promoters of early-response genes could stimulate the nucleation of Topo IIβ.

Topo IIβ-Mediated DNA DSBs Facilitate the Expression of Early-Response Genes

Because DSB formation within the promoters of early-response gene correlates with their expression, we tested whether DSBs have an effect on the expression of these genes. To begin, we obtained luciferase reporter constructs that were under the control of either the Fos or the Npas4 regulatory regions, and utilized the CRISPR-Cas9 system to generate targetted DSBs within the promoters of Fos and Npas4 (Ran et al., 2013) (Figure 6A). Transfection of matching luciferase reporter and Cas9 constructs in HEK293T cells caused a marked increase in luciferase expression in both cases compared to controls in which Cas9 was targeted to cleave the Bdnf promoter (Figure 6B). An upregulation of endogenous Fos and Npas4 was also detected when cultured primary neurons were infected with lentiviral vectors carrying Cas9 and the appropriate sgRNAs (Figure 6C). These results suggest that the formation of DSBs within the promoters of early-response genes stimulates their expression.

To further understand how the presence of activity-induced DSBs affects early-response gene expression, we assessed DNA repair kinetics of activity-induced DSBs. Because DSB formation within the Fos promoter precludes the amplification of this region in PCR assays (Figure 3F), the recovery of amplification was used to indicate successful repair at this locus. Topo IIβ ChIP-qPCR at various times after NMDA treatment of cultured primary neurons indicated a significant reduction in PCR amplification of the Fos promoter region at 30 min after the initial NMDA stimulus (Figure 6D). However, PCR amplification was restored by 2 hr after NMDA stimulation (Figure 6D). Similar results were also observed in PCR assays with genomic DNA directly isolated from cultured primary neurons following NMDA treatment (Figure S6A). These results suggest that activity-induced DSBs are repaired within 2 hr of the initial stimulus. Interestingly, Fos, Npas4, and Egr1 mRNA levels after NMDA treatment followed similar dynamics, with transcript levels being markedly upregulated at 30 min after the initial stimulus, but returning to basal levels by 2 hr after stimulation (Figure 6E). Thus, the expression patterns of early-response genes correlate well with the formation and repair of activity-induced DSBs.

We next tested the effects of perturbing DSB repair on the expression of early-response genes by pre-incubating neurons with a specific inhibitor of DNA-PK (NU7026), which is an essential component of DSB repair through nonhomologous end joining (NHEJ) (Veeger et al., 2003). Pre-incubation with NU7026 prevented the PCR amplification of the Fos promoter regions even after recovery for 2 hr following NMDA treatment, indicating that the repair of activity-induced DSBs is dependent on NHEJ (Figure S6A). Like before (Figure 6E), Fos, Npas4, and Egr1 expression was markedly upregulated upon stimulation and returned to baseline levels by 2 hr post-stimulation in untreated controls. Incubation with NU7026 had no effect on either the basal expression of early-response genes or on their peak induction levels post-stimulation (data not shown). However, early-response genes in NU7026-treated samples were delayed in returning to basal levels and were upregulated at 2 hr post-stimulation relative to untreated
Figure 5. Activity-Induced DNA DSBs Occur within Topological Domains Defined by CTCF Binding

(A) Topo IIb peaks in NMDA-treated samples were categorized into two groups—Class I represents new Topo IIb peaks that appear after NMDA treatment and Class II denotes Topo IIb peaks that are present under both basal and NMDA-treated conditions. Aggregate plots of γH2AX signals within a 4 kb window relative to Topo IIb peaks in each class were then generated as in Figure 4F.

(B) Motif scans at genome-wide Topo IIb binding sites under basal conditions revealed a strong enrichment for the CTCF transcription factor binding site motif (CTCF_1; http://www.broadinstitute.org/~pouyak/motifs-table/) in the vicinity of Topo IIb peaks. The plot denotes the disposition of input-normalized Topo IIb signals relative to CTCF sites that displayed Topo IIb peaks in their vicinity. Dashed line denotes the profile of Topo IIb under basal conditions (control), whereas the solid line indicates Topo IIb profiles in NMDA-treated samples.

(C) Publicly available CTCF ChIP-seq datasets from the cortical plate of 8 week-old mice (GEO: GSM918727) were used to determine the overlap of CTCF and Topo IIb binding profiles at CTCF motifs that were enriched for Topo IIb peaks in (B). The gray bar in the middle indicates the width of the CTCF peak at these sites. Dashed line denotes the profile of Topo IIb under basal conditions (control), whereas the solid line indicates Topo IIb profiles in NMDA-treated samples.

(legend continued on next page)
controls (Figure 6F), although the expression of these genes at 2 hr was still lower than their peak induction levels at 30 min post-stimulation (data not shown). These results suggest that the repair of activity-induced DSBs can affect the dynamics of early-response gene expression. To clarify the role of Topo IIβ in activity-induced DSB formation and early-response gene expression, we infected cultured primary neurons with lentiviral vectors carrying shRNAs against Top2b. qRT-PCR experiments performed one week after the lentiviral infections using two distinct shRNAs revealed that both shRNAs were able to knockdown Top2b expression by at least 50% (Figure S6B). To examine the effects of Top2b knockdown on DSB formation, we assessed γH2AX enrichment within the exons of early-response genes after NMDA treatment using ChIP-qPCR. Whereas NMDA treatment caused a robust increase in γH2AX levels in the exons of Fos, Npas4, and Egr1 in neurons infected with a scrambled shRNA, this increase was attenuated in neurons infected with Top2b shRNAs (Figure 6G). In addition to this, qRT-PCR experiments following NMDA treatment of cultured primary neurons revealed that whereas neurons infected with scrambled shRNA showed a significant induction of Fos and Npas4 transcripts following activity stimulation, the induction of these genes was severely attenuated in infected neurons with Top2b shRNAs (Figure 6H). In contrast to Fos and Npas4, the expression of another early-response gene, Arc, which does not incur activity-induced DNA DSBs, was not affected by Top2b knockdown (Figure S6C). These results suggest that Topo IIβ is essential for activity-induced DSB formation, as well as for the expression of genes that incur activity-induced DSBs. To evaluate how the loss of Topo IIβ affects synaptic functions, we stereotactically injected lentiviral vectors carrying Top2b shRNAs into the CA1 region of the mouse hippocampus. Four weeks after viral injections, we performed extracellular recordings in acute hippocampal slices. As assessment of basal synaptic transmission revealed no significant differences between control slices infected with scrambled shRNA and slices infected with Top2b shRNAs (Figure S6D). However, theta-burst stimulation (TBS)-induced LTP from Schaffer collateral–CA1 synapses was severely impaired in slices infected with Top2b shRNAs (Figure 6I). While the slices transduced with scrambled shRNA exhibited 200% fEPSP over baseline, shRNA#1 transduced slices showed 130% and shRNA#2 transduced slices showed 150% fEPSP over baseline over the time course of 60 min following theta-burst stimulation (Figure 6I). These results are consistent with a role for Topo IIβ in the expression of early-response genes and maintaining synaptic function.

To further understand the connections between activity-induced DSBs, Topo IIβ, and early-response gene expression, we performed RNA-seq after NMDA treatment of cultured primary neurons (Table S5). Analysis of differentially expressed genes after NMDA treatment revealed that only the early-response genes, Fos, Npas4, FosB, and Egr1, showed elevated γH2AX signals. Furthermore, only early-response genes were upregulated by both etoposide and NMDA treatments (Figures 1B and 1D, and Tables S1 and S5). These results suggest that activity-dependent DSB formation selectively promotes the expression of early-response genes. Finally, we tested whether DSB formation in the context of Topo IIβ knockdown could restore the expression of early-response genes. To this end, we infected cultured primary neurons with lentiviral vectors carrying shRNAs against Top2b, together with lentiviral vectors carrying either Cas9 and sgRNAs against the Fos promoter (Cas9-Fos/CRISPR) or Cas9 and sgRNAs against a different region (Cas9-control/Cas9). We then treated neurons with NMDA and compared Fos levels under these conditions. Consistent with our earlier observations (Figure 6C), neurons infected with both Cas9-Fos and scrambled shRNA were able to induce Fos under basal conditions (Figure 6J). Likewise, neurons infected with Cas9-control and Top2b shRNA showed reduced Fos expression following NMDA treatment (Figure 6J). In contrast, neurons infected with a combination of Cas9-Fos and Top2b shRNA were able to successfully upregulate Fos expression following NMDA treatment (Figure 6J), indicating that DSB formation can restore the expression of early-response genes in the absence of Topo IIβ. Taken together, our results suggest that Topo IIβ-mediated DSBs facilitate the expression of early-response genes in response to neuronal activity.

**DISCUSSION**

**DSBs Facilitate the Expression of Early-Response Genes**

The promoters of early-response genes already display the major hallmarks of transcriptionally active genes under basal conditions, including RNAPII bound at the TSS (Kim et al., 2010). Moreover, neuronal activity only minimally impacts the profiles of histone methylation and transcription factor binding at these promoters. These observations raise important questions about how the expression of early-response genes is curtailed under basal conditions and how neuronal stimulation causes these genes to be expressed so instantly. Our results provide three lines of evidence that suggest that DSB formation could help override the impediments to early-response gene expression: (1) DSB formation in the promoters of early-response genes using either etoposide (Figures 1D, 4F, and S4B) or CRISPR-Cas9 (Figures 6B and 6C) is sufficient to induce the expression of early-response genes even in the absence of neuronal activity, (2) inhibition of DSB repair results in persistent expression of early-response genes (Figure 6F), and (3) Topo IIβ knockdown precludes the expression of early-response genes following neuronal activity; however, gene expression can be restored under these conditions by the generation of targeted DSBs (Figure 6J).

(D) A similar analysis to (C) was conducted using another publicly available CTCF ChIP-seq dataset from mouse neural progenitors (Phillips-Cremins et al., 2013). Grey bar and lines are as in (C).

(E) Aggregate plots of input-normalized CTCF (violet) (Phillips-Cremins et al., 2013) and γH2AX (orange) signals within a 4 kb window relative to the transcription start site (TSS) and transcription termination site (TTS) (gray box) of the loci that show increased γH2AX intensity following NMDA treatment.

(F) Aggregate plots of input-normalized CTCF (violet) (Phillips-Cremins et al., 2013) and γH2AX (blue) signals within a 4 kb window relative to the TSS and TTS (gray box) of the loci that show increased γH2AX intensity following etoposide treatment.
Figure 6. Topo IIβ-Mediated DNA DSBs Govern the Expression of Early-Response Genes Following Neuronal Activity

(A) Schematic of Fos and Npas4 genes with arrows indicating the positions of sgRNA-directed DNA cleavage by Cas9.

(B) HEK293T cells were transfected with luciferase reporter constructs under the control of either Fos or Npas4 upstream sequences, together with the indicated sgRNA and Cas9-carrying constructs and Renilla. Three distinct sgRNAs were used for each locus (#1-#3). Luciferase expression was measured 16 hr after transfection. As a control, luciferase reporter constructs in each case were transfected with Cas9 and sgRNAs directed to the Bdnf promoter (n = 3, *p < 0.05, **p < 0.01, ***p < 0.001, one-way ANOVA).

(C) Cultured primary neurons were infected with lentiviral vectors carrying Cas9 and sgRNAs directed to either the Fos or the Npas4 promoter. RNA was extracted 8 days post-infection and the expression of Fos and Npas4 was determined relative to neurons infected with sgRNAs directed to the Bdnf promoter using qRT-PCR (n = 3, **p < 0.01, two-tailed t test).

(D) Cultured primary neurons were treated with NMDA as before and allowed to recover in NMDA-free media. Topo IIβ ChIP was then performed at the indicated times and the amplification of the Fos promoter was assessed as in Figure 3A (n = 3, *p < 0.05, two-way ANOVA).

(E) Cultured primary neurons were treated with NMDA as before and allowed to recover in NMDA-free media. RNA was then extracted at the indicated times and the expression of Fos, Npas4, and Egr1 was assessed using qRT-PCR (n = 4, ***p < 0.001, one way-ANOVA).

(F) Cultured primary neurons were incubated with a specific inhibitor of DNA-PK (NU7026) for 1 hr, following which neurons were treated with NMDA and allowed to recover in NMDA-free media. RNA was extracted 2 hr after the initial NMDA treatment (time = 0, x axis), and the levels of Fos, Npas4, and Egr1 was assessed relative to neurons treated with NMDA in the absence of NU7026 using qRT-PCR (n = 4, *p < 0.05, two-tailed t test).

(G) Cultured primary neurons were infected with lentiviral vectors carrying either a scrambled shRNA (control) or one of two distinct shRNAs against Top2b (shRNA#1 or shRNA#2). One week after the infection, neurons were treated with NMDA (50 μM) for 10 min followed by recovery in NMDA-free media for an additional 10 min. Enrichment of γH2AX within exons of Fos, Npas4, and Egr1 was assessed using ChIP. As a control, the Fos promoter region was also probed (n = 3, **p < 0.01, two-way ANOVA).

(legend continued on next page)
Topological Factors Constrain the Expression of Early-Response Genes

The involvement of Topo IIβ suggests the existence of topological constraints that could govern the expression of early-response genes. However, the precise nature of these topological constraints is presently unclear. Topo IIβ activity upstream of the TSS is generally important for transcription elongation (Teves and Henikoff, 2014). In fact, Topo IIβ is known to bind to the 5’ ends of actively transcribed neurodevelopmental genes and promote their expression (Lyu et al., 2006; Tiwari et al., 2012). As mentioned above, the promoters of early-response genes already contain paused RNAPII under basal conditions, and activity-induced DSB formation could be a way to rapidly resolve topological barriers to RNAPII movement. Torsional stress generated during transcription initiation at these promoters could cause Topo IIβ recruitment under basal conditions. Notably however, the recruitment of Topo IIβ to the promoters of early-response genes under basal conditions does not result in the formation of DSBs, and the potential relaxation of supercoils by Topo IIβ under basal conditions by itself is insufficient to induce the expression of early-response genes. Furthermore, blocking transcription elongation does not affect activity-dependent DSB formation (Figure S5C). Despite these, the possibility that neuronal activity spawns new transcription-related torsional forces that induce DSB formation by Topo IIβ cannot be ruled out.

Separate from transcription-related torsional factors however, the TSS of genes that incur activity-dependent DSBs are characterized by their close proximity to CTCF binding sites compared to the TSS of other genes (Figure S5E), and Topo IIβ binding is preferentially enriched at CTCF binding sites (Figure 5). We believe these observations provide insights into a distinct topological constraint to early-response gene expression. CTCF-mediated chromatin loops create topological barriers that govern the interactions between distinct regulatory regions, such as promoters and enhancers (Ong and Corces, 2014). Enhancer-promoter interactions are known to be essential for the expression of early-response genes. Enhancers of early-response genes are also pre-bound by SRF and CREB and recruit RNAPII and CBP following neuronal activity, and several studies indicate that RNAPII recruited to enhancer loci might be transferred to promoters following activity stimulation (Kim et al., 2010; Koch et al., 2008). Within this context, the formation of Topo IIβ-mediated DSBs at CTCF binding sites in an activity-dependent manner constitutes an attractive model that would rapidly dissolve topological constraints to enhancer-promoter interactions and instantly stimulate the expression of early-response genes.

Implications of Activity-Dependent DSB Formation in Neurodegeneration

Because activity-dependent DSBs form in the regulatory regions of genes that govern crucial neuronal functions, the dynamics of their formation and repair is likely to have important physiological and pathological implications. Interestingly, androgen signaling was previously shown to induce Topo IIβ-mediated DSBs that results in oncogenic rearrangements observed in human prostate cancer (Haffner et al., 2010). These observations raise the intriguing question of whether unrepaird or erroneously repaired DSBs produced in response to neuronal activity could contribute to the development of neurological disorders. Elevated DNA DSBs have been reported in a variety of congenital and age-related neurological disorders (Madabhushi et al., 2014; McKinnon, 2013). However, the relevant sources that lead to DSB accumulation in these disorders remain unknown. Interestingly, it was recently reported that amyloid β accumulation, which is a hallmark of Alzheimer’s disease, can exacerbate the accumulation of DSBs that are produced during normal physiological neuronal activities in mice (Suberbielle et al., 2013). It would be interesting to test whether elevated DSBs in this mouse model, as well as in other mouse models and postmortem brains of patients with neurodegenerative disorders, overlap with the sites of activity-induced DNA DSBs.

The enrichment of TDP2 at the promoters of early-response genes (Figure S3B) suggests that activity-induced DSBs are likely repaired error-free despite the utilization of the NHEJ pathway (Figure 6F). In cells lacking TDP2, Topo IIβ-mediated DSBs are repaired using alternative mechanisms of end joining that are dependent on ATM (Álvarez-Quílon et al., 2014). However, such end-processing steps could be mutagenic. It was recently reported that individuals carrying mutations in TDP2 manifest with intellectual disability, epilepsy, and ataxia, and that the loss of TDP2 in cultured human cells and postmitotic neurons caused hypersensitivity to Topo IIβ-mediated DSBs (Gómez-Herreros et al., 2014). An assessment of TDP2 activity in various neurodegenerative mouse models that are characterized by elevated levels of DNA DSBs would likely provide further insights in this direction.

EXPERIMENTAL PROCEDURES

Neuronal Cultures and Treatments

Dissociated cortical neurons from E16 Swiss-Webster mice were plated at a density of 12.5 million cells/plate in 10 cm plates. The plates were coated beforehand by incubation with poly-D-lysine (0.5 mg/ml) and laminin (0.005 mg/ml) for 1 hr at 37°C, followed by washing twice with dH2O. Neurons were maintained in neurobasal media (GIBCO) and supplemented with L-glutamine, penicillin/streptomycin, and B27.

[†] Cultured primary neurons were infected with Top2b shRNAs and treated with NMDA as in (Q). RNA was then extracted and the levels of Fos and Npas4 were probed using qRT-PCR (n = 4, *p < 0.01, one-way ANOVA).

[‡] Scrambled and Top2b shRNAs were stereotactically injected into the hippocampus of two-month old C57BL/6 mice. Four weeks after the injections, acute hippocampal slices were prepared and LTP was induced by 3x TBS at the Schaffer collateral-CA1 synapses. Sample traces represent IEPSPs 1 min before (gray) and 1 hr after (black) TBS. Scale bars, 1 mV and 20 ms (5–6 slices per animal, 3 animals per group, *p < 0.05, one-way ANOVA).

[‡] Cultured primary neurons were infected with a combination of lentiviral vectors carrying Cas9 and sgRNAs directed to the Fos promoter (CRISPR) together with Top2b shRNAs. Controls represent neurons infected with Cas9 and sgRNAs directed to the Bdnf promoter together with scrambled shRNAs (control). One week after the lentiviral infections, neurons were treated with NMDA (50 µM) for 10 min followed by recovery in NMDA-free media for 10 min. RNA was then extracted and Fos expression was assessed using qRT-PCR (n = 3, *p < 0.05 one-way ANOVA).
Neuronal activity was induced by treatment with indicated concentrations of potassium chloride (KC), bicucullin (Bic), and N-methyl-D-aspartate (NMDA). For most experiments, cultured primary neurons were treated with 50 μM NMDA for 10 min followed by recovery in NMDA-free conditional media for an additional 10 min. Etoposide (Sigma) was at 5 μM, Olaparib (PARPi) (Selleck) at 10 μM, Ncs was at 1 μM, and NU7026 (Calbiochem) was at 10 μM.

**DNA Cleavage Assays**

Topo II-mediated DNA cleavage assays were essentially carried out as described (Nitiss et al., 2012). Briefly, reaction mixtures (20 μl) containing 10 mM Tris (pH 8), 50 mM NaCl, 50 mM KCl, 5 mM MgCl2, 0.1 mM EDTA, 15 μg/ml BSA, and 10 μM supercoiled plasmids (Fos-luc, Npas4-luc, ΔFos-luc, and ΔNpas4-luc) were incubated with 8 units of recombinant Topo II-His (LAE Biotech). Where indicated, etoposide was at 0.2 mM. Reactions were incubated at 30°C for 10 min. DNA cleavage products were trapped by addition of 2 μl of 10% SDS. Samples were then treated with 1 μl of 250 mM EDTA and 2 μl of 1 mg/ml proteinase K and incubated at 37°C for 45 min. Samples were then loaded onto 1% TAE agarose gels and electrophoresed at 5 V/cm for 4 hr. Gels were stained with 1 μg/ml ethidium bromide for 30 min and visualized.

**In Vivo Complex of Enzyme Assay**

ICE assays were performed essentially as described (Nitiss et al., 2012). Cultured primary neurons were lysed with 1% sarkosyl, and the DNA was sheared using a 1 ml syringe with a 25G/8 gauge needle. Lysates were passed 10 times through the needle. Lysates (2 μl) were then layer to 2 μl CsCl solution in 13 × 51 mm polycarbonate centrifuge tubes (Beckman) and spun at 71,000 rpm in an SLA-100.3 rotor (Beckman) for 12 hr at room temperature. Pellets were washed with 70% ethanol and resuspended in TE buffer (pH 7.5). Indicated amounts of DNA were applied to a nitrocellulose membrane using a slot-blot apparatus (Bio-Rad) following manufacturer’s instructions. The membranes were then analyzed for Topo II using standard western blotting procedures.

**ChIP-Seq, RNA-Seq, ChIP-qPCR, Behavioral and Electrophysiological Paradigms**

Please refer to Supplementary Information for details of these procedures. A comprehensive list of primers used for these methods can be found in Table S6.

**ACCESSION NUMBERS**

The accession number for the ChIP-seq and RNA-seq data reported in this paper is GEO: GSE61887.

**SUPPLEMENTAL INFORMATION**

Supplemental Information includes Supplemental Experimental Procedures, six figures, and six tables and can be found with this article online at http://dx.doi.org/10.1016/j.cell.2015.05.032.

**ACKNOWLEDGMENTS**

We would like to thank Dr. Yingxi Lin (Massachusetts Institute of Technology) for kindly providing the Fos and Npas4 luciferase reporter constructs. This work was supported by the Lord Foundation Fellowship to R.T.S., the NIH/NHGRI (R01HG004037-07 and RC1HG005334) awards to M.K., and NIH R01AG046174, the Glenn Foundation, and the Belfer Neurodegeneration Consortium grants to L.-H.T.

Received: September 26, 2014
Revised: January 19, 2015
Accepted: April 7, 2015
Published: June 4, 2015

**REFERENCES**


Context influences on TALE–DNA binding revealed by quantitative profiling

Julia M. Rogers1,2,*, Luis A. Barrera1,2,3,4,*, Deepak Reyon5,6,7,8, Jeffry D. Sander5,6,7,8, Manolis Kellis4, J. Keith Joung5,6,7,8 & Martha L. Bulyk1,2,3,9

Transcription activator-like effector (TALE) proteins recognize DNA using a seemingly simple DNA-binding code, which makes them attractive for use in genome engineering technologies that require precise targeting. Although this code is used successfully to design TALEs to target specific sequences, off-target binding has been observed and is difficult to predict. Here we explore TALE–DNA interactions comprehensively by quantitatively assaying the DNA-binding specificities of 21 representative TALEs to \( \sim 5,000 \text{–} 20,000 \) unique DNA sequences per protein using custom-designed protein-binding microarrays (PBMs). We find that protein context features exert significant influences on binding. Thus, the canonical recognition code does not fully capture the complexity of TALE–DNA binding. We used the PBM data to develop a computational model, Specificity Inference For TAL-Effecter Design (SIFTED), to predict the DNA-binding specificity of any TALE. We provide SIFTED as a publicly available web tool that predicts potential genomic off-target sites for improved TALE design.

1Division of Genetics, Department of Medicine, Brigham and Women’s Hospital and Harvard Medical School, Boston, Massachusetts 02115, USA. 2Committee on Higher Degrees in Biophysics, Harvard University, Cambridge, Massachusetts 02138, USA. 3Harvard-MIT Division of Health Sciences and Technology (HST), Harvard Medical School, Boston, Massachusetts 02115, USA. 4Computer Science and Artificial Intelligence Laboratory, MIT, Cambridge, Massachusetts 02139, USA. 5Molecular Pathology Unit, Massachusetts General Hospital, Charlestown, Massachusetts 02129, USA. 6Center for Computational and Integrative Biology, Massachusetts General Hospital, Charlestown, Massachusetts 02129, USA. 7Center for Cancer Research, Massachusetts General Hospital, Charlestown, Massachusetts 02129, USA. 8Department of Pathology, Harvard Medical School, Boston, Massachusetts 02115, USA. 9Department of Pathology, Brigham and Women’s Hospital and Harvard Medical School, Boston, Massachusetts 02115, USA. * These authors contributed equally to this work. Correspondence and requests for materials should be addressed to M.L.B. (email: mibulyk@receptor.med.harvard.edu).
The discovery of Transcription Activator-Like Effector (TALE) proteins has enabled the development of a host of genome and epigenome editing technologies1–4. Naturally occurring as bacterial virulence factors, TALE proteins harbour an array of repeats, each 33 or 34 amino acids in length5–10. The sequence of the repeats is highly conserved except at the hypervariable positions 12 and 13, termed the repeat variable diresidues (RVDs). The amino acids at the RVD positions determine which DNA base is preferred, and each repeat in the TALE contacts one base in the target site. This led to a simple one-to-one ‘TALE code’ that uniquely predicts the optimal DNA target from the sequence of RVDs within the repeat array9,10. The most commonly used RVDs are NI (Asparagine, Isoleucine), HD (Histidine, Aspartic Acid), NN (Asparagine, Asparagine) and NG (Asparagine, Glycine), used to target A, C, G and T, respectively. Co-crystal structures have shown the mechanism of this one-to-one code, in which the TALE protein wraps around the DNA in a helical structure with each repeat contacting a single base11,12. In addition, contacts between the N-terminal region (NTR) of the TALE protein and DNA specify a preference for a thymine base 5′ to the DNA target site13.

This simple TALE recognition code allows for any DNA site preceded by a T to be targeted by a TALE protein designed with the corresponding repeat sequence. Therefore, the TALE DNA-binding domain has been adapted for use in many technologies that require precise targeting of genomic loci. For example, dimeric TALE nucleases (TALENs) have been used in various organisms and cell lines to knock out genes by the introduction of indels or to create specific mutations2. Fusions of TALE monomers to transcriptional activation or repression domains can create artificial transcription factors, which have been shown to strongly and cooperatively modulate gene expression1,6,8. Monomeric TALE fusions to chromatin-modifying enzymes can introduce specific DNA or histone modifications at target loci, resulting in changes in expression of the associated genes3,5. TALEs can also be used to pull down specific genomic regions to identify bound proteins1. In addition, TALEs fused to fluorescent proteins can be used to visualize chromatin dynamics in live cells1,7. Although other technologies, (for example, CRISPR-Cas9) have also been developed for some of these targeting applications14, TALE versus dCas9 fusions might be more effective in different applications and having both technologies in the toolkit for genome engineering is likely optimal.

Despite these successes in genome editing, off-target activities of TALE fusions have been described but have proven difficult to predict15–21. Experimental approaches have identified off-target TALEN effects20, but no technology has directly measured off-target binding for monomeric TALE fusions15–17,22. Here, we define TALE protein specificity as the relative binding energies of the protein to different DNA sequences. Computational tools that use the specificities of the individual repeats to predict the specificity of the whole protein have been developed to predict off-target binding sites23,24. These approaches assume that each repeat independently contributes to the specificity of the whole protein and that each instance of a given repeat RVD type has the same preference for its intended base. However, a quantitative analysis of TALE affinity indicated that repeat position within the repeat array affects RVD specificity, indicating a potential role for repeat context in predicting specificity25. Other studies have also found that total protein length affects specificity26. In addition, particular repeat types may contribute differentially to overall protein specificity. One study showed that some repeats are more active when assembled into a TALE activator, leading to the distinction between strong (NN and HD) and weak (NI and NG) repeats, although the relationship between RVD strength and specificity is unclear26. Altogether, these findings suggest that TALE–DNA-binding specificity may be more complex than previously thought, but these effects have yet to be assayed comprehensively and quantitatively.

Tools used to predict TALE specificity and to identify likely genomic targets have not kept pace with these increasing, albeit qualitative, reports on TALE–DNA recognition. Some computational tools, such as PROGNOS and Talvez, have incorporated context effects qualitatively in predicting TALEN pair off-target sites, but assume all repeat types are affected identically by context27,28. A recently described approach used a selection-based cleavage assay to characterize a TALE pair’s specificity profile in order to identify potential TALEN off-target sites; however, that study did not provide a predictive model, but instead required that the specificity of each TALEN pair be determined experimentally29. As such, there remains a need for a purely computational tool that quantitatively incorporates these context effects in predicting TALE specificity, and thus, off-target binding sites.

In this study, we perform a quantitative, in-depth examination of context effects on RVD specificity in order to infer general rules for highly accurate prediction of the DNA sequence-specificity of any TALE protein. We design custom protein-binding microarrays (PBMs) to investigate the DNA-binding specificities of 21 TALE proteins that comprise all possible pairs of repeat types. The custom PBMs contain probes in which all possible mono- and di-nucleotide substitutions within the TALE target sites are represented. The resulting quantitative binding data for the TALE proteins to ~20,000 unique DNA sequences allow us to quantify the effects of TALE repeat array length, repeat position and neighbouring repeat types on the specificity of each RVD, henceforward referred to as RVD specificity. We use the PBM-derived quantitative binding data to develop a computational model (Specificity Inference For Tal-Effector Design or SIFTED) that incorporates these context effects to predict both the DNA-binding specificity and the potential off-target sites of any TALE protein without requiring any additional PBM experiments. We implement this model in a publicly available, user-friendly suite of web tools at http://thebrain.bwh.harvard.edu/sifted.html.

Results

Custom-designed PBMs to assay TALE–DNA-binding specificity.

To develop a more in-depth, quantitative understanding of TALE–DNA recognition, we determined the DNA-binding specificities of 21 representative TALE proteins using custom-designed PBMs29–31 (Fig. 1a,b, Supplementary Table 1 and Supplementary Data 1). We selected these proteins to allow us to examine the effects of different protein features on specificity. In particular, these proteins represent all possible consecutive repeat pairs and thus allow us to assay all possible direct neighbour effects on RVD specificity (Fig. 1a)32. In addition, this set spans protein lengths from 8.5 to 18.5 repeats (targeting sites 10–20 base pairs in length); these lengths typically have been used in the design of monomeric TALE fusion proteins for genomic applications4.

PBMs are double-stranded DNA microarrays that permit rapid, highly parallel measurement of the binding of a protein of interest to tens of thousands of unique DNA sequences in replicate, allowing for a much richer picture of TALE–DNA recognition than has resulted from prior studies. As the vast majority of our selected TALE proteins were designed to recognize sequences longer than those on the previously designed ‘all 10-mer’ universal PBM design30, we designed custom TALE-PBMs for this study. Each probe sequence was represented on at least eight replicate spots on the arrays. The initial custom array
was designed to broadly assay the binding preferences of our representative set of TALE proteins. Subsequently, additional arrays were designed to validate particular observations about TALE specificity, as discussed below (Supplementary Fig. 1 and Supplementary Note 1).

We determined the DNA-binding specificities of each TALE protein using probe sets that contain each protein’s target site as predicted by the canonical TALE code, as well as variants thereof, flanked by constant DNA sequence and situated at a fixed position within the probe relative to the slide surface (Supplementary Note 1). The constant flanking sequence was predicted to not be bound by any of the TALEs tested in this study. For each protein, we measured binding to between 160 and 320 variant target sites that cover all possible adjacent dinucleotide substitutions. Although the absolute $K_d$ of a protein–DNA interaction cannot be determined from a single PBM experiment, by measuring how much each substitution changes protein binding to the DNA probe, we can infer changes in binding free energy ($\Delta G$ values) for each possible substitution within the target site.

From these $\Delta G$ values, we derived a position weight matrix (PWM) for the protein (Fig. 2a and Supplementary Fig. 2). The inferred PWMs were consistent across experimental replicates and across PBM experiments performed at different concentrations of TALE proteins (Supplementary Fig. 3). Our PWMs accurately predict the 60-base-pair probe signal intensities, with a median $R^2$ of 0.959 (Fig. 2b and Supplementary Fig. 4), indicating that they perform well as accurate models of TALE–DNA-binding specificity.

The fact that our PWMs explain binding well suggests that an additive binding model with independence between the nucleotides in the TALE target site is quite accurate. To test if this nucleotide independence extends beyond two adjacent mismatches, we designed a probe set that contains up to five

---

**Figure 1** | Overall experimental design and analysis scheme. (a) 21 Representative TALE proteins used in this study. Repeats are indicated by coloured rectangles, and C-terminal half-repeats are indicated by smaller rectangles. RVD identities are indicated by letters. The set was chosen to include all possible repeat pairs and to cover a range of repeat lengths from 8.5 to 18.5 repeats. (b) Custom-designed PBMs were used to determine the specificity of representative TALE proteins. (c) These specificity profiles were used to learn features of TALE–DNA recognition and to train a predictive TALE specificity model, SIFTED (Specificity Inference for TAL-Effectors Design).
nonadjacent mismatches in the target site (Supplementary Note 1 and Supplementary Fig 1). The PWM models derived from the dinucleotide substitution probes accurately predicted binding to these sequences with additional mismatches (median $R^2$ greater than 0.9 for all numbers of substitutions tested), indicating that the simple PWM models with mononucleotide independence perform well in modelling TALE–DNA-binding specificity (Supplementary Fig. 5). These results are roughly consistent with a recent study of TALEN pair specificity determined by a selection-based cleavage assay, in which general independence in DNA recognition was observed; however, our data support a fully independent model of TALE–DNA binding, rather than a model with slightly increased tolerance for adjacent mismatches.

Modelling repeat context improves specificity prediction. Although we observed mononucleotide independence within TALE target sites, we found that the protein–DNA interactions of a given repeat are influenced by its context. In other words, the energetic parameters of a given TALE–DNA contact are not affected by neighbouring nucleotide changes, but they are affected by the repeat context. Intriguingly, even within a single TALE protein, different occurrences of the same repeat type can exhibit very different specificities. For example, in TAL2009, repeats 7 and 10 were both designed with the HD RVD to target C, but within the context of the TAL2009 protein each exhibits substantially different relative preferences for C as compared with other nucleotides (Fig. 2a). Typically, the highest scoring probe corresponded to the target sequence predicted by the canonical TALE code; however, we observed multiple cases (for example, TAL2024) where a TALE protein bound mismatched sequences with comparable binding strength, hereafter referred to as affinity. Moreover, some TALEs (for example, TAL2009) even preferred a C and an A in different contexts (for example, see repeats 3 and 6 in Fig. 2a)$^{10}$. Altogether, these results highlight that the simple one-to-one TALE code is not sufficient to accurately predict DNA-binding specificity.

As our results suggested that interactions between repeats modulate their individual RVD specificities, we modelled the PBM data to predict TALE specificity considering the context of each repeat in a TALE protein (Fig. 1c). We named our model and its associated software tools SIFTED (Specificity Inference For TAL-Effecter Design). In addition to modelling the intrinsic specificity of each RVD, SIFTED considers a variety of repeat context features, including the number of repeats in the protein, each repeat’s position within the repeat array, and the immediately adjacent N- and C-terminal neighbouring repeat types. The NTR, which specifies the preference for the 5’ T in the binding site, was also included in the model and was treated equivalently to a repeat, except for the omission of its position and length features.

We trained the SIFTED model by performing a linear regression with Elastic Net regularization, using the $\Delta\Delta G$ values inferred for each protein as the input data$^{34}$. To prevent overfitting and to assess performance, we used a nested leave-one-out cross-validation strategy. Briefly, one protein was held out from the data set in an iterative manner. The remaining proteins were divided into training and test sets, which were used to derive parameter values and to control the complexity of the model (Supplementary Fig. 6). The predicted PWM for each of the 21 TALE proteins was obtained from the model trained on data from the remaining 20 proteins in our data set (Fig. 1a). For specificity predictions of proteins not in our data set (for example, TALEN pairs), the regression was performed on the full data set (no proteins excluded) and the resulting model was used to make PWM predictions.

To assess how well our model explains binding, we used the PWMs obtained from the cross-validated SIFTED model to predict PBM probe signal intensities. The SIFTED PWMs accurately predict the probe-level PBM-binding data (median $R^2 = 0.877$). In addition, SIFTED outperformed the specificity models from other available computational tools designed to predict off-target sites in explaining the PBM data ($P < 10^{-6}$, Wilcoxon signed-rank test; Fig. 3a). Two of these tools, TALE-NT$^{20}$ (ref. 23) and TALgetter$^{24}$, do not consider any context effects. Others, such as PROGNOS$^{27}$ and Talvez$^{28}$, include context effects on an RVD’s specificity only as discrete penalties. In contrast, SIFTED models context effects quantitatively and also allows each repeat type (that is, NI, HD, NN and NG) to be influenced differently by its context. These detailed context parameters in our model are keys to its success; the full model predictions from SIFTED are more accurate ($P < 10^{-6}$, Wilcoxon signed-rank test) than those of an RVD-only model that represents the canonical, one-to-one TALE–DNA recognition code (median $R^2 = 0.798$; Fig. 4).

We validated that our SIFTED model can predict off-array binding affinity measurements ($K_d$ values) more accurately than...
other published tools35 (Fig. 3b). Although PWMs cannot be used to predict absolute dissociation constants, they are able to predict the affinity of a sequence relative to that of the optimal binding site (that is, relative $K_d$ values)36. The full SIFTED model performed significantly better than PROGNOS, TALE-NT 2.0, TALgetter, Talvez or a reduced SIFTED model with no context effects in predicting relative $K_d$ values for 1 protein and 18 DNA sequences35.

Quantitative modelling of context effects on RVD specificity.

As context effects contributed significantly to the predictive power of our model, we investigated in greater depth how length, position and neighbouring repeats each affect specificity. Although our baseline RVD specificities (Fig. 5a) largely agree with previous studies9 (for example, NN is the least specific RVD and can target either NI or HD), our set of proteins included two proteins of different lengths designed to target overlapping sites. The longer protein (TAL2073) is less specific overall (that is, lower total information content) than the shorter protein (TAL2043; Supplementary Fig. 2), directly supporting our overall finding that increased TALE protein length diminishes protein length diminishes RVD specificity.

Repeat position within the repeat array also affects the specificity of C-terminal repeats that target the 3′ end of the DNA binding site, resulting in their being more tolerant to substitutions than N-terminal RVDS. To test this modelling result, we designed a custom PBM that included probes containing clusters of three nucleotide substitutions located at either the 5′ or 3′ end of the target site (Supplementary Fig. 1 and Supplementary Note 1). In general, substitutions at the 5′ end impaired binding more than substitutions at the 3′ end ($P<0.05$, Wilcoxon signed-rank test; Supplementary Fig. 7), supporting prior observations from reporter assays25,37. Talvez and

**Figure 3 | SIFTED predictive model performance.** (a) Comparison of prediction accuracy of PWMs derived by different methods. The box plots show how well the PBM probe intensities for each protein are predicted by the PWMs generated by SIFTED and other methods. Two versions of SIFTED are shown: one that only models repeats independently (‘SIFTED (RVD Only)’) and one that considers all repeat context features (‘SIFTED (Full)’). Experimental PWMs are those derived from the PBM data. (*) The brackets highlight a subset of statistically significant differences between the full SIFTED model and each of the models shown inside the top bracket ($P<10^{-5}$, Wilcoxon signed-rank test). The box plots shows the median and the first and third quartiles. Whiskers extend to data points not considered outliers, whereas outliers are shown as individual points. Data are considered outliers when they are 1.5 times the interquartile range (IQR) higher than the third quartile, or 1.5 * IQR lower than the first quartile. (b) Prediction accuracy for relative binding affinity. PWMs derived from existing tools or from SIFTED (as in a) were used to predict relative $K_d$ values for a single TALE protein27,35. The bars display the Pearson correlation coefficient between observed and predicted log($K_d$) values. (c) Validation of TALE activator binding specificity predictions by comparison to TALE activator activity data reported in Mali et al22. The five predictive methods were used to score all reported binding sites up to three mismatches away from the predicted target. These scores were compared with an expression score associated with that binding site using Spearman correlation. (d) Validation of TALEN-binding specificity predictions by comparison to cell-based TALEN activity data, reported in Guilinger et al28. The five methods shown were used to predict the binding of TALEN pairs to genomic target sites. The receiver operating characteristic curves show the sensitivity and specificity of each method for distinguishing genomic sites that showed nuclease activity (that is, indels) and those that did not.
PROGNOS model this polarity effect discretely as a constant decrease in specificity after a certain position in the repeat array for all repeat types\textsuperscript{27,28}. In contrast, SIFTED continuously models the decrease in specificity over the length of the protein and allows different repeat types to be affected to different extents (Fig. 5b).

Last, we observed that a repeat’s specificity is impacted by the identity of the immediately adjacent N- or C-terminal repeat (Fig. 5c). Such local context effects previously have been observed only for the 5’ T preference, which is more important for binding when the first repeat is an HD\textsuperscript{38}. We also observed the influence of HD in the first position, but found an even stronger effect when the first repeat is an NN. In addition, we observed neighbour context effects between repeats within the protein. For example, the NN repeat is more specific for targeting a G when the NI repeat is either N- or C-terminal to it; however, it is much less specific for G when it is positioned at the C-terminal end of a TALE repeat array.

We found that a particular repeat type can exert different effects as an N- or C-terminal neighbour (Fig. 5c). PROGNOS includes a parameter to reduce an RVD’s specificity when it is next to a strong RVD (NN or HD), positing that a stronger neighbouring interaction may allow for greater mismatch

![Figure 4](image_url) | Contribution of model features. The plot shows the accuracy at predicting PBM probe intensities of a PWM predicted with no context features (top), with one single context feature added (middle) or with all context features included (bottom). Box plots are formatted as in Fig. 3a.

![Figure 5](image_url) | Protein features that affect repeat specificity. (a) RVD identity. ΔΔG values from the model are indicated for each repeat type with each base. In addition, the ΔΔGs for the four bases at the 5’ T position, which are contacted by the N-terminal region (NTR), are shown. (b) Position and length. The effects of repeat position and protein length on the specificity of each repeat type are shown. (c) Effect of neighbouring repeats or terminal regions on specificity. For each repeat type and the NTR, the bar heights display the effect on specificity for different neighbours in the N- or C-terminal direction (orange and teal, respectively). The quantity shown is the log₂ ratio between the PWM frequency predicted with and without the presence of a given neighbour in the model. CTR refers to the C-terminal region; repeats with the CTR as the C-terminal neighbour are the half-repeats in the final repeat position.
tolerance, however, it does not distinguish between N- and C-terminal neighbours. The neighbour effects we found are more complex, and in fact, the strong RVDs do not always decrease specificity. The complexities of the neighbouring effects are captured quantitatively in SIFTED: each of the four RVDs as well as the 5’ T preference are modelled as being affected differently by its N- and C-terminal neighbouring repeats.

These observations of context effects can be condensed into some simple guidelines for TALE design (Table 1). Certain repeat combinations (for example, NI–NI) are predicted to have increased specificity, whereas others (for example, NG as the N-terminal repeat) can make an RVD more tolerant to mismatch and therefore should be avoided. However, when designing TALE proteins, one must ultimately consider all the context effects in the protein, as well as the prevalence of potential off-target sites in the genome. As such, we tested if the SIFTED model could accurately predict genomic off-target sites, and therefore could be used to guide TALE protein design.

Predicting TALE off-target sites using SIFTED. To assess whether SIFTED can predict genomic off-target sites for TALE proteins that have not been assayed by PBMs, we examined a data set of in vivo TALE reporter activity. SIFTED had the highest median performance of the five tools tested (Fig. 3c).

Although SIFTED was designed to predict TALE monomer specificity, we also tested its ability to predict TALEN binding by examining a large data set of TALEN activity in cells. We derived the specificities of TALEN pairs from the specificities of the component monomers predicted by SIFTED. The PWMs from SIFTED resulted in better sensitivity and specificity than those from any of the other models in distinguishing genomic target sites that showed nuclease activity from those that did not (Fig. 3d and Supplementary Data 2). The area under the receiver operating characteristic curve statistic was used to quantify the ability of the five tools to distinguish target from non-target sites across all possible score thresholds. SIFTED demonstrated superior sensitivity and specificity across most thresholds.

In addition, we considered that a typical TALE user might investigate about 20 off-target sites when analysing the specificity of their designed protein in their genome of interest. To provide a performance comparison for this typical use case, we investigated how many of the top 20 off-target sites predicted by these tools have been identified as TALEN pair off-targets in vivo (Supplementary Fig. 8a,b) or were among the 20 off-targets with the highest measured in vivo activity (Supplementary Fig. 8c). Again, SIFTED performed better than the other tools, demonstrating higher sensitivity by predicting more of the true off-targets than the other tools (Supplementary Fig. 8b and Supplementary Data 2).

Prediction of genomic off-targets with SIFTED web tool. SIFTED was the top-performing model overall, highlighting the value of incorporating repeat context effects in predicting specificity. Although other tools may perform comparably to SIFTED in a specific application, SIFTED was the only tool that was consistently a top performer across the wide range of benchmarks of predictive performance (Fig. 3 and Supplementary Fig. 8).

Given the success of SIFTED in predicting off-target binding, we developed it into a web-based suite of tools to aid in TALE design implemented on the Galaxy platform at http://thebrain.bwh.harvard.edu/sifted.html. We provide stand-alone tools for individual tasks, such as predicting the specificity and genomic binding sites of a user-specified TALE, as well as a pipeline that combines various tools to automate the process of designing a TALE to target a particular genomic region. The complete pipeline takes a user-defined genomic target region as input, and then (i) identifies candidate TALEs to target that input region, (ii) predicts the candidates’ specificities, (iii) finds instances of off-target sites in a user-specified genome and (iv) outputs a list of candidate TALE proteins ranked by their off-target binding potential, thus allowing the user to select the best candidate protein.

Discussion

By analysing TALE proteins of different lengths and containing all possible consecutive pairs of repeats, we were able to identify the influence of repeat context on DNA-binding specificity. In contrast to other studies that used cell-based TALEN activity as a measurement of TALE specificity, our experimental design allowed us to directly assay the intrinsic binding properties of TALE monomers. We measured a total of ~200,000 binding interactions between 21 TALE proteins and ~5,000–20,000 unique DNA sequences per protein using custom-designed PBMs. Importantly, the resulting data set allowed us to develop a model to predict TALE specificity for any candidate TALE protein without requiring any additional experimental analysis.

Our results highlight that RVD specificity is not determined simply by what base a particular RVD will bind, but also which bases it strongly disfavourites. This information could be useful in designing TALEs for allele-specific applications, such as rapid, spatially resolved genotyping of patient samples through binding of fluorescently tagged, allele-specific TALEs. The HD RVD has the greatest power to discriminate between two alleles: it prefers binding to a C and strongly disfavours binding to a G. Therefore, targeting an allele where there is a C/G SNP may lead to stronger discrimination between the two alleles.

We found that longer TALEs are generally less specific than shorter TALEs. This effect could be due to excess DNA-binding energy in TALE proteins with many repeats. The mechanism of the context effects on RVD specificity remains to be determined. An ability to tolerate some binding site mismatches may allow a TALE protein from xanthomonad pathogens to overcome mutations in host genomic target sites, as the plant host may be under selection to escape xanthomonad infection. However,
TALEs with very low specificity may lead to potential negative effects on virulence because of additional binding in the host genome. Thus, the specificity of TALE proteins may have been strongly shaped by the complex interactions between host and pathogen. SIFTED predicts that some DNA sequences should be targeted with greater specificity, which could be interpreted as guidelines for TALE design (Table 1). Interestingly, some of these guidelines would contradict published guidelines that were developed as part of the SAPTA tool for designing more active TALEN pairs. For example, although we predict that A-runs can be targeted with high specificity by TALE monomers, SAPTA predicts that TALENs targeting A-runs will have lower nuclease activity. The discrepancies in these guidelines and results might reflect different rules affecting the binding of monomeric TALEs versus dimeric TALENs. Alternatively, it is possible that a trade-off exists between optimizing activity and specificity in designing TALENs. Previous reports have found no correlation in vivo at the target and off-target sites. Ultimately, in designing TALENs, the intrinsic specificity of the protein must be considered in light of other genomic features in cells, such as the chromatin state and competition with other transcription factors at the target and off-target sites. Ultimately, in designing TALEs, the intrinsic specificity of the protein must be considered in light of its potential off-target binding sequences in the genome. For example, the decreasing specificity of longer TALEs may be compensated by longer target sites being more rare in the genome, thus increasing the effective specificity of a TALE, so users can choose the most specific TALE protein for their particular application.

Future studies will be required to identify chromatin features that might modulate binding specificity in vivo. In addition, the specificities of other alternative RVDs (for example, NH to T) to create the full target site. The constant flanking regions were the same as described for universal PBMs. Target sites for each TALE protein were determined using custom-designed microarrays were first performed as follows:29 briefly, custom-designed microarrays were first performed as a single power level. If a data point had a negative background-subtracted intensity (BSI) values (which can occur if the region surrounding a spot is brighter than the spot itself), a pseudocount was added to all BSI values for that experiment such that all values were then positive. The adjusted BSI data were then normalized by the corresponding double-stranded DNA content of the spots and their position on the array using the same approach as described for universal PBMs.29 To normalize by the relative amount of double-stranded DNA per array spot, small quantities of Cy3-UTP were added to the nucleotide pool during the double-stranding process. The BSIs on the Cy3 channel can therefore be used to estimate relative DNA abundance at each spot. However, the effect of incorporation depends on the local sequencing context, we used a linear regression over the trinucleotides present in a given probe to calculate the expected Cy3 BSI and obtain the expected-to-observed ratio.29 This ratio is then used to normalize the Alexa488 BSIs to account for difference in relative amounts of double-stranded DNA. Any probes with BSIs that were corrected by more than two standard deviations was calculated as the median and standard deviation of its corresponding background probes. These z-scores represent a linear transformation of the median BSIs for each probe, and therefore facilitate interpretation but do not affect the PWM fitting procedure, which performs its own linear scaling adjustments.

PWN model fitting. We developed a Bayesian Markov chain Monte Carlo (MCMC) method to infer free energy parameters of TALE–DNA interactions from PBM data. We relied on the hierarchical framework described previously to represent the binding sites for other TALE proteins (not the one being assayed in a given experiment). The array median level was then calculated as the median normalized adjusted BSI of all probes in the background set. The standard deviation of the background set BSIs was calculated robustly using the asymptotic approximation \( \sigma = 1.4826 \times \text{MAD} \). The z-score for each probe was calculated relative to the median and standard deviation of its corresponding background probes. These z-scores represent a linear transformation of the median BSIs for each probe, and therefore facilitate interpretation but do not affect the PWM fitting procedure, which performs its own linear scaling adjustments.

Methods

Cloning of TALE proteins. TALEN expression vectors were digested with SacI and BamHI to obtain the DNA-binding domain comprising the A152 N-terminal domain, the RVD repeats, and the +63 C-terminal domain. This fragment was ligated into a modified pDONR221 vector (Invitrogen), with SacI and BamHI restriction sites internal to attL recombinase sites, to create Gateway-compatible TALE Entry clones. The TALE constructs were then transferred by Gateway recombinational cloning into the pDEST15 expression vector, which adds an N-terminal glutathione S-transferase (GST) tag (Invitrogen), by an LR reaction. All clones were full-length sequence-verified (Supplementary Data 1).

Custom PBM design. Target sites for each TALE protein were determined using the canonical TALE code (N: A, HD: C, NN: G, NG: T), and are preceded by the 5' T to create the full target site. The constant flanking regions were the same as that used for the TALEN design and do not contain binding sites for any of the TALE proteins in this study.44 Probe set descriptions, including the array design versions on which they are included, are provided in Supplementary Note 1.

PBM experiments. Proteins were expressed using the PUREPlex In Vitro Transcription and Translation Kit (New England Biolabs). Protein concentrations were determined by anti-GST western blots with a dilution series of recombinant GST (Sigma). Proteins were stored at -4 °C until being used in PBM assays. PBMs were performed as follows:29 briefly, custom-designed microarrays were first double-stranded by an on-slide primer extension reaction. In the PBM assay, arrays were blocked with 2% milk in PBS for 1 h, washed with 0.1% Tween-20 in PBS and 0.01% TX-100 in PBS, then incubated with protein mixture (PBS, 2% milk, 0.2 mg ml⁻¹ BSA and 0.3 µg ml⁻¹ salmon testes DNA) for 1 h. The final concentration of each TALE domain in the PBM reactions was 200 nM unless otherwise indicated (Supplementary Table 1). Arrays were washed with 0.5% Tween-20 in PBS and 0.01% TX-100 in PBS. Lastly, the array was incubated for 30 min with an Alexa488-conjugated anti-GST antibody (Invitrogen A-11131), and washed with 0.05% Tween in PBS and PBS.

PBM data quantification. PBM arrays were scanned using a GenePix 4400A Microarray Scanner (Molecular Devices), and scan images were analysed by GenePix Pro (Molecular Devices). Raw data files were processed using the same general approach as used for universal PBMs.29 Briefly, masliner software was used to combine Alexa488 scans at three different laser power levels and to resolve the signal intensity in spots that are saturated at high laser power settings. Cy3 scans were performed at a single power level. If a data point had a negative background-subtracted intensity (BSI) values (which can occur if the region surrounding a spot is brighter than the spot itself), a pseudocount was added to all BSI values for that experiment such that all values were then positive. The adjusted BSI data were then normalized by the corresponding double-stranded DNA content of the spots and their position on the array using the same approach as described for universal PBMs.29 To normalize by the relative amount of double-stranded DNA per array spot, small quantities of Cy3-UTP were added to the nucleotide pool during the double-stranding process. The BSIs on the Cy3 channel can therefore be used to estimate relative DNA abundance at each spot. However, the effect of incorporation depends on the local sequencing context, we used a linear regression over the trinucleotides present in a given probe to calculate the expected Cy3 BSI and obtain the expected-to-observed ratio.29 This ratio is then used to normalize the Alexa488 BSIs to account for difference in relative amounts of double-stranded DNA. Any probes with BSIs that were corrected by more than two standard deviations was calculated relative to the median and standard deviation of its corresponding background probes. These z-scores represent a linear transformation of the median BSIs for each probe, and therefore facilitate interpretation but do not affect the PWM fitting procedure, which performs its own linear scaling adjustments.
SIFTED predictive model for ΔΔG values. The ΔΔG values inferred from the TALE PBM experiments were used to train a predictive model using an Elastic Net regression34, which is used for all categorical variables (that is, each repeat contacting each of the four possible nucleotides) represents a single observation. However, each column in the EM has only three degrees of freedom, so adding a constant value to all terms does not change the resulting PWM. Therefore, each EM derived from the data was first adjusted by adding a constant value to make sure that the preference for one of the four bases (say A) is equal to 1. The resulting PBM was of the form

\[ \text{PBM}_{\text{EM}} = \sum_{i} \text{EM}_{i} \times \sum_{j} \text{EM}_{j} \times \text{EM}_{i,j} + C \]

where C is a constant. The PBM was then used to train the Elastic Net model.

The Elastic Net model is a regularized regression method that selects groups of features, which are then included in the final model. This method is particularly useful when there are many features, as it can handle high-dimensional data. The Elastic Net model is defined by the following equation:

\[ \min_{\beta} \left\{ \frac{1}{2n} \sum_{i=1}^{n} (y_i - x_i^T \beta)^2 + \lambda (1 - \alpha) \frac{1}{2} \sum_{j=1}^{p} \beta_j^2 + \lambda \alpha \sum_{j=1}^{p} |\beta_j| \right\} \]

where \( y_i \) is the observed response, \( x_i \) is the predictor vector, \( \beta \) is the vector of coefficients, \( \lambda \) is the regularization parameter, and \( \alpha \) is the mixing parameter. The Elastic Net model combines the L1 and L2 penalties, allowing for both variable selection and shrinkage.

We used the Elastic Net implementation in the glmnet package v1.9-5 R package to train our model. The Elastic Net is a regularized regression method that seeks to penalize models that are too complex (that is, have too many parameters) and thus prevent overfitting35. The Elastic Net objective function was multiplied by the weight corresponding to that observation. The observations corresponding to a given protein were assigned a weight of \( 1/ \text{no. of proteins of the same length} \).

We used the Elastic Net implementation in the glmnet package v1.9-5 R package to train our model. The Elastic Net is a regularized regression method that seeks to penalize models that are too complex (that is, have too many parameters) and thus prevent overfitting35. The Elastic Net objective function was multiplied by the weight corresponding to that observation. The observations corresponding to a given protein were assigned a weight of \( 1/ \text{no. of proteins of the same length} \).

To prevent overfitting and to accurately assess the model’s performance, we used a cross-validation scheme consisting of two nested levels. On the outer level, we used leave-one-out cross-validation to form a validation set by excluding a single protein in each iteration. Once a protein is excluded, the inner level performs fivefold cross-validation on the remaining 20 proteins. For 100 different values of the Elastic Net penalty \( \lambda \), we calculate the mean-squared error (MSE) on the test set for the model obtained from the training set (Supplementary Fig. 6). For a given value of \( \lambda \), the average MSE over all test sets is calculated. The \( \lambda \) value that minimizes the average overall MSE is then used for all subsequent predictions. This is achieved by creating bootstrap estimates of the MSE at each value of \( \lambda \) and picking the simplest (that is, most penalized) model that performs within one standard deviation of the model with the lowest average MSE (dashed vertical lines in Supplementary Fig. 6). The model associated with the best \( \lambda \) value was then used to make predictions on the protein excluded in the outer loop; the same procedure was used for all training sets. This entire process is repeated for each protein, leading to cross-validated predictions for the entire data set. These predictions were then used for all model evaluation purposes.

Predicting probe signal intensities and \( K_d \) values from PWMs. The predictions of probe signal intensities were obtained using the same mathematical framework as for fitting PWMs (Supplementary Methods). However, in this case, the ΔΔG parameters are known and the only parameters that need to be fitted are those for the chemical potential terms. We used the same method as for fitting PWMs, with the exception of TALgetter, each tool uses an internal scoring scheme that is mathematically equivalent to a PWM (that is, the score for a site represents the sum of an independent score for each nucleotide position). Therefore, in the comparisons with PROGNOs, Talvez and TALE-NT 2.0, we predicted PWMs based on the scheme described in each paper and then applied the associated parameters32,27,28. To predict TALgetter scores, we instead used the downloadable TALgetter software tool to compute log-odds values for all binding site sequences in a given experiment29. These binding scores can then be compared directly to PWM log-odds scores, even if the underlying scoring scheme is different. For comparisons using TALEN activity data, we combined the values predicted by PWMs for each TALE in a TALEN pair using the same scoring scheme as PROGNOs27. Here, the scores \( S \) are obtained by taking the negative natural logarithm of each value in the PWM, creating a value that becomes larger the more disfavored a particular nucleotide is at a particular position. Then, we compute the ratio of the score \( S \) summed over the optimal target site and the score \( S \) summed over the potential off-target site being analysed. These ratios are elevated to an exponent (0.6, as determined to be optimal by Fine et al.37). Finally, the partial score for each member of the TALE pair is added to create a final score, as in the equation below.

\[
P_{\text{score}} = \left( \frac{\sum_{\text{optimal site}} S}{\sum_{\text{target site}} S} \right)^{0.6} \left( \frac{\sum_{\text{optimal site}} S}{\sum_{\text{target site}} S} \right)^{0.6}
\]

We analysed the TALEN target sites reported by Guillermin et al.38. We scored each predicted target site that contained only NN, NI, HD, and NG RVDs using the TALEN Pair Score derived from the PWMs obtained from PROGNOs and TALE-NT 2.0. We summarized the performance of each tool as a receiver operating characteristic curve, which shows the sensitivity and specificity values achieved by each tool when predicting sites that were targeted by the TALEN pairs. The different sensitivity and specificity values represent different Pair Score thresholds, above which a locus is predicted to show evidence of nuclease activity (indels).

We also compared against the TALE activator reported by Mali et al.22. All of the predicted binding sites up to three mismatches away from the predicted site were scored as described above. These scores were then compared with a normalized expression score (the ratio of barcode tags for that binding site relative to a control experiment) associated with that binding site—TALE combination. As we expect the relationship between TALE occupancy and expression to be nonlinear, we compared the results using Spearman correlation.

Algorithmic approach of SIFTED web tool. The overall approach of the entire pipeline to identify and score candidate TALEs to target a genomic region is as follows: first, candidate TALE-binding sites within the user-input DNA sequence are identified. For each site found, the protein that targets that sequence is determined using the TALE code, and its PWM is predicted. For each protein, the PWM is used to enumerate all putative binding sites and the associated parameters (both target and off-target sequences) with a relative \( K_d \) threshold (by default, set to 10), using a bounded breadth-first search. All genomic instances of the putative binding site sequences are found using a short read aligner (bowtie). Finally, a summary score is calculated for each protein that describes the overall number and strength of genomic target sequences. Under default parameter settings (for example, 13.5 repeat TALE, 1-kb region), the SIFTED pipeline typically identifies optimal TALE candidates within minutes. In addition, a user can input a TALE with a defined target site and TALE-NT 2.0. We summarized the performance of each tool as a receiver operating characteristic curve, which shows the sensitivity and specificity values achieved by each tool when predicting sites that were targeted by the TALEN pairs. The different sensitivity and specificity values represent different Pair Score thresholds, above which a locus is predicted to show evidence of nuclease activity (indels).

We also compared against the TALE activator reported by Mali et al.22. All of the predicted binding sites up to three mismatches away from the predicted site were scored as described above. These scores were then compared with a normalized expression score (the ratio of barcode tags for that binding site relative to a control experiment) associated with that binding site—TALE combination. As we expect the relationship between TALE occupancy and expression to be nonlinear, we compared the results using Spearman correlation.

References


Acknowledgements
This project was supported in part by National Science Foundation Graduate Research Fellowships to J.M.R. and L.A.B., grant R21 HG007573 from NIH/NHGRI to M.L.B., an NIH Director’s Pioneer Award (DP1 GM105378) to J.K.J., and the Jim and Ann Orr MGH Research Scholar Award to K.J.W. We thank Alexandre Palagi and Khan Hong Kock for helpful discussion.

Author contributions

Additional information
Accession codes: All analysed microarray data and array designs have been deposited in NCBI GEO under Series ID GSE5678.

Supplementary Information accompanies this paper at http://www.nature.com/naturecommunications

Competing financial interests: J.K.J. is a consultant for Horizon Discovery. J.K.J. has financial interests in Editas Medicine, Hera Testing Laboratories, Poseida Therapeutics and Transposagen Biopharmaceuticals. J.K.J.’s interests were reviewed and are managed by Massachusetts General Hospital and Partners HealthCare in accordance with their conflict of interest policies.

Reprints and permission information is available online at http://npg.nature.com/reprintsandpermissions/

How to cite this article: Rogers, J. M. et al. Context influences on TALE-DNA binding revealed by quantitative profiling. Nat. Commun. 6:7440 doi: 10.1038/ncomms8440 (2015).

This work is licensed under a Creative Commons Attribution 4.0 International License. The images or other third party material in this article are included in the article’s Creative Commons license, unless indicated otherwise in the credit line; if the material is not included under the Creative Commons license, users will need to obtain permission from the license holder to reproduce the material. To view a copy of this license, visit http://creativecommons.org/licenses/by/4.0/.
Alzheimer’s loci: epigenetic associations and interaction with genetic factors

Lori B. Chibnik,1,2,3,4 Lei Yu,3,5 Matthew L. Eaton,3,6 Gyan Srivastava1,2,3 Julie A. Schneider5, Manolis Kellis3,6, David A. Bennett5 & Philip L. De Jager1,2,3

1Program in Translational NeuroPsychiatric Genomics, Institute for the Neurosciences, Departments of Neurology and Psychiatry, Brigham and Women’s Hospital, Boston, Massachusetts 02115
2Department of Neurology, Harvard Medical School, Boston, Massachusetts 02115
3Medical and Population Genetics, Broad Institute of MIT and Harvard, Cambridge, Massachusetts 02142
4Department of Epidemiology, Harvard T.H. Chan School of Public Health, Boston, Massachusetts 02115
5Rush Alzheimer’s Disease Center, Rush University Medical Center, Chicago, Illinois 60612
6Computer Science and Artificial Intelligence Laboratory, MIT, Cambridge, Massachusetts 02124

Abstract

Objective: We explore the role of DNA methylation in Alzheimer’s disease (AD). To elucidate where DNA methylation falls along the causal pathway linking risk factors to disease, we examine causal models to assess its role in the pathology of AD. Methods: DNA methylation profiles were generated in 740 brain samples using the Illumina HumanMet450K beadset. We focused our analysis on CpG sites from 11 AD susceptibility gene regions. The primary outcome was a quantitative measure of neuritic amyloid plaque (NP), a key early element of AD pathology. We tested four causal models: (1) independent associations, (2) CpG mediating the association of a variant, (3) reverse causality, and (4) genetic variant by CpG interaction. Results: Six genes regions (17 CpGs) showed evidence of CpG associations with NP, independent of genetic variation – BIN1 (5), CLU (5), MS4A6A (3), ABCA7 (2), CD2AP (1), and APOE (1). Together they explained 16.8% of the variability in NP. An interaction effect was seen in the CR1 region for two CpGs, cg10021878 (P = 0.001), and cg05922028 (P = 0.001), in relation to NP. In both cases, subjects with the rs6656401 TT/AA display more methylation being associated with more NP burden, whereas subjects with the rs6656401 TT protective genotype have an inverse association with more methylation being associated with less NP. Interpretation: These observations suggest that, within known AD susceptibility loci, methylation is related to pathologic processes of AD and may play a largely independent role by influencing gene expression in AD susceptibility loci.

Introduction

Genome-wide association studies have recently identified nineteen genes in which genetic variation influence susceptibility to Alzheimer’s disease (AD [MIM104300]).1–8 The functional consequences of some of the genomic variants is being elaborated, such as the role of APOE (MIM 107741), ABCA7 (MIM 605414), CD2AP (MIM 604241), CR1 (MIM 120620), CD33 (MIM 159590), and PICALM (MIM 603025) in neuritic plaque (NP) pathology9–11 a key early feature in the neuropathological cascade leading to AD. In addition, studies examining tissue from the cortex of AD and healthy aging brains have shown that some of the risk alleles are associated with the level of RNA expression of nearby genes, such as in the ABCA7, BIN1 (MIM 601248), CLU (MIM 185430), and MS4A2 (MIM 147138) loci.12–15 However, other genomic features that influence gene expression in these loci have not been characterized in detail for a possible role in AD susceptibility.

In previous literature we explored the relationship between DNA methylation and AD traits on a genome-wide level16 and found CpGs in two known AD loci, ABCA7 and BIN1, to be significantly associated with AD.
Brain DNA Methylation in Alzheimer’s Disease Genes

Subjects and Materials

Subjects

Samples are from participants in two ongoing longitudinal studies of cognition, the ROS and the Rush MAP. The ROS, started in 1994, enrolls Catholic priests, nuns and brothers from more than 40 groups in 12 states. On enrollment, participants were older and free of dementia. The MAP, started in 1997, enrolls participants from retirement living communities, subsidized housing, church groups and social service agencies throughout the Chicagoland area. The studies have a large common core of data designed to facilitate combination of data, and are maintained by a single investigative team at the Rush Alzheimer’s Disease Center at Rush University Medical Center in Chicago, IL. At the time of generation of the DNA methylation data, 1 January 2010, 2475 participants completed baseline evaluations and 806 participants died and underwent autopsies. Participants in each study are followed annually with detailed clinical evaluations and have signed both an informed consent and an Anatomical Gift Act for donating their brains at time of death. More detailed descriptions of each study have been published previously.17,18 Both ROS and MAP were approved by the Rush University Medical Center institutional review board.

Genotyping

DNA was extracted from whole blood, lymphocytes, or frozen postmortem brain tissue. Genotyping was done in three subsets. The data for the first two subsets were generated in 2009 on the Affymetrix Genechip 6.0 platform (Affymetrix, Inc, Santa Clara, CA, USA) at the Broad Institute’s Center for Genotyping or the Translational Genomics Research Institute. The third subset was genotyped in 2012 on the Illumina HumanOmniExpress (Illumina, Inc, San Diego, CA, USA) at the Children’s Hospital of Philadelphia. All three data sets underwent the same quality control (QC) analysis, described in detail elsewhere15 and QCed genotypes were pooled.

In addition to the APOE e4 haplotype (MIM 107741), we limited out analyses to the list of SNPs that showed a genome-wide association with AD in previous literature and were replicated in additional publications. These included index SNPs from CR1 (MIM 120620; rs6656401), PICALM (MIM 603025; rs7110631), CLU (MIM 185430; rs11136000), ABCA7 (MIM 605414; rs3752246), BIN1 (MIM 601248; rs744373), CD2AP (MIM 604241; rs9349407), CD33 (MIM 159590; rs3865444), EPHA1 (MIM 179610; rs11767557), MS4A4A (MIM 606547; rs4938933) and MS4A6A (MIM 606548; rs610932).1,2,4,7–9,20 Data on APOE were generated by directly genotyping the two SNPs that comprise the APOE functional haplotype.

DNA Methylation

DNA methylation profiles were created from samples of brain tissues from the DLPFC collected from 761 deceased ROS and MAP participants. Information on experimental and QC procedures and mapping of chromatin state is provided in detail in previous literature.16 In brief, frozen 100 mg sections of the DLPFC sent from the Rush Alzheimer’s Disease Center were processed at the Broad Institute in Cambridge, MA. White matter was carefully dissected from gray matter on the thawed sections and DNA extraction was performed using the Qiagen (cat: 51306, Qiagen, Inc, Valencia, CA, USA) QIAamp DNA mini-protocol. The DNA methylation data were generated by the Broad Institute’s Genomics Platform using the Illumina InfiniumHumanMethylation450 bead chip assay. The Illumina platform consists of 485,513 probes covering a total of 21,231 genes, with an average of 17.2 probes per gene region. Data generated from the
Illumina 450K platform were processed using the Genom-ecStudio software Methylation Module v1.8 to produce beta-values and detection P-values for each CpG site. Probes were discarded based on the following criteria: (1) 14,664 probes with detection P-values >0.01 indicating poor quality, (2) 10,868 probes found on the sex chromosomes, (3) 29,233 probes that are predicted to cross-hybridize with sex chromosomes based on alignment, and (4) 14,964 probes that overlap with known SNP sites, limiting them to those with minor allele frequencies >1% in a European population based on 1000 Genomes database, leaving us with a total of 415,848 autosomal CpGs for analyses. Subjects were removed from analyses if they were deemed poor quality defined in two ways. First, we performed a principle component analysis (PCA) on a random selection of 50,000 probes and any subject not within ±3 SD of the mean of PC1, PC2, or PC3 was discarded (n = 13 subjects). Second, subjects were excluded based on poor bisulfite conversion (BC) efficiency, defined as having at least two of the 10 BC control probes fail to reach a value of 0.8 (n = 8) leaving us with 740 samples for analysis. A more detailed description of processing the DNA methylation data is described elsewhere.16

The map for the state of the chromatin was generated in collaboration with the Epigenomics Roadmap team (http://www.roadmapepigenomics.org/). It was derived from samples of the DLPFC of two individuals from the MAP study who were cognitively nonimpaired, with minimal AD-associated pathology at time of death. Using established methods22 the map is based on the derivation of chromatin state in 200 bp segments using data generated from the immunoprecipitation of chromatin marks.

Pathological outcomes

The autopsy rate in ROS and MAP is over 85% and the procedures are described in detail in previous manuscripts.17,18 Two pathological outcomes were used in these analyses: (1) a quantitative measure of AD pathology based on standardized counts of NPs, and (2) a pathological diagnosis of AD based on intermediate or high likelihood of AD by National Institute on Aging-Reagan criteria using Consortium to Establish a Registry for Alzheimer’s Disease estimates of NP density and Braak staging of neurofibrillary pathology, as previously described.23,24

Models

All analyses are focused on regions around known AD risk loci. Our primary outcome of interest is neuritic amyloid plaque (AD pathology), with secondary analyses on pathological diagnosis of AD.

First, we examine each side of the causal pathway, the CpGs association with outcomes, the index SNPs association with the outcomes and the CpGs association with the index SNP in each gene region. Second, we explore the four possible models of association: (1) Independent Associations, (2) CpG-mediated effect, (3) Reverse Causality, and (4) an interaction model. The steps for each model are described in Figure 1. With our cross-sectional data, we are unable to distinguish between models (2) and (3) computationally, however, we will explore each hypothesized model individually, but limit our interpretation of (2) and (3) to the possibility of it being either CpG-mediated effect or reverse causality. The first three models require a significant association between the SNP of interest and the outcome, whereas (4) the interaction model does not; in fact, if a strong interaction effect is present it will suppress any association between SNP and outcome.

Statistical analysis

Patient characteristics are summarized using means and standard deviations for continuous measures and frequencies for discrete variables. A linear regression model is used for the quantitative measure of NPs and a logistic regression model is used for the AD pathological diagnosis outcome. All models are adjusted for age at death, sex, batch, and a measure of technical variation, namely, BC ratio. Since the NP was skewed, the measure was transformed by taking the square root. Multiple comparisons are taken into account on a gene level, using the Benjamini-Hochberg procedure.25 All statistical analyses were performed using SAS version 9.3 (SAS Institute, Cary, NC).

Results

A total of 740 subjects passed QC and were included in the analyses. Of these, 399 (54%) were from the ROS and 341 (46%) from the MAP. The mean (SD) age at death was 88.0 (6.7) years, 270 (36%) were male, and 447 (61%) had a pathological diagnosis of AD. We focus our study on the index SNPs that have been reported to best capture the association of a given locus with AD susceptibility. Associations of these index SNPs to our primary outcome, the burden of NP pathology and pathological diagnosis of AD (AD) in our data set are presented in Table 1.

Figure 1 outlines the four different models that we considered in our analyses. For all 11 AD susceptibility loci, we explored whether DNA methylation is influenced by the index SNP and also whether DNA methylation is associated with our outcome measures, independent of genetic
variation. Since, in our data, only the APOE and CR1 loci demonstrate a genetic association with the outcome measures – which is a prerequisite for testing mediation and reverse causality – all analyses testing for evidence of CpG-mediated effect of SNPs and reverse causality (Fig. 1, models 2 and 3) were limited to these two loci. Finally, for all loci, we also tested for evidence of interaction between the index SNPs and methylation levels of the interrogated CpGs (Fig. 1, model 4).

Assessing the relation of DNA methylation in AD loci to AD pathology (CpG → Y)

We first assessed whether methylation levels of CpGs found in AD susceptibility loci are associated with our primary outcome measure, an individual’s burden of NP pathology (Table 1). The gene with one of the most CpGs associated with NP burden is BIN1 with five CpGs out of 53 tested meeting the Benjamini-Hochberg corrected threshold of significance, and four of the five showing a positive direction, indicating more methylation is associated with higher burden of NP pathology and increased odds of AD (Table 1 and Fig. 2). When accounting for the CpG with the strongest association (cg22883290, \( P = 3.7 \times 10^{-8} \)) two CpGs remain significant (cg04019522, \( P = 0.001 \) and cg18981277, \( P = 0.002 \)), and when accounting for the effect of the top two, cg22883290 and cg04019522, cg18981277, is still significant (\( P = 0.003 \)) suggesting that there are independent effects of CpGs within this locus (Table S1 and Fig. 2). A

![Figure 1. Proposed models incorporating the role of DNA methylation in Alzheimer’s disease (AD) susceptibility. Four possible models are tested: (1) Independent associations of CpG and genetic variants with the outcome measure, (2) CpG-mediated effect in which DNA methylation mediates the effect of a genetic variant, (3) Reverse causality in which the outcome measure (such as AD) leads to DNA methylation changes, and (4) interaction model in which the association of a CpG varies based on a genetic variant. Note that models (2) and (3) can only be tested when all three components of the models are associated with one another: in our data, only the CR1 and APOE loci are tested. Dashed lines represent hypothesized associations tested in each model and solid lines are significant associations required to test the model.](image-url)
similar relationship is seen in MS4A6A, where three CpGs out of 12 CpGs tested, are independently associated with pathology burden and all three CpGs remain significant when controlling for the other two, \((cg03055440, P = 0.02, \ cg07170641, P = 0.04, \ cg18159934, P = 0.004)\) (Table S1 and Fig. 3). Another locus, CLU had five CpGs (out of 40 tested) significantly associated with NP pathology. In this case four out of the five CpGs showing a negative direction indicating that more methylation is associated with lower burden of NP pathology and lower odds of AD. When accounting for the top CpG \((cg16292768, P = 3.7 \times 10^{-5})\) one CpG remains significant \((cg20918219, P = 0.0004)\) suggesting that this CpG appears to have an effect independent of the top CpG \(cg16292768\) (Table S1 and Fig. 4). The ABCA7, APOE, and CD2AP loci harbor only single CpGs with a
AD susceptibility alleles influence DNA methylation in the aging brain (SNP → CpG)

Given that the selected loci all harbor genetic variation associated with AD susceptibility in published literature, we next assessed whether the index SNPs that have been identified and validated in the large genome-wide association studies influence the level of DNA methylation at the associated CpG (Table S3). With the exception of PICALM, all genes showed at least one CpG with an association to the index SNP meeting Benjamini-Hochberg correction (Table S3). For example, in the BIN1 locus, the index SNP (rs744373) influences the level of DNA methylation at 13 CpGs, 25% of the probes in the BIN1 region, suggesting that the SNP has a large effect on the methylation status of the region. However, the level of methylation of the affected CpGs is not strongly correlated with the level of NP pathology or AD susceptibility. To explore this question more explicitly, we investigated the possibility that the effects of SNPs and CpGs on pathology may be largely independent of one another.

Assessing the independent association model (1)

The first type of independent association model that we assess is one in which the level of CpG methylation is significant association, and the remaining loci had no CpGs meeting the threshold of significance (Figs. S1–S3). Altogether, the 17 CpGs across the six gene regions that meet the threshold of significance explain 16.8% of the variability in NP. By reducing the analysis to the subset of subjects who were cognitively nonimpaired at the time of death, we see that the effect size of many of the associated CpGs is not altered (Table S2), indicating that the association of DNA methylation at certain sites with AD pathology is not a feature only of the demented state. These alterations in DNA methylation within known AD susceptibility loci therefore occur early in the pathologic process with BIN1, CD2AP, ABCA7, and APOE primarily in the positive direction and CLU and MS4A6A in the negative direction, but we cannot, at this time, distinguish whether they are a cause or an effect of NP pathology.
associated with both the index SNP and NP burden, but the SNP and NP burden are not associated (Fig. 1, model 1). We see multiple examples of this in three genes. For example, in the BIN1 region, the level of methylation of one CpG (cg22883290) is associated with the index SNP, rs744373 ($P = 1.2 \times 10^{-3}$), and the NP trait ($P = 3.7 \times 10^{-8}$) (Table 2). While we appreciate the fact that the lack of association between the BIN1 SNP and NP could be due to lack of power ($P_{SNP} = 0.18$, $P_{AD} = 0.22$), the beta estimate for the association between the BIN1 index SNP rs744373 and NP is close to zero ($\beta = 0.04$) suggesting little to no association. Nevertheless, we tested whether controlling for the SNP modifies the association between the CpG and NP and found that the cg22883290 association with NP remains after adjusting for the index SNP, rs744373, ($P = 5.4 \times 10^{-7}$). This suggests that the association between cg22883290 and NP is independent of the BIN1 susceptibility SNP. This is a case where the index SNP does not appear to influence the associations between the CpG and NP.

Similarly, in the CLU region, there are three CpGs associated with both the index SNP, rs11136000, (cg16292768, $P = 1.2 \times 10^{-9}$; cg08594681, $P = 1.1 \times 10^{-3}$; and cg13488078, $P = 0.002$) and NP ($P = 3.7 \times 10^{-5}$, $8.4 \times 10^{-5}$, and 0.003, respectively) (Table 2). Including the CLU SNP in the model does not significantly alter the relation of CpG and NP. As with BIN1, the index CLU SNP is not significantly associated with NP ($\beta = -0.02$, $P = 0.48$), again suggesting that the effects of CpG methylation on NP appear to be independent of AD susceptibility alleles. The same is true in two other AD loci, CD2AP and MS4A6A in which index SNPs influence methylation levels (Table 2). Thus, in these AD loci, the role of susceptibility alleles and DNA methylation appear to be largely independent in the CpGs sampled by the array. Similar results are found in CLU, BIN1, and MS4A6A when we consider an AD diagnosis as the outcome measure (Table S4).

A second type of independent association occurs when the SNP is associated with the outcome, and methylation level is associated with the outcome, but the SNP and the methylation level are not associated (Fig. 1, model 1). We can only test this hypothesis within APOE and CR1 because it is only in these two loci that genetic variation are associated with NP burden in our data set of moderate size. In the CR1 region, there are no CpGs that reach significance with the Benjamini-Hochberg correction; however, in the APOE region there is one CpG that reaches significance for NP, cg18799241 ($P = 6.2 \times 10^{-8}$) (Table 1). That CpG is also modestly associated with APOE e4 ($P = 0.04$), suggesting that cg18799241 may have some effect independent of APOE e4. To assess this effect, we calculated that the APOE e4 haplotype (adjusting for age at death, sex, study, and batch) explains 15.4% of the variance in NP in our data. cg18799241 explains 4.7% of the variance in this trait, and the model that includes both the APOE e4 haplotype and cg18799241 explains 16.3% of the variance. Thus, in the case of the APOE locus, it is unclear if the variation in methylation contributes to an individual’s risk of developing neuritic pathology independently of the effect of genetic variation.

Assessing the CpG-mediated effect model (2)

Since a significant association between the SNP and outcome is required to test the CpG-mediated effect model, we can only address the interesting question of whether methylation of certain CpGs mediates the effect a susceptibility allele on AD pathology in the APOE ($P = 3.8 \times 10^{-23}$) and CR1 index SNP, rs6656401 ($P = 0.017$) (Table 1). The analysis is outlined in our proposed models for the role of DNA methylation (Fig. 1, model 2); here, we assess whether adding the CpG to the model relating SNP to NP attenuates the effect of the SNP on NP.

Of the 41 CpGs interrogated in the region of the APOE gene by the Illumina beadset, the level of methylation of eight CpGs is significantly associated with the APOE e4 haplotype ($P$-values between 0.006 and $5.1 \times 10^{-11}$); however, none of those CpGs met the multiple comparison threshold for association with NP burden, although four displayed suggestive evidence of association ($P < 0.05$).
When the CpGs are added to the model associating APOE e4 to NP, they do not diminish this association, suggesting that the effect of the APOE e4 haplotype on NP is not mediated by CpGs in which the level of methylation is influenced by the APOE e4 haplotype.

In the region of the CR1 locus, there are 31 CpGs targeted by the Illumina chip. We see a significant association between the CR1 index SNP rs6656401 and NP (P = 0.017) (Table 1). We also see associations between rs6656401 and three CpGs, cg19393649 (P = 5.2E-10), cg26119563 (P = 1.8E-9) and cg23026906 (P = 7.8E-9) (Table S3). When controlling for each of these CpGs, the association between rs6656401 and NP burden did not change (Table 3) indicating that methylation at these CpGs does not mediate the effect of CR1 on NP accumulation.

### Assessing reverse causality model (3)

Using methods similar to those used in testing model 2, we see no evidence of reverse causality in either the APOE or the CR1 loci. Neither NP burden nor AD diagnosis mediate the association between the genetic variants (APOE e4 haplotype or CR1 risk allele) and the CpGs (data not shown).

### Assessing interaction model (4)

The final set of analyses explored the possibility of interactions between the effect of CpGs and genetic variation (Fig. 1, Model 4). We see a significant interaction between the index SNP rs6656401 and two CpGs in the CR1 region, cg10021878 and cg05922028 and suggestive for cg00175709 for both AD diagnosis (P's for interactions, cg10021878 P = 0.001, cg05922028 P = 0.01, cg00175709 P = 0.05) and NP burden (P's for interactions cg10021878 P = 0.01, cg05922028 P = 0.009, and cg00175709 P = nonsignificant) (Table 4). In all three CpGs, we see that the level of methylation is negatively associated with NP burden and odds of AD diagnosis in those subjects homozygous for the protective allele (rs6656401TT) and positively associated in those subjects bearing at least one copy of the risk allele (rs6656401AT/AA) (Table 4). This interaction is also seen in the variance explained by each CpG and a combination of all three. In all three CpGs, we see that the level of methylation is negatively associated with NP burden and odds of AD diagnosis in those subjects homozygous for the protective allele (rs6656401TT) and positively associated in those subjects bearing at least one copy of the risk allele (rs6656401AT/AA) (Table 4). This interaction is also seen in the variance explained by each CpG and a combination of all three. In all three CpGs and for both NP and AD diagnosis, the CpGs explain more of the variance in the outcome for those with the risk allele (rs6656401AT/AA) than those without (rs6656401TT). For example, cg10021878 explains 19.2% of the variance in AD diagnosis for those with rs6656401AT/AA but only 10.4% for those with rs6656401TT, suggesting that DNA methylation within the CR1 locus

### Table 2. Assessment of independent associations between CpGs and neuritic plaque burden.

<table>
<thead>
<tr>
<th>BIN1</th>
<th>Position</th>
<th>SNP to CG association</th>
<th>CG to NP association Adjusted for rs744373</th>
</tr>
</thead>
<tbody>
<tr>
<td>CG</td>
<td></td>
<td>P-value</td>
<td>β P-value</td>
</tr>
<tr>
<td>cg22883290</td>
<td>127800646</td>
<td>1.2E-04</td>
<td>4.42 3.7E-08</td>
</tr>
<tr>
<td>CD2AP</td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>CG</td>
<td></td>
<td>P-value</td>
<td>β P-value</td>
</tr>
<tr>
<td>cg20172563</td>
<td>47487173</td>
<td>8.1E-25</td>
<td>3.48 7.5E-06</td>
</tr>
<tr>
<td>CLU</td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>CG</td>
<td></td>
<td>P-value</td>
<td>β P-value</td>
</tr>
<tr>
<td>cg16292768</td>
<td>27467783</td>
<td>1.2E-09</td>
<td>-2.34 3.7E-05</td>
</tr>
<tr>
<td>cg08594681</td>
<td>27468684</td>
<td>1.1E-05</td>
<td>-2.77 0.0008</td>
</tr>
<tr>
<td>cg13488078</td>
<td>27469338</td>
<td>0.0020</td>
<td>-2.63 0.0029</td>
</tr>
<tr>
<td>MS4A6A</td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>CG</td>
<td></td>
<td>P-value</td>
<td>β P-value</td>
</tr>
<tr>
<td>cg03055440</td>
<td>59950405</td>
<td>0.0099</td>
<td>-2.16 0.0015</td>
</tr>
</tbody>
</table>

All models are adjusted for age at death, sex, study, batch, and bisulfite conversion fraction.
plays a larger role in AD diagnosis for those with the CRI risk allele than those without (Table 4). We did not find evidence of significant interaction for any other SNP.

**Discussion**

In our focused analysis of regions previously associated with genetic susceptibility to AD, we find a number of alterations in DNA methylation that relate to NP burden. In the ABCA7, CD2AP, CLU, and MS4A6A loci, we find evidence for greater methylation of certain CpGs in relation to AD pathology and find that these changes occur early, prior to the appearance of cognitive impairment, as evidenced by the fact that the association remains after subjects with mild cognitive impairment or AD proximate to death are removed from the analysis. In these loci, the associated methylation changes are not driven by the AD-associated genetic variants, and there appears to be a single effect in each locus. In the BIN1 locus, which has strong evidence of association at multiple different sites (Fig. 2), we see that the CpG that best captures the association, cg22883290, is influenced in part by rs744373, the index

### Table 3. Assessment of CpG mediation model with neuritic plaque burden and CpGs and AD diagnosis.

<table>
<thead>
<tr>
<th>CRI CG</th>
<th>Position</th>
<th>CRI to CpG association</th>
<th>CR1 to NP association</th>
<th>CR1 to AD association</th>
</tr>
</thead>
<tbody>
<tr>
<td></td>
<td></td>
<td></td>
<td>Adjusting for CpG1</td>
<td>Adjusting for CpG1</td>
</tr>
<tr>
<td></td>
<td></td>
<td></td>
<td>P-value</td>
<td>P-value</td>
</tr>
<tr>
<td></td>
<td></td>
<td></td>
<td>P-value</td>
<td>P-value</td>
</tr>
<tr>
<td>rs6656401 without adjusting for CpG</td>
<td></td>
<td></td>
<td>0.09</td>
<td>0.0169</td>
</tr>
<tr>
<td>cg19373649</td>
<td>207817630</td>
<td>5.2E-09</td>
<td>0.09</td>
<td>0.0227</td>
</tr>
<tr>
<td>cg26119563</td>
<td>207817838</td>
<td>1.8E-07</td>
<td>0.09</td>
<td>0.0208</td>
</tr>
<tr>
<td>cg23026906</td>
<td>207819196</td>
<td>7.8E-04</td>
<td>0.08</td>
<td>0.0359</td>
</tr>
</tbody>
</table>

### Table 4. Interaction effects between CRI and DNA methylation.

<table>
<thead>
<tr>
<th>CRI</th>
<th>Position</th>
<th>CRI to NP association</th>
<th>CRI to AD association</th>
</tr>
</thead>
<tbody>
<tr>
<td></td>
<td></td>
<td>Adjusting for CpG1</td>
<td>Adjusting for CpG1</td>
</tr>
<tr>
<td></td>
<td></td>
<td>P-value</td>
<td>P-value</td>
</tr>
<tr>
<td></td>
<td></td>
<td>P-value</td>
<td>P-value</td>
</tr>
<tr>
<td>Neuritic plaque burden</td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>cg10021878</td>
<td>207669922</td>
<td>−0.84 (0.35)</td>
<td>0.02</td>
</tr>
<tr>
<td>cg05922028</td>
<td>207669334</td>
<td>−0.61 (0.89)</td>
<td>0.49</td>
</tr>
<tr>
<td>cg00175709</td>
<td>207670014</td>
<td>−2.73 (1.06)</td>
<td>0.01</td>
</tr>
<tr>
<td>All three together</td>
<td></td>
<td>3.5%</td>
<td></td>
</tr>
</tbody>
</table>

<table>
<thead>
<tr>
<th>AD diagnosis</th>
<th></th>
<th></th>
<th></th>
<th></th>
<th></th>
</tr>
</thead>
<tbody>
<tr>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>cg10021878</td>
<td>207669922</td>
<td>−4.4 (1.5)</td>
<td>0.003</td>
<td>10.4%</td>
<td>4.9 (3.0)</td>
</tr>
<tr>
<td>cg05922028</td>
<td>207669334</td>
<td>−3.9 (3.6)</td>
<td>0.27</td>
<td>8.2%</td>
<td>12.1 (6.8)</td>
</tr>
<tr>
<td>cg00175709</td>
<td>207670014</td>
<td>−11.8 (4.4)</td>
<td>0.007</td>
<td>9.9%</td>
<td>5.5 (8.7)</td>
</tr>
<tr>
<td>All three together</td>
<td></td>
<td>10.4%</td>
<td></td>
<td>21.0%</td>
<td></td>
</tr>
</tbody>
</table>

All models are adjusted for age at death, sex, study, batch effect, and bisulfide conversion QC probes.

BIN1 SNP, however, its association with NP remains when we account for the effect of this SNP. This suggests that other, unknown factors influence its methylation and perhaps AD susceptibility through alterations of DNA methylation. Similarly, we see associations of methylation levels to AD pathology that are unrelated to susceptibility variants in the ABCA7, CD2AP, CLU, and MS4A6A loci. Overall, it appears that methylation levels in many AD susceptibility loci relate to NP pathology and are relatively independent of genetic variation. While these alterations are not dependent on the presence of cognitive impairment, it is not yet clear whether methylation changes are a cause or an effect of AD pathology. However, the presence of multiple, independent associations of CpG with NP in loci such as BIN1, CLU, and MS4A6A further refines our perspective on epigenomic changes in AD: the independence of these associations suggests that they are not driven by a single mechanism such as a simple increase in NP burden. They are either driven by (1) different risk factors whose effects on AD pathology converge on different genomic segments within BIN1 and the other genes or (2) different molecular processes that are responding to the presence of AD pathophysiology. Both models are plausible and although our subjects are from a longitudinal study, the brain samples are cross sectional which limits our ability to assess pathways and causality. Parsing out pathways and models will require experimental investigation.

In two of the AD loci, we had the opportunity to evaluate the possibility that DNA methylation mediates the effect of the associated variant since both the CR1 index SNP and the APOE e4 haplotype as well as some of the CpGs in each locus are associated with NP burden and AD, which is a prerequisite to formally test mediation. In the APOE locus, we see that there are large DNA methylation changes that are related to the APOE e4 haplotype, but these do not appear to mediate the effect of the haplotype on the outcome measures. On the other hand, we find evidence of a different CpG, cg18799241, whose increased level of methylation is associated with greater NP burden, independent of APOE e4. This suggests, as in the other loci above, that nongenetic factors may be influencing AD pathology through alterations in DNA methylation which can manifest as alterations in transcriptional patterns.

In the CR1 locus, we find something unique among the AD susceptibility loci: evidence for interaction between the AD susceptibility allele and the level of methylation of certain CpGs (Table 4). It is intriguing that the level of methylation within a small segment of the CR1 gene may have a differential effect on the accumulation of AD pathology based on the presence of an intronic variant 22 kb away. The index SNP rs6656401 tags the haplotype that contains a chromosomal segment duplication that includes a duplicated LHR domain, LHR-S\textsuperscript{2b} (Fig. 5), and the resulting protein isoform (CR1 slow form, CR1-S)
encoded by this haplotype is structurally and perhaps functionally different from the reference CR1 protein isoform, CR1 fast (CR1-F). Thus, mechanistically, altering the transcriptional state of CR1 may have different biologic effects when the expression of the reference CR1-F or CR1-S form of CR1 is expressed. Previous studies suggested that the haplotype containing CR1-S is also associated with greater expression of this LHR-S form, so influencing expression using a nongenetic mechanism could also affect AD pathology. The associated CpGs are found in a segment of DNA which is assigned to an “inactive, poised promoter” conformation in our reference map derived from cognitively nonimpaired subjects displaying minimal brain pathology on autopsy. This suggests that alterations in DNA methylation take place in a region of the CR1 gene that can respond to dynamic changes.

Overall, our study targeted genomic regions implicated in AD susceptibility because they harbor AD risk alleles, indicating that other forms of genomic variation – in this case DNA methylation – in the target organ are independently associated with the risk of developing AD. One limitation of our analysis is that our interrogation of these loci is not comprehensive since we are limited to the CpGs tested by the Illumina beadset; however, so far, we do not see evidence that the effect of disease-associated genetic variation is mediated by alterations in chromatin conformation, as marked by changes in DNA methylation. A picture of integration among different sources of variation (genetic and epigenomic) is therefore emerging in the brain of aging individuals, with these different factors contributing to the accumulation of AD pathology and, ultimately, a diagnosis of AD. Further, with the effects of loci such as BIN1 and CR1 that are detailed in this manuscript, there are now precise hypotheses that we can pursue in model systems to test the challenging question of the direction of causality for the associated methylation changes.

Acknowledgments

We thank all the participants of the Religious Orders Study and the Rush Memory and Aging Project, as well as the staff at the Rush Alzheimer’s Disease Center for this work. This work was supported by the National Institutes of Health (grant K25AG041906 P30AG10161, R01AG15819, R01AG17917, R01AG36042, R01AG36836, and U01AG46152).

Conflict of Interest

Dr. Bennett and Dr. Schneider reports grants from NIH, grants from Illinois Dept Public Health, during the conduct of the study.

References


Supporting Information
Additional Supporting Information may be found in the online version of this article:

Figure S1. AD susceptibility loci ABCA7 display single associations of CpG methylation with NP burden. The figure represents the results of analyses for the ABCA7 region, with the physical position presented on the x axis and $-\log_{10} P$-values presented in the y axis. Diamonds represent the individual CpGs across the gene region that were tested in the analysis. The state of the chromatin in the dorsolateral prefrontal cortex of a cognitively nonimpaired individual is presented below the x axis; this map is based on the derivation of chromatin state in 200 bp segments using data generated from the immunoprecipitation of chromatin marks. The chromatin states are defined in a box at the top right of the figure. The red diamonds report the results of the primary analysis relating CpG methylation in the ABCA7 region and NP burden using a model adjusted for age at death, sex, batch, study, and bisulfite conversion fraction.

Figure S2. AD susceptibility loci APOE display single associations of CpG methylation with NP burden. The figure represents the results of analyses for the ABCA7 region, with the physical position presented on the x axis and $-\log_{10} P$-values presented in the y axis. Diamonds represent the individual CpGs across the gene region that were tested in the analysis. The state of the chromatin in the dorsolateral prefrontal cortex of a cognitively nonimpaired individual is presented below the x axis; this map is based on the derivation of chromatin state in 200 bp segments using data generated from the immunoprecipitation of chromatin marks. The chromatin states are defined in a box at the top right of the figure. The red diamonds report the results of the primary analysis relating CpG methylation in the APOE region and NP burden using a model adjusted for age at death, sex, batch, study, and bisulfite conversion fraction.

Figure S3. AD susceptibility loci CD2AP display single associations of CpG methylation with NP burden. The figure represents the results of analyses for the ABCA7 region, with the physical position presented on the x axis and $-\log_{10} P$-values presented in the y axis. Diamonds represent the individual CpGs across the gene region that were tested in the analysis. The state of the chromatin in the dorsolateral prefrontal cortex of a cognitively nonimpaired individual is presented below the x axis; this map is based on the derivation of chromatin state in 200 bp segments using data generated from the immunoprecipitation of chromatin marks. The chromatin states are defined in a box at the top right of the figure.

Table S1. Associations between CpG and NP burden only among those with no cognitive impairment at death.
Table S2. Associations between CpG and neuritic plaque burden only among those with no cognitive impairment at death.
Table S3. Associations between index SNPs and CpGs, with only those meeting multiple comparison criteria.
Table S4. Assessment of independent associations between CpGs and AD diagnosis.
Deep learning for regulatory genomics

Yongjin Park & Manolis Kellis

Computational modeling of DNA and RNA targets of regulatory proteins is improved by a deep-learning approach.

A fundamental unit of gene-regulatory control is the contact between a regulatory protein and its target DNA or RNA molecule. Biophysical models that directly predict these interactions are incomplete and confined to specific types of structures, but computational analysis of large-scale experimental datasets allows regulatory motifs to be identified by their over-representation in target sequences. In this issue, Alipanahi et al. describe the use of a deep learning strategy to calculate protein–nucleic acid interactions from diverse experimental data sets. They show that their algorithm, called DeepBind, is broadly applicable and results from large-scale experimental datasets allow regulatory motifs to be identified by their over-representation in target sequences. In this issue, Alipanahi et al. describe the use of a deep learning strategy to calculate protein–nucleic acid interactions from diverse experimental data sets. They show that their algorithm, called DeepBind, is broadly applicable and results from large-scale experimental datasets allow regulatory motifs to be identified by their over-representation in target sequences. In this issue, Alipanahi et al. describe the use of a deep learning strategy to calculate protein–nucleic acid interactions from diverse experimental data sets. They show that their algorithm, called DeepBind, is broadly applicable and results from large-scale experimental datasets allow regulatory motifs to be identified by their over-representation in target sequences.
features that may underlie ultraconserved elements or enhancer clusters.

Alipanahi et al.1 incorporated state-of-the-art techniques from deep learning in the development of DeepBind. The method predicts binding affinity of a protein to a DNA or RNA sequence in two steps, consisting of applying a convolution module for representation learning and a prediction module for feature combinations (Fig. 1).

The convolution module uses individual nodes akin to de novo motif detectors, and identifies local sequence patterns known as position-weight matrices (PWMs) that summarize nucleotide frequencies at each position. Repeatedly occurring sequence k-mers boost the weight of PWMs that increase prediction accuracy, and the shape and length of PWMs are not hard-coded but are automatically adjusted.

The prediction module synthesizes local features into higher-level structures using a nonlinear neural network that considers features into higher-level structures using filters, which mark the location and intensity of desired sequence motifs. These filtered signals are then collected if they reach above some threshold level, pooled and fed into a deep neural network, where simplified signals, such as the presence and absence of motifs, are synthesized to capture higher-level concepts.

Alipanahi et al.1 evaluated the performance of DeepBind using nearly 1,000 publically available datasets, encompassing DNA binding in vivo (chromatin immunoprecipitation) and in vitro (protein binding microarrays), and RNA binding in vitro (high-throughput screening). DeepBind predicted protein binding microarray scores with nearly perfect accuracy, ChiP-seq with strong accuracy (area under the receiver operating curve=0.7) and RNA binding similarly to replicate experiments.

The authors also compared their approach to the best previous methods, some of which are based on extensive biological knowledge or are customized to specific biological systems. Although the ranking of competing methods varied widely depending on the types of experiments and transcription factors, DeepBind consistently outperformed all of them, even when the training and testing data sets were of different types—which means that the knowledge encapsulated in the model is truly transferrable.

The authors demonstrated diverse applications for the increased prediction accuracy, including predicting the effect of single-nucleotide variants from genome-wide association studies on regulator binding, which can help elucidate the intermediate phenotypes leading to diverse complex traits and diseases.

The high accuracy indicates that meaningful representations were learned, but the authors only make the lowest-level representations explicit, while higher-levels remain a black box. Opening this black box and interpreting higher levels presents an opportunity to gain insights about the language of gene regulation beyond the word level, a long-standing challenge in the field.

DeepBind resembles existing bioinformatics pipelines that include motif discovery and binding energy prediction, but it has the advantage that model parameters and complexity are selected automatically (see Fig. 2b in ref. 1). Recent advances in training methods7 make DeepBind training practical, even when considering many possible combinations of structures in a probabilistic fashion8. It can thus be widely useful for mining increasingly large datasets, such as ENCODE9 or Roadmap Epigenomics10.

Looking beyond regulatory motifs, the current results illustrate the power of deep learning for biological data analysis in general. The approach can increase predictive power for specific tasks, integrate diverse datasets across data types, and provide greater generalization given the focus on representation learning and not simply classification accuracy. Systematic visualization and exploration of internal representations at each layer can yield mechanistic insights and guide new experiments and research directions.

More broadly, deep learning can serve as a guiding principle to organize both hypothesis-driven research and exploratory investigation. For this potential to be realized, statistical and biological tasks must be integrated at all levels, including study design, experiment planning, model building and refinement, and data interpretation.

COMPETING FINANCIAL INTERESTS

The authors declare no competing financial interests.

Systematic chromatin state comparison of epigenomes associated with diverse properties including sex and tissue type

Angela Yen\textsuperscript{1,2} & Manolis Kellis\textsuperscript{1,2}

Epigenomic data sets provide critical information about the dynamic role of chromatin states in gene regulation, but a key question of how chromatin state segmentations vary under different conditions across the genome has remained unaddressed. Here we present ChromDiff, a group-wise chromatin state comparison method that generates an information-theoretic representation of epigenomes and corrects for external covariate factors to better isolate relevant chromatin state changes. By applying ChromDiff to the 127 epigenomes from the Roadmap Epigenomics and ENCODE projects, we provide novel group-wise comparative analyses across sex, tissue type, state and developmental age. Remarkably, we find that distinct sets of epigenomic features are maximally discriminative for different group-wise comparisons, in each case revealing distinct enriched pathways, many of which do not show gene expression differences. Our methodology should be broadly applicable for epigenomic comparisons and provides a powerful new tool for studying chromatin state differences at the genome scale.
Epigenomic data sets provide a rich resource for understanding genome activity across both genes and regulatory regions in response to developmental, environmental or genetic signals. Epigenomic marks, including histone modifications and DNA methylation, have been shown to be highly dynamic across cell types. Furthermore, epigenetic differences have been strongly associated with changes in mammalian development, as well as gene activation and repression patterns across cell types. Epigenomic signatures have also resulted in the identification of new regulatory elements and functional annotations, even in regions that fall in unconserved genetic sequences.

In addition to cell type differences, comparative epigenomics analyses have been applied across individuals, disease status and species. Studies of natural epigenomic variation across individuals have shown wide-spread differences across individuals of different genotypes, and between the two alleles of the same individual. Epigenomic comparisons across disease and control samples have been linked to differences in disease manifestation in monozygotic twins, while ongoing efforts such as the International Cancer Genome Consortium (ICGC) aim to better understand the role of epigenomic alterations in cancer. Comparative epigenomics analysis across species has also proved informative, identifying conserved and distinct epigenetic marks, and tools such as the Comparative Epigenome Browser (CEpBrowser) allow for direct exploration of multi-species epigenome comparisons.

As our understanding of epigenomics has progressed, previous methods have leveraged histone combinations to partition the epigenome into various chromatin states, such as ChromHMM, Segway and HMMSeg. The resulting analyses enabled by chromatin state analysis has provided fruitful findings about epigenomic variation and lineage specification. However, no methods have yet been developed to enable group-wise chromatin state comparisons based on these combinatorial segmentations.

Comparative epigenomic analyses initially focused on peak-calling, enrichments, domains or comparisons for a single histone modification with various normalization and modelling approaches. As the availability of data increased rapidly in recent years, methods tackling combinatorial approaches to histone modification data to identify patterns across many histone marks for one biological condition or sample have been developed, including the aforementioned segmentation methods.

However, scalable combinatorial methods to directly discover patterns between chromatin state changes and biological conditions are still limited. MultiGPS addresses the analogous question of comparing transcription factor binding chromatin immunoprecipitation sequencing (ChIP-Seq) experiments across groups, and therefore tailors the approach to punctate signals that are not relevant for histone mark data. To our knowledge, only one method, differential principal component analysis (dPCA), compares epigenomic signal across multiple histone marks under multiple conditions; it does so by performing PCA analysis on the differences of the replicate averages. While dPCA has been shown to be useful, it is constrained by the limitations of PCA analysis, such as sensitivity to scaling the data. Furthermore, dPCA does not provide any options to correct for external covariate factors. Covariate correction is a crucial part of comparative analysis when using data sets with variation due to batch effects, donor variability, sample differences and experimental differences. In addition, the importance of covariate correction will only increase in coming years, with the release of more public and resource data sets that will increase statistical power but will also be generated in less controlled circumstances. Last, dPCA compares the histone mark signal based on differences in means, but does not take advantage of existing advanced techniques that interpret combinatorial histone mark signals into segmentations based on Hidden Markov Models (HMMs) or bayesian networks.

In this paper, we propose a highly scalable method, ChromDiff, for directly discovering potential relationships between chromatin states, genes and biological conditions; in doing so, ChromDiff generates a novel information-theoretic representation for epigenetic information and employs covariate correction to enable large-scale analysis of samples while controlling for a wide variety of circumstances, including batch effects and donor variability. As a result, ChromDiff is a general statistical pipeline for comparing combinatorial chromatin states of groups of epigenomes, which we then apply to leverage the breadth of data from the Roadmap Epigenomics and ENCODE projects and the diversity of chromatin state annotations provided by ChromHMM.

Specifically, by utilizing the chromatin state annotation for every epigenome, we use these discrete states to quickly compare any subset of epigenomes to one another through a probabilistic representation of the chromatin states that builds on information theory. By utilizing chromatin states that were jointly learned over all epigenomes, we are able to use a general model, but apply it to many specific biological questions. To account for various differences in sample and data generation, we also utilize the metadata of the epigenomes to correct for covariate factors, thereby better isolating differences due to a single biological attribute. This covariate correction allows ChromDiff to leverage the same set of epigenomic data for various, specific biological conditions, while controlling for other variables. Furthermore, ChromDiff is compatible with any general chromatin state segmentation, regardless of the method behind it, which makes it amenable to various existing methods, including ChromHMM, Segway and HMMSeg, as well as future methods that are yet to be developed.

Similar to other methods, ChromDiff produces sets of regions with epigenomic differences across conditions. However, our method additionally utilizes group-wise comparisons to gain statistical power, while building on a general chromatin state model segmentation. As a pipeline, ChromDiff also provides additional features of gene set enrichment calculations and gene expression comparisons. Furthermore, ChromDiff clusters the distinguishing genomic regions into groups that exhibit similar epigenomic signatures, thereby highlighting clusters with distinct gene set enrichment and gene expression patterns. These results suggest that the identified clusters may share regulatory mechanisms and functional pathways. In this way, ChromDiff provides novel, thorough insights on the complex relationship between these general chromatin states, biological attributes and specific clusters of genes. This method, therefore, not only enables the identification of genomic regions relevant to an epigenomic comparison based on group-wise differences, but also provides a global understanding of how chromatin states are involved in a wide variety of biological situations.

To demonstrate the power of our method, we apply ChromDiff to identify genes and chromatin states that differentiate epigenomes across donor sex, tissue type, sample state and donor developmental age. The results reveal that distinct types of epigenomic features vary with different biological properties and strongly validate our statistical approach. In addition, our specific comparisons result in new biological insights on the types of epigenomic features and pathways that underlie each of our comparisons. More generally, we believe our method will be broadly applicable to new epigenomic data sets, and that epigenomic comparisons across multiple marks and multiple samples will be widely used to uncover the molecular processes underlying cellular differentiation, gene regulation and human disease.
Results
Comparison of epigenomic features. To capture epigenomic differences between groups of epigenomes, we focus on the set of chromatin states associated with each protein-coding gene (Fig. 1), while generating an information-theoretic encoding of these chromatin states and correcting for external factors to isolate differences due to the comparison. We leverage the multiple samples available in each pairwise group comparison to evaluate the statistical significance of such recurrent changes, and the multiple genes to evaluate the statistical significance of biological pathways. However, our methods are generally and broadly applicable to various regulatory genomic regions, beyond the gene-centric approach taken here.

Specifically, we define epigenomic features by calculating the probability of chromatin state assignment for each gene across each epigenome, integrated over the body of that gene (Fig. 1). For example, we apply our method to gene NRXN1 in neurosphere cultured cells (Fig. 1a), based on the 15-state ChromHMM annotation of the Roadmap Epigenomics project41. First, we identify the probability that NRXN1 should be assigned to each of 15 chromatin states, integrated over the entire length on the gene body, resulting in 15 different features for NRXN1. This encoding is based on information theory, as we retain the probability distribution of each chromatin state within each gene and sample type. Therefore, this representation drastically reduces the dimension of the chromatin state data while preserving the information necessary to calculate important information theory metrics, including the entropy of each gene and sample type, as well as the divergence between one gene and another gene or background. As information theory has been shown to have applications to fields as diverse as signal processing, neurobiology, machine learning and cryptography, it provides a theoretical foundation for our method.

ChromDiff recalculates this encoding for every gene and every epigenome, resulting in a matrix of 299,025 features (columns) and 127 epigenomes (rows) (Fig. 1b). We then utilize logistic regression to correct for feature covariates including production centre, sex of donor, sample state (solid or liquid) and sample type (cell line, primary cell, tissue and so on) by setting the value of each covariate factor that we are not testing to be the response residuals from the logistic regression model (Fig. 1c). This step is crucial due to the wide variety of differences among the epigenomes; by controlling for variables that we are not currently investigating, ChromDiff is better able to identify genes with chromatin state changes that specifically correspond to the current comparison. As a result, each feature value indicates whether that gene is annotated as that chromatin state more or less often than expected, after correcting for covariates.

Finally, our pipeline uses these corrected feature values to recognize significant differences between two groups of samples, using a non-parametric Mann–Whitney–Wilcoxon test, Student’s t-test or F-test, with correction for multiple hypothesis testing.

Figure 1 | A novel method for comparative analysis of epigenomic groups. (a) Starting with a single gene (NRXN1) and epigenome (cultured ganglionic cells), we represent the epigenome as the per cent coverage of each chromatin state at that gene. (b) Then, we repeat the process for all 127 epigenomes and 19,935 protein-coding genes, resulting in a matrix of 127 epigenomes by 299,025 features. (c) After normalizing and correcting each column in the matrix for covariate factors, we compare the female and male epigenomes of the original 127 epigenomes to identify features that exhibit different behaviour in female and male epigenomes. (d) The density plot of corrected $P$ values from all features shows 536 out 299,025 features that significantly differ between the 2 groups. (e) Of the real biological comparisons that we tried, we found distinguishing epigenomic differences over 70% of the time. (f) Distinguishing features were found for randomized groups only 10 out of 1,700 times or <1% of the time.
using Bonferroni, Benjamini–Hochberg or Benjamini–Yekuteli multiple hypothesis correction. (In this example, we used male and female samples with the Mann–Whitney–Wilcoxon test and Benjamini–Hochberg correction.) Based on these statistical results, ChromDiff reports all features (chromatin state and gene combinations) that are significantly different between the two groups at a corrected $P$ value cutoff of $P<0.05$ (Fig. 1d).

Though ChromDiff can be applied to any genomic region, we focused on gene bodies here, as they make our methodology and results easier to validate and interpret. This approach allowed us to incorporate into the ChromDiff pipeline multiple tools for downstream analysis of the resulting genes that are found to show epigenomic differences in our comparisons. First, to recognize the biological processes associated with epigenomic differences, we studied the ontology enrichments of genes associated with different significant features (see ‘Gene set enrichment calculations’). Second, for each comparison, we compared the expression level of genes with significant epigenomic features, to evaluate whether epigenomic differences are also reflected in gene expression differences. Last, we used hierarchical clustering to recognize clusters of features and genes that show consistent differences between samples (see Methods); using these clusters, we are able to find cluster-specific gene sets with specific gene set enrichment and expression behaviour.

In addition to developing our ChromDiff pipeline, we also applied it to the epigenomic data from the Roadmap Epigenomics project; here we present the results by applying ChromDiff for 17 group-wise comparisons (Supplementary Table 1). Specifically, we used the segmentation of the Roadmap Epigenomics 15-state ChromHMM model, the statistical test of the non-parametric Mann–Whitney–Wilcoxon test, and the multiple hypothesis correction of Benjamini–Hochberg false discovery rate (FDR) correction (see Methods). In total, we found significant epigenomic features in over 70% of the biological groupings we tested (12/17) (Fig. 1e, Supplementary Table 1).

To validate our results and methodology, we performed randomized simulations that quantified how likely we would have obtained results with randomized data. By repeatedly shuffling the epigenomes for each of the 17 biological comparisons we tested (see ‘Randomized simulations’), we found the shuffled groups resulted in ‘significant features’ <1% of the time (10,170 simulations) (Fig. 1f). This suggests that ChromDiff is able to pick up a real, biologically meaningful signal from our biological comparisons (Fig. 1e). Furthermore, if ChromDiff operated with a bias towards certain chromatin states or gene sizes, this should become evident in the results from our simulations. However, in practice, we found no consistent bias towards any chromatin state (Supplementary Fig. 1a) or gene size (Supplementary Fig. 2a) in results from our randomized simulations. This provides confidence that the distribution of chromatin states (Supplementary Fig. 1b) and gene sizes (Supplementary Fig. 2b) in our real results is based on real biological signal; for example, some brain-specific genes have been shown to be long and three of our four comparisons that identified the longest genes on average involved brain epigenomes.

Applications. For the remainder of the paper, we will present the results from four of the epigenomic comparisons based on donor sex, sample tissue type, sample state and donor developmental age. Then, we demonstrate how ChromDiff presents a complementary approach to differential gene expression analysis, and we show that ChromDiff outperforms the current tool for epigenomic group-wise comparative analysis on the Roadmap Epigenomics data set

**Polycromb repression distinguishes female epigenomes.** In our first comparison, we sought epigenomic differences between male and female samples. We found 536 significant epigenomic features (gene–chromatin state combinations) distinguishing male from female samples, which we will call ‘distinguishing features’; these features correspond to 369 genes (that we will refer to as ‘distinguishing genes’) and encompass all 15 chromatin states (Fig. 2a). Most distinguishing genes are only associated with 1 feature (only a single chromatin state is significantly different), with the exception of 133 genes that exhibit significant differences in multiple chromatin states, mostly quiescent and weak Polycromb repression (114 of 133 genes) (Fig. 2a).

Remarkably, over 70% of the distinguishing genes are located on the X chromosome (264 of the 369 genes) (Fig. 2b). Many of these chromosome X genes (124 of 264 genes) are primarily quiescent in male samples and primarily heterochromatized or Polycromb-repressed in female samples, as exemplified by many of the genes in cluster B in Fig. 2c, which visualizes the most abundant chromatin state for each distinguishing gene. For these 124 genes, the X chromosome location and epigenomic signature of Polycromb and heterochromatic repression in females are consistent with known mechanisms of X inactivation.

In addition, we see another epigenomic signature (exemplified by gene cluster A in Fig. 2c) at the 56 genes that are mostly transcribed in both females and males (31 of these 56 genes are autosomal). Supplementary Fig. 3 shows that many of these transcribed and autosomal genes are associated with changes in bivalent (TssBiv, EnhBiv and BivFlnk), enhancer (EnhG and Enh) and transcribed (TxFlnk and TxWk) regions. Overall, gene expression is largely unchanged between the female and male epigenomes at the distinguishing genes, despite the epigenomic differences (Fig. 2d), with only 2 out of the 368 distinguishing genes with expression data exhibiting significantly different expression levels. Again, this is consistent with X inactivation due to the allelic imbalance of X chromosomes for female and male donors.

**Brain and GI differences relate to neuronal genes.** We next compared brain cells and tissues against gastrointestinal (GI) tissues, two of the anatomical groups for which we had the most epigenomic data. We found 10,455 distinguishing features, corresponding to 5,533 distinguishing genes. For visualization purposes, we have sampled down in this and future examples to 10,000 distinguishing features and their associated genes (see Methods).

Over 40% (2,274 of 5,533 genes) of the genes distinguishing brain from GI tissues involve multiple chromatin states for each gene. Of the 5,079 genes associated with the 10,000 sampled features, 6 groups of genes emerge, representing genes with distinguishing features involving: (a) promoter and enhancer regions, (b) weakly transcribed and quiescent regions; (c) enhancer and weakly transcribed regions, (d) enhancer regions only, (e) Polycromb-repressed and active transcription start site regions, and (f) genetic enhancer regions (Fig. 3a, left to right, Supplementary Fig. 4). These results highlight the powerful ability of ChromDiff to identify relationships between chromatin states: these gene groups suggest combinations of chromatin states that act in coordinated ways to complement and/or reinforce one another.

In contrast to the sex-based comparison, the comparison of brain and GI tissues identifies many genes with significant expression differences. Specifically, in 18% of the discriminative genes (1,043/5,533), the most abundant chromatin state switched between mainly transcribed in one group (Tx, TxWk or TxFlnk) to primarily Polycromb-repressed or quiescent in the other group.
(ReprPC, ReprPCWk or Quies), as exemplified by gene clusters C, D, E and F (Fig. 3b). The majority of these switching genes (675/1,043) showed significant expression differences from RNA-Seq data (Fig. 3d). Overall, 40% of all distinguishing genes showed significantly different expression (2,236/5,507).

For many of the remaining genes, including those in gene cluster A (Fig. 3b), epigenomic differences did not involve the most abundant chromatin state. For example, in both brain and GI epigenomes, 86% of genes in cluster A are annotated as primarily transcribed or enhancer states (1,253/1,452 genes), but the majority of cluster A genes were identified based on features that did not involve transcription or enhancer states (1,177/1,452). This suggests that, in addition to dominant chromatin state switching, subtle but consistent epigenetic changes may also play an important role in distinguishing sample groups from one another.

Furthermore, our gene clustering based on epigenomic signal also revealed that different gene clusters mapped to varying gene set functions, ranging from brain-specific genes (clusters C and D), genes related to gastric cancer (cluster E), cell cycle genes (cluster A), Polycomb targets and genes marked by H3K27me3 (cluster F), and genes associated with cancer (clusters A, B, and E) (Fig. 3e, Supplementary Tables 2–7). The entire set of 5,533 distinguishing genes is enriched for genes known to be important for brain and GI function, including genes with brain-specific histone modifications and targets of CDH1, which has recently been shown to be associated with gastric cancer.44,45 (Fig. 3c, Supplementary Table 8).

**Blood samples distinguished by enhancer activity differences.** With the resources of various blood epigenomes, we compared chromatin states at gene bodies for the liquid samples (blood) against the solid samples (tissues and other primary cells). ChromDiff found 45,513 significant distinguishing features associated with 17,001 genes. The 10,000 sampled features and their associated 1,721 genes are largely dominated by transcription, enhancer, quiescent and repression states (Fig. 4a), and about 40% of the genes show expression differences (717/1,717 of sampled genes, 6,827/16,827 distinguishing genes) (Fig. 4b).

We find four main clusters of genes (Fig. 4a,b) that correspond to different gene set enrichments. Gene cluster A is characterized by strong enrichment for gene sets relating to immune response, T-cell differentiation and blood cancers, while cluster B is enriched for genes related to macrophage function and leukaemia (Fig. 4c). Cluster C is enriched for genes relating to general cancer development, and cluster D is enriched for membrane genes, likely due to blood cell-specific membrane function.46,47 (Fig. 4c, Supplementary Tables 9–12).

**Cancer and Alzheimer’s genes distinguish foetal samples.** For our final comparison, we investigated differences in adult and foetal samples based on donor metadata. All samples that were listed from a pre-birth donor were labelled as foetal samples; all samples labelled adult samples either came exclusively from adult donors (over 18 years old), or came partially from adult donors with no age information for other donors.
We found 7,472 significant epigenomic features distinguishing adult and foetal samples, spanning 5,852 unique genes. Visualization of the most abundant chromatin state of each gene in each epigenome (Fig. 5a) revealed that most significant genes had the same most abundant state in both adult and foetal epigenomes, suggesting more subtle underlying epigenomic changes at these genes. Specifically, although the most abundant chromatin state was usually transcribed or quiescent states, the underlying changing chromatin state spans all 15 chromatin states (Supplementary Fig. 5a). Specifically, many genes that were mostly quiescent or repressed were associated with changes in transcribed (Tx) and flanking active promoter (TssAFlnk) states, while genes that were mostly transcribed in all epigenomes exhibited changes in zinc finger (ZNF), quiescent (Quies) and weakly Polycomb repressed (ReprPCWk) state annotations (Supplementary Fig. 5b). Transcription was also similar between adult and foetal samples at most sampled genes (Fig. 5b), with only 15% of all distinguishing genes differentially expressed (887/5,798 distinguishing genes with expression data).

Overall, gene set enrichments for the 5,852 identified genes resulted in wide-ranging biological pathways, including gene sets related to liver, Polycomb targets and cytokines (Supplementary Table 13). However, from the visualization of the most abundant chromatin states (Fig. 5a), we identified two gene subgroups with distinctive epigenomic signatures and cohesive corresponding enrichments (Fig. 5c, Supplementary Tables 14–15). Cluster A genes are enriched for genes related to tumours and anticancer treatment response, as well as genes related to apoptosis; this result is supported by previous work that has shown that tumours have expression profiles similar to early developmental tissues. Furthermore, cluster A is also enriched for genes related to differentiation of foetal liver cells, as well as genes related to immune response and Alzheimer’s disease; this is particularly relevant given the increasingly recognized role of immune processes in Alzheimer’s disease and that proteins known to affect foetal development also play a protective role for Alzheimer’s disease. On the other hand, genes in cluster B are enriched for membrane genes and Polycomb targets, which is relevant given the evidence that Polycomb proteins distinguish foetal and adult haematopoietic stem cells. Taken together, this validates the ability of ChromDiff to identify relevant gene sets and pathways, despite a lack of change in expression data.

**Identified genes are enriched for differential expression.** The genes identified from our comparisons often exhibited different expression levels between the groups compared. To quantify this, for each of the 12 comparisons with distinguishing features (Supplementary Table 1), we calculated how many of our identified genes had differential gene expression between the 2 groups of the comparison (Fig. 6a) (see Methods). Three comparisons that revealed epigenomic differences did not have any differentially expressed genes: Brain/ESC, Cell Line/Primary Culture and...
equivalently odds ratio (OR)

case, only four biological comparisons yielded epigenomically
without gene expression data. Due to the reduced power, in this
comparative analyses are complementary methodologies.
epigenomic changes, suggesting that expression and epigenomic
Female/Male comparison were not identified based on
reads per kilobase per million (RPKM) values for the same
increased proportion of differentially expressed genes is found
associated genes (with the genes in the same ordering as in
To more precisely identify genes directly associated with each
ESC/GI. Furthermore, in the nine cases with differentially
epigenomically distinguishing genes included proportionally more
differentially expressed genes than the non-
distinguishing genes, with log odds ratios ranging from 0.13–2.26
and 95% confidence intervals as shown (Fig. 6b). In all nine cases,
the increased proportion of differentially expressed genes is found
to be significant, with the null hypothesis of ln(OR) = 0, or
equivalently odds ratio (OR) = 1, falling outside the 95% con-
idence interval.

to the original 17 comparisons while excluding any epigenomes
ChromDiff outperforms other method for epigenomic comparison.
To our knowledge, only one previous method exists to address
comparison of epigenomic groups, and it utilizes PCA analysis on
the differences between the means of the groups. However, this
approach presents a number of limitations. First, this approach
innately ties the identification of combinatorial histone mark
patterns to PCA analysis. Meanwhile, many segmentation
methods have proven the usefulness of different machine

Figure 4 | Epigenomic differences specific to blood samples lie at blood cancer genes. Comparison of blood epigenomes with other solid primary cells
tissues reveals distinguishing epigenomic activity, at genes marked by (a) transcriptional, enhancer, repressed and quiescent chromatin states, as
shown by the most abundant chromatin state heatmap. The corresponding transcriptional activity can be seen in (b) gene expression profiles for the
associated genes (with the genes in the same ordering as in a). (c) Genes in clusters A and B are enriched for blood-specific gene sets (light blue stars),
such as gene sets relating to immune response, lymphoma, leukaemia and macrophage activity. On the other hand, cluster C is generally enriched for
genes relating to cancer, while cluster D is largely enriched for membrane genes.
learning approaches to identify combinatorial chromatin states, such as HMM,21,23 and Bayesian network,22. Since ChromDiff is compatible with any segmentation, it enables the use of a variety of existing and future methodologies. Second, public data resources such as Roadmap Epigenomics and ENCODE empower researchers everywhere to make discoveries through their analyses; however, these resources also necessitate less standardized data, as the data is often generated from a variety of labs, individuals and samples. ChromDiff corrects for covariate factors based on the metadata that the user provides, and in doing so it is uniquely positioned to perform comparative epigenomic analysis from these resource data sets. In contrast, PCA is designed for use with replicates, which limits the type and number of biological comparisons that can be performed from any given data set. Last, PCA is sensitive to relative scaling of values, while our rank-based statistical tests produce the same results regardless of scaled values.

To validate the expected improvement that ChromDiff provides for this analysis, we applied the differential PCA method40 to the Roadmap Epigenomics data for the same five histone marks used by ChromHMM: H3K4me3, H3K4me1, H3K36me3, H3K9me3 and H3K27me3 (ref. 41). dPCA reports whether any differential principal components were found, based on a cutoff of a signal-to-noise ratio of 5, since accuracy suffers substantially for components with a lower signal-to-noise ratio40. In three important comparisons, dPCA fails to recover any significant PCs, thereby generating no follow-up regions: specifically, dPCA found no genes with epigenomic differences for comparisons based on sex (Female/Male), developmental age (Adult/Foetal), and type (Cell Line/Primary Culture) (Supplementary Table 17). These results indicate that dPCA is unable to identify differences for two biological properties (sex and developmental age); furthermore, epigenomic sex differences due to X chromosome inactivation is one of the most studied and well-understood examples of epigenomic state differences, and as such it represents a ‘gold standard’ that dPCA is unable to reproduce.

While dPCA is able to identify epigenomic differences for some comparisons when ChromDiff is not (Supplementary Table 17), the genes that dPCA identifies are less specific to the biological comparison, likely due to lack of covariate correction. For example, we noted that the gene set lastowska neuroblastoma copy number dn was in the top 2 enriched gene sets for every comparison (14 of 14) that produced results, and chen liver
metabolism qtl cis was the other gene set in the top 2 for over half of the comparisons (8 of 14).

To quantify this lack of specificity from dPCA, we calculated the Jaccard similarity score of the lists of distinguishing genes for pairs of comparisons, and as expected, we see higher similarity scores for the dPCA results than the ChromDiff results (Supplementary Fig. 6a,b). Even more strikingly, we see very high similarity between the enriched MSigDB gene sets for the genes identified by dPCA (Supplementary Fig. 6c), while ChromDiff returns gene set enrichments specific to that comparison (Supplementary Fig. 6d). Since some of these comparisons also share epigenomic groups (for example, the same brain epigenomes are used for Brain/ESC and Brain/GI), we filter out similarity scores for pairs of comparisons with overlapping groups (Fig. 7a–d). After filtering, we again find that dPCA has a higher average similarity score among unrelated comparisons than ChromDiff for both gene and MSigDB results (Fig. 7e).

These results show that for the Roadmap Epigenomics and ENCODE data sets, ChromDiff is more powerful than dPCA: ChromDiff can identify genes showing important epigenomic changes even when dPCA does not have enough power, and ChromDiff also identifies more specific and relevant gene sets than dPCA, likely due to its ability to correct for covariates.

Furthermore, ChromDiff also provides the ability to identify gene clusters, as well as groups of chromatin states that are acting through coordinated changes on the same regions. In this way, ChromDiff can further our understanding of how chromatin states complement and coordinate with one another.

With these results, we are confident that ChromDiff is a valuable contribution to the field of comparative epigenomics that can further our understanding of the relationship between chromatin states, genomic regions and biological features.

**Discussion**

Overall, our method, ChromDiff, compares epigenomic states between groups of epigenomes to highlight chromatin state changes at genes with relevant functions. It accomplishes this by generating an information-theoretic encoding of each epigenome and isolating differences corresponding to a single biological attribute through covariate correction. Applications of our method reveal that different chromatin states and genes play important distinguishing roles in different comparisons. We further find an overall enrichment for differentially expressed genes in our identified gene sets, and in some cases, ChromDiff even identifies all differentially expressed genes based solely on the epigenomic data. We validate our methodology by showing that shuffled simulations almost always yield no epigenomic differences and that our approach outperforms the only previously existing method for group-wise epigenomic comparative analysis, particularly in terms of the specificity of the results. Due to these findings, we believe that our method is a powerful and innovative tool that will only increase in its ability to elucidate biological differences as more epigenomes become available.

The field of systems biology seeks to uncover the dynamics of gene regulatory processes in diverse biological functions including...
Figure 7 | ChromDiff identifies more specific results than dPCA. After filtering out pairs of comparisons with shared epigenomic groups, we find that (a) dPCA’s gene results are less specific than (b) ChromDiff’s gene results for unrelated comparisons. Similarly, (c, d) dPCA’s gene set enrichments are less specific than (d). ChromDiff’s gene set enrichments for unrelated comparisons. (e) We quantify this result by confirming that dPCA’s results have higher mean similarity scores for unrelated comparisons than ChromDiff does, with bars displaying s.e. of the sample mean. These scores were calculated from the 53 and 58 pairs of unrelated comparisons for ChromDiff and dPCA results, respectively, as shown in a-d.

differentiation and disease. To date, analyses have focused primarily on differential gene expression analysis and epigenomic comparisons limited to histone mark signals. By comparing chromatin state annotations here, our results suggest that a rich set of molecular features distinguish gene activity across different biological parameters. Thus, we believe that our comparative analysis of chromatin states provides value by elucidating how the chromatin states associated with each gene vary across biological parameters and conditions. Previous methods for comparative epigenomic analysis have already been fruitful, but ChromDiff is ideally suited for analysis of resource data sets, due to its ability to control for external covariates and perform multiple group-wise comparisons using different attributes on the same data set. Therefore, as more epigenomes become available in less controlled settings, ChromDiff will continue to be a valuable tool and pipeline for research. Furthermore, using chromatin states rather than the raw underlying signal allows for an abstraction based on segmentation that can be used with varying underlying methodologies, and it also provides an additional lens through which the interplay of gene expression, epigenomic context and biological attributes and pathways can be examined.

The methods developed here address the question of set-to-set comparisons and leverage the multiple epigenomes in each set for the statistical tests performed. However, many other modelling frameworks utilizing chromatin states are possible, and ChromDiff opens the door to other potential statistical, machine learning and information-theoretic methodologies based on chromatin state segmentations. These future methods may also reveal new biological results and insights complementary to gene expression analysis and to the probabilistic, information-theoretic and statistical approach taken here.

Beyond the comparisons carried out here across sex, tissue type, suspension state and biological age, our method provides a model for diverse epigenomic comparisons. Our set-based analysis can be applied to compare epigenomes from groups of individuals, such as case–control disease studies, comparisons of cancer samples and normal controls from matched cell types, and longitudinal comparisons of matched individuals across treatments or interventions, to cite a few examples. ChromDiff can be easily expanded to include both distal and proximal intergenic regulatory regions, which has little effect on the distinguishing genes recovered when including promoter regions (Supplementary Fig. 7), but has a larger effect with much longer upstream regions that dominate the gene body length (Supplementary Fig. 8). In each of these cases, the stringent statistical approach that ChromDiff combines with covariate correction for external factors can be used to recognize chromatin states and clusters of relevant regions across groups of samples.

There is still much to be learned about the roles of epigenomic modifications in cellular activity, and much debate surrounds whether epigenomic features contribute as drivers of regulatory processes or simply as a consequence of transcription factor binding. Though our computational method cannot distinguish correlation from causation directly, our method and our results provide an important set of biological examples of highly statistically significant and recurrent epigenomic differences validated across large groups of epigenomes, by pointing out what regions, chromatin states and biological pathways distinguish the groups studied here. Moreover, the specific regions uncovered can guide future directed experimental studies to disentangle the relationship between the epigenomic changes and gene expression. Further, the individual genes and gene clusters revealed can be useful as priors for interpreting gene expression changes, enrichment analysis of disease-associated mutations from genome-wide association studies, target regions for regulatory motif analysis and, more generally, as priors for diverse applications seeking to mine common biological processes. As such, we believe our work will have important and diverse applications for understanding epigenomic variation more broadly.
Methods
To summarize the epigenomic state of each cell type, we use the chromatin state annotations from ChromHMM21, as described in the integrative Roadmap Epigenomics paper41. To narrow our areas-of-interest and provide increased interpretability, this application of our method focuses on chromatin state annotations at gene bodies, but the method could generally be applied to any genomic regions.

Chromatin state annotations. ChromDiff is applicable to any chromatin state annotation that is given. In our case, we have used the chromatin state annotations associated with the 15-state model from the Roadmap Epigenomics project based on the 5 core histone marks H3K4me3, H3K4me1, H3K36me3, H3K9me3 and H3K27me3 (ref. 41), including the annotations for epigenomic data from ENCODE10.

Information-theoretic representation of raw feature values. Each feature is a combination of a gene and chromatin state: for gene X and chromatin state Y, we calculate the probability of gene X’s assignment to chromatin state Y in each epigenome, based on genomic per cent coverage of the maximum posterior probability chromatin state annotation41. Specifically, the raw feature value for feature\(_{X,Y}\) in epigenome \(Z\) is calculated as follows:

\[
\text{feature}_{X,Y} = \sum_{\text{basepair}} \sum_{\text{end}} \frac{1}{\text{end} - \text{start}}
\]

where \(\text{start}\) and \(\text{end}\) are the basepair locations of gene start and gene end of gene \(X\), and \(a_i\) indicates the chromatin state annotation for epigenome \(Z\) at basepair \(i\). (This equation implies usage for the applicable chromosome for gene \(X\)).

Covariate properties and traits. We corrected for four covariate property factors: (1) sex of the sample donor, (2) laboratory that processed the sample, (3) sample type and (4) whether the sample was a solid or liquid sample.

More specifically, four Roadmap Epigenome Mapping Centers (REMCs) contributed to the data: the Broad Institute (BI), the University of California, San Francisco and the University of Diego (UCSD), the University of California, San Francisco and the University of British Columbia (UCSF-UBC), and the University of Washington (UW). This resulted in four explanatory variables, with one for each lab. For any epigenome that was completely generated at a single lab, that lab’s explanatory variable was given a value of 1, while the other labs were given 0. When multiple labs contributed to an epigenome, the corresponding lab covariate factor was calculated as \(\sum_i x_i\), where \(L_i\) is the number of labs that contributed to epigenome \(e_i\). Similarly, for sex if there were male and female donors for a given epigenome, a value of 1/2 was given for the female and male covariate values; otherwise, the variable for the donor’s sex was given a 1 and the other sex variable was a 0. For sample types, the value for a covariate factor was 1 for the correct sample type and 0 for the other types, since each epigenome was annotated as one of the possible five possible sample types: cell line, derived cell line, cancer cell line, primary cell and primary tissue. For the sample state covariate factors, each sample was either annotated as solid, liquid or neither, which was translated into three corresponding explanatory variables with values of 1 for the correct annotation and 0 for the others65.

Covariate correction of ChromDiff feature values. For each feature and each comparison, we fitted a logistic regression model to our raw feature values across all the epigenomes, excluding any covariate factors that were explicitly being tested by the comparison. As our raw feature values were bounded as fractional values between 0 and 1, logistic regression allowed for appropriate correction. Specifically, we used the generalized linear model (glm) function available in the stats package in R66. As defined below, we used the deviance residuals from our fitted logistic model as our corrected feature values.

Formally, if we are comparing traits \(A\) and \(B\) of property \(C\), then we have \(N_c\), explanatory variables for our model, where \(N_c\) is the number of explanatory variables after excluding any that correspond to property \(C\). As in standard logistic regression, we are modelling the \(f_b\) in the following formula:

\[
\text{feature}_{X,Y} = \frac{1}{1 + e^{-\left(b_i + \sum_{k} b_{k} \times c_{k}\right)}}
\]

such that \(c_i\) corresponds to the value of the \(b_i\) explanatory variable for feature\(_{X,Y}\) for which we are adjusting.

Therefore, the corrected feature values take on the value of the deviance residual, which is:

\[
\text{sign}\left(\text{feature}_{X,Y} - \text{feature}_{X,Y}^\prime\right) \sqrt{d_{X,Y}^2}
\]

where:

\[
d_{X,Y} = 2 \times \left(\text{feature}_{X,Y} \times \log \left(\frac{\text{feature}_{X,Y}}{\text{feature}_{X,Y}^\prime}\right) + (1 - \text{feature}_{X,Y}) \times \log \left(\frac{1 - \text{feature}_{X,Y}}{1 - \text{feature}_{X,Y}^\prime}\right)\right)
\]

A final detail to note is that logistic regression requires the conversion of fractional values to ‘successes’ and ‘failures’, so we convert the feature\(_{X,Y}\) fractions into feature\(_{X,Y}\) \(\times N\) successes and \((1 - \text{feature}_{X,Y}) \times N\) failures, where \(N\) is the length of gene \(X\), or end\(_X\) – start\(_X\).

As described in ‘Covariate properties and traits’, we converted the categorical covariate factors into ‘continuous’ explanatory variables; if there were \(c\) categories for a certain factor, this resulted in \(c\) explanatory variables by converting Boolean variables into binary values. For samples that were mixtures of \(n\) categories, each corresponding explanatory variable was given a value of \(1/n\).

Gene annotations. We used all protein-coding genes with corresponding gene ids and positions as given in GENCODE v10 (ref. 57) for compatibility with the Roadmap Epigenomics Consortium44, with the exception of genes encoded on chromosome Y, which we omitted. Gene symbols for gene set enrichment calculations were also taken from the GENCODE annotations.

Statistical test. ChromDiff currently supports three statistical tests: the two-sided t-test, the F-tests and the Mann–Whitney–Wilcoxon test. Any of these tests can be used to identify features that show statistically different feature values across the two groups. In the presented results, we used only the Mann–Whitney–Wilcoxon test.

Multiple hypothesis correction. ChromDiff supports Bonferonni, Benjamini–Hochberg or Benjamini–Yekutieli multiple hypothesis correction59,65,68,69 on \(P\) values based on the number of features tested for each comparison. In this analysis, we used Benjamini–Hochberg false discovery rate (FDR) correction. Features that had a corrected \(P\) value <0.05 after correction were considered significant.

Though our features are slightly dependent on one another due to the connection between each gene and its 15 features, Benjamini–Hochberg FDR correction is always valid for dependent tests that uphold positive regression dependency in a subset, and Benjamini–Hochberg also performs well in many practical cases and simulations44,50,67,68. For completeness, we also compared the number of distinguishing features found with the more conservative Benjamini–Yekutieli procedure59, which controls the FDR under any dependency or distribution environment, and we found that most of our biological comparisons still result in significant chromatin state differences (Supplementary Fig. 9).

Gene set enrichment calculations. Once we identified genes that are associated with at least one significant distinguishing feature, we calculated hypergeometric\(^{65}\) \(P\) values for gene sets from MSigDB67, effectively using the Fisher’s exact test with Storey’s FDR q-value correction68. The databases used from MSigDB were C2 (curated) and C5 (Gene Ontology) gene sets, downloaded based on gene symbols. We used the gene symbols associated with each gene, as provided by GENCODE gene IDs. This analysis was performed on all the distinguishing genes identified in a comparison, as well as the clusters of sampled genes identified, as described in ‘Sampling distinguishing genes’ and ‘Gene cluster identification.’

Expression data. RNA-Seq data from the Roadmap Epigenomics and ENCODE projects68,81 were used, when available. Specifically, the per-gene RPKM values provided by Roadmap Epigenomics68 for ENSEMBL-defined protein-coding genes were used.

Sampling distinguishing features. For visualizations, we sampled down to 10,000 distinguishing features when more features than this were identified. The sampled features and their associated genes were then used for all heatmaps, such as gene and chromatin state combination plots, most abundant (dominant) chromatin state plots and gene expression difference plots. To sample the 10,000 distinguishing features that would be most informative, we prioritized genes that were associated with the greatest number of significant distinguishing features, breaking ties based on the \(P\) value of the most significant associated feature. Then, all features associated with the prioritized genes were chosen, until 10,000 features were reached.

Sampling distinguishing genes. All genes corresponding to sampled distinguishing features were retained.

Gene cluster identification. All clustering was based on hierarchical clustering using the complete linkage method based on Euclidean distances, as implemented by hclust in the R stats package66. After obtaining the dendrogram for the hierarchical clustering, we manually identified a cutoff for each comparison while taking into account cluster homogeneity and size. The resulting clusters were annotated on the heatmaps if they included at least 5% of all elements clustered. We also performed calculations for enriched gene sets and differentially expressed genes on these annotated clusters, as described in ‘gene set enrichment calculations’ and ‘significant expression differences of gene groups’.
Ordering of rows or columns. When ordering rows or columns, the dendrogram was generated based on the matrix values, which was then ordered by the means of the vectors.

Ordering of feature combination plots. When visualizing features as chromatin state and gene combinations, we set each cell value of the matrix to be the corresponding chromatin state number between 1 and 15 (based on the chromatin state order shown in Fig. 1a) if that gene (column) and chromatin state (row) combination was found to be a significant feature. Otherwise, the cell value was set to not applicable (NA). The colour scale for the heatmap was set so that each chromatin state number would map to its colour (as shown in Fig. 1a), with rows and columns ordered as described in ‘Ordering of rows and columns’.

Dominant chromatin state heatmaps. For each comparison, these heatmaps visualized the sampled distinguishing genes as columns and relevant epigenomes as rows. Each cell shows the corresponding colour for which chromatin state was most present for that gene in that epigenome. Colours for chromatin state were calculated as described in ‘Ordering of dominant chromatin state heatmaps’.

Ordering of dominant chromatin state heatmaps. The columns were ordered based on the column means according to the dendrogram for hierarchical clustering described in ‘Gene cluster identification’. The rows were ordered separately for the two biological groupings. First, for each group, we identified the dendrogram for the corrected feature values via hierarchical clustering of hclust56 and ordered the dendrogram based on the row means. Then, we simply concatenated the orderings for the two groups.

Gene expression heatmaps. Row (cell type) and column (gene) orderings were copied from the dominant chromatin state heatmaps, as described in ‘Ordering of dominant chromatin state heatmaps’. The colour of each cell represents the corresponding ln(RPKM+1) value for each gene and epigenome combination. The colour scale sets the minimum expression value to be red, the median to be white, and the maximum to be blue. Any epigenomes that had no expression data were plotted as white rows, for ease of comparison with other heatmaps.

Significant expression differences of gene groups. P values were calculated using the two-sided Mann–Whitney-Wilcoxon test on all expression values of relevant genes in one group of epigenomes against the other group of epigenomes. This analysis was performed on all the distinguishing genes identified in a comparison, as well as the clusters of sampled genes identified, as described in ‘Sampling distinguishing genes’ and ‘Gene cluster identification’.

Proportion of genes with differential gene expression. For each ChromDiff-identified gene (a gene associated with a significant feature for a given comparison), a two-sided Mann–Whitney-Wilcoxon test was used on gene expression values between each grouping of epigenomes. Benjamini–Hochberg FDR correction39 was used on these P values, and genes with adjusted P values <0.05 were considered to have significant differential gene expression. This allowed us to calculate the percentage of significant genes that had differential gene expression. This analysis was repeated for all the genes that were not identified by ChromDiff, for comparative purposes and to calculate the log odds ratios (see ‘Odds ratio calculation’).

Odds ratio calculation. We calculated the log odds ratio, 95% confidence interval and corresponding P values to quantify the relationship between epigenomically distinguishing genes and differentially expressed genes69,70. Specifically, we can define a as the number of distinguishing genes with differential expression, b as the number of distinguishing genes without differential expression, c as the number of non-distinguishing genes with differential expression and d as the number of non-distinguishing genes without differential expression. The log odds ratio, or ln(OR), is therefore ln(ades/bd2).

S.e. of the log odds ratio is calculated as s=e/2 b + c + 1 d. The 95% confidence interval of the log odds ratio is defined as ln(OR) ± 1.96 × s.e. Using a P value threshold of 0.05, there is a significant relationship between the distinguishing genes and differentially expressed genes when the 95% confidence interval for the log odds ratio does not include 0.

Specifically, the P value can be calculated from the z-score, as

z = − ln(OR)/s.e., and the corresponding P value is

P = 1 / 1 + exp(−2z).

Covariate correction for gene expression. Covariate correction was performed in the same way as described above (see ‘Covariate correction for ChromDiff features values the residuals were based on’), except that residuals were based on linear regression instead of logistic regression, due to the unbounded nature of RPKM values.

Randomized comparisons. To confirm the biological relevance of our results, we performed 100 randomization tests for each biological comparison. During each randomization trial, we randomly shuffled the labels on the epigenomes we were testing, thereby retaining groups of matched size to the original comparison. Then we performed the same covariate correction and statistical testing as described above, and counted the number of significant distinguishing features found, if any. Formally, let XA and XB be the sets of epigenomes that correspond, respectively, to the traits A and B of category C. (By definition, A = Female, B = Male, C = sex of donor.) Then define $X = \{X_A \cup X_B\}$. For each randomization trial $i \in \{1, ..., 100\}$, randomly draw a new $X_i^*$ from $X$ of size $|X_A|$ with uniform probability (without replacement). Then define $X_A^* = X - X_i^*$, which means, by construction, that $X_A^*$ will be of size $|X_B|$. Then, as described above, perform covariate correction for every category $C$ such that $C \neq C^*$, and perform the statistical Mann–Whitney–Wilcoxon test to identify distinguishing features as usual.

We then summarized our findings as shown in Fig. 1e and Fig. 1f. By counting the fraction of all randomized trials that resulted in any significant distinguishing features, and contrasting this with the fraction of biological comparisons that found significant distinguishing features. Specifically, Fig. 1e depicts, in blue, the following fraction:

$$\frac{\sum_{A,B} 1\{\text{comparisons of } X_A \text{and } X_B \text{ found significant features}\}}{\sum_{A,B} 1}$$

Specifically, Fig. 1f depicts, in blue, the following fraction:

$$\frac{\sum_{A,B} 100 \{\text{randomized trials found significant features}\}}{\sum_{A,B} 100}$$

Code. Code for ChromDiff, results presented here, instructions for usage, data used here and additional information can be found at http://compbio.mit.edu/ChromDiff. ChromDiff is freely available for download and usage under a GPL 3 license.

References


FTO Obesity Variant Circuitry and Adipocyte Browning in Humans

Melina Claussnitzer, Ph.D., Simon N. Dankel, Ph.D., Kyoung-Han Kim, Ph.D., Gerald Quon, Ph.D., Wouter Meuleman, Ph.D., Christine Haugen, M.Sc., Viktoria Glunk, M.Sc., Isabel S. Sousa, M.Sc., Jacqueline L. Beaudry, Ph.D., Vijitha Puvivindran, B.Sc., Nezar A. Abdennur, M.Sc., Jannel Liu, B.Sc., Per-Arne Svensson, Ph.D., Yi-Hsiang Hsu, Ph.D., Daniel J. Drucker, M.D., Gunnar Mellgren, M.D., Ph.D., Chi-Chung Hui, Ph.D., Hans Hauner, M.D., and Manolis Kellis, Ph.D.

ABSTRACT

BACKGROUND
Genomewide association studies can be used to identify disease-relevant genomic regions, but interpretation of the data is challenging. The FTO region harbors the strongest genetic association with obesity, yet the mechanistic basis of this association remains elusive.

METHODS
We examined epigenomic data, allelic activity, motif conservation, regulator expression, and gene coexpression patterns, with the aim of dissecting the regulatory circuitry and mechanistic basis of the association between the FTO region and obesity. We validated our predictions with the use of directed perturbations in samples from patients and from mice and with endogenous CRISPR-Cas9 genome editing in samples from patients.

RESULTS
Our data indicate that the FTO allele associated with obesity represses mitochondrial thermogenesis in adipocyte precursor cells in a tissue-autonomous manner. The rs1421085 T-to-C single-nucleotide variant disrupts a conserved motif for the ARID5B repressor, which leads to derepression of a potent preadipocyte enhancer and a doubling of IRX3 and IRX5 expression during early adipocyte differentiation. This results in a cell-autonomous developmental shift from energy-dissipating beige (brite) adipocytes to energy-storing white adipocytes, with a reduction in mitochondrial thermogenesis by a factor of 5, as well as an increase in lipid storage. Inhibition of Irx3 in adipose tissue in mice reduced body weight and increased energy dissipation without a change in physical activity or appetite. Knockdown of IRX3 or IRX5 in primary adipocytes from participants with the risk allele restored thermogenesis, increasing it by a factor of 7, and overexpression of these genes had the opposite effect in adipocytes from nonrisk-allele carriers. Repair of the ARID5B motif by CRISPR-Cas9 editing of rs1421085 in primary adipocytes from a patient with the risk allele restored IRX3 and IRX5 repression, activated browning expression programs, and restored thermogenesis, increasing it by a factor of 7.

CONCLUSIONS
Our results point to a pathway for adipocyte thermogenesis regulation involving ARID5B, rs1421085, IRX3, and IRX5, which, when manipulated, had pronounced pro-obesity and anti-obesity effects. ( Funded by the German Research Center for Environmental Health and others.)
O
besity affects more than 500 million people worldwide and contributes to type 2 diabetes, cardiovascular disorders, and cancer.1 Obesity is the result of a positive energy balance, whereby energy intake exceeds expenditure, resulting in the storage of energy, primarily as lipids in white adipocytes. Energy balance is modulated by food consumption and physical activity, as well as by the dissipation of energy as heat through constitutive thermogenesis in mitochondria-rich brown adipocytes in brown fat and through inducible thermogenesis in beige adipocytes in white fat.2–6 Thermogenesis is triggered by mechanisms within the cells themselves or by the sympathetic nervous system (e.g., through β-adrenergic receptor agonists), in response to exercise, diet, or exposure to cold. Regulators of mitochondrial thermogenesis (including IRF4, PGC1α, PRDM16, and TBX15) control the expression of the gene encoding uncoupling protein 1 (UCP1),4,7–9 which depolarizes the inner mitochondrial membrane, causing proton transfer and heat dissipation.

Body-mass index (BMI) has a strong genetic component (40 to 80% heritability) involving several genes that have expression in the hypothalamus and fulfill roles in appetite regulation.10,11 The strongest genomewide association signal lies in introns 1 and 2 of the gene FTO12,13; this region contains 89 common variants (Fig. 1A) that are in high linkage disequilibrium in Europeans (r2≥0.8)12,13 across approximately 47,000 nucleotides, which makes the identification of the likely causal variant challenging. The associated region lacks protein-altering variants, which has prompted numerous gene-regulatory studies14–21; these studies have predicted diverse and conflicting target genes and tissues, including FTO itself in a whole-body knockout,17 IRX3 in pancreas20 or brain,19 RBL2 in lymphocytes,21 and RPGRIP1L in brain.18 However, the identification of a mechanistic basis for the association between the FTO locus and obesity in humans has been elusive, the relevant cell types and target genes remain unresolved, and the causal variant remains uncharacterized. In this study, we sought to identify a causal variant with regulatory roles, its upstream regulator, and its downstream target gene in order to provide a candidate mechanistic basis for the association between FTO and obesity.

### METHODS

#### PARTICIPANTS

Primary human adipose–derived progenitor cell cultures were obtained from the subcutaneous adipose tissue of 100 healthy Europeans who were 20 to 50 years of age and had a BMI (the weight in kilograms divided by the square of the height in meters) of 20 to 24, which was in the normal range. The sample included 52 participants (hereafter referred to as risk-allele carriers) who were homozygous for the risk allele for the tag variant rs9930506 (which has been reported in genomewide association studies), as well as for the associated variants rs1421085 and rs1558902; together, these variants make up part of the risk haplotype, which in its entirety includes 89 variants in introns 1 and 2 of FTO that are common in European populations. The sample also included 48 participants who were homozygous for the nonrisk allele for all three of these variants (hereafter referred to as nonrisk-allele carriers). Primary cell cultures were used for the preparation of mitochondrial and nuclear messenger RNA, quantitative polymerase-chain-reaction (PCR) gene-expression analysis, assays of mitochondrial function and thermogenesis, determination of lipolysis rates, small interfering RNA–mediated knockdown, doxycycline-mediated overexpression, and CRISPR–Cas9 genome editing. In addition, whole adipose tissue and adipose-derived progenitor cells were obtained and RNA was isolated from a second European cohort of nongenotyped participants, including 12 severely obese patients (BMI, 35 to 52) who were undergoing bariatric surgery and 22 healthy nonobese participants (BMI, 18 to 28) who were undergoing elective surgery. We received approval from the local ethics committees in Germany, Norway, and Sweden. All participants gave written informed consent.

#### STUDY DESIGN

We used techniques of epigenomics, comparative genomics, human genetics, genome editing, and directed perturbations in samples from patients and from mice to dissect the regulatory circuitry and mechanistic basis of the FTO obesity-associated locus. Our methods are described in detail in the Methods section in the Supplementary Appendix, available with the full text of this article at NEJM.org.
On the basis of epigenomic annotations across 127 human cell types, we predicted the cell type in which the genetic variant was likely to act, and we validated the prediction with the use of haplotype-specific enhancer assays. We analyzed long-range chromatin interactions in the region surrounding FTO to define potential target genes, and to validate genetic targets, we conducted an expression quantitative-trait-locus (eQTL) analysis in primary human adipocytes from risk-allele carriers and nonrisk-allele carriers. We predicted the cellular processes affected by the obesity-associated variants on the basis of correlated expression with the target genes across participants, and we validated their genetic control with the use of a trans-eQTL analysis of energy-balance genes (i.e., an eQTL analysis of energy-balance genes at large genomic distances from the FTO locus) in adipocytes, as well as by measuring cellular phenotypes in risk-allele carriers and nonrisk-allele carriers. To examine the causal roles for the predicted target genes, we first used knockdown and overexpression of each target gene in primary human adipocytes from the subcutaneous fat of risk-allele carriers and nonrisk-allele carriers, followed by cellular phenotyping; second, we used generation of mice with a dominant negative allele of one of the target genes expressed in adipose tissue, followed by organism-level phenotyping, histologic measurements, and gene-expression profiling in major fat stores; and third, we used knockdown, overexpression, and knockout in three mouse adipocyte models.

We predicted the single-nucleotide variant (SNV) responsible for dysregulation of the target genes on the basis of a quantitative analysis of regulatory-motif conservation, and we used experimental alterations of the predicted causal nucleotide to validate its causality for enhancer activity and regulator binding. To predict the upstream regulator, we examined regulatory motif matches and regulator expression levels in adipocytes from obese and nonobese participants; we then experimentally validated its causality and epistasis with the risk haplotype by means of knockdown and overexpression in adipocytes from risk-allele carriers and nonrisk-allele carriers. Finally, we established the cell-autonomous causality of the predicted driver variant with the use of bidirectional CRISPR–Cas9 editing in primary cell and tissue types profiled by the Roadmap Epigenomics Project.15,16 For information on the colors used to denote chromatin states, see Figure S1A in the Supplementary Appendix. Vertical lines delineate the consecutive 10-kb segments shown in Panel A. ESC denotes embryonic stem cell, HSC and B cell Mesenchymal Epithelial Brain Muscle Heart Gastrointestinal tract Other

Figure 1. Activation of a Superenhancer in Human Adipocyte Progenitors by the FTO Obesity Risk Haplotype.
Panel A shows the genetic association with body-mass index (BMI) for all common FTO locus variants,14 including the reported single-nucleotide variant (SNV) rs1558902 (red diamond) and the predicted causal SNV rs1421085 (red square). Gray shading delineates consecutive 10-kb segments. CEU denotes a population of Utah residents with northern and western European ancestry, and LD linkage disequilibrium. Panel B shows chromatin state annotations for the locus across 127 reference epigenomes (rows) for cell and tissue types profiled by the Roadmap Epigenomics Project.15,16 For information on the colors used to denote chromatin states, see Figure S1A in the Supplementary Appendix. Vertical lines delineate the consecutive 10-kb segments shown in Panel A. ESC denotes embryonic stem cell, HSC hematopoietic stem cell, and iPSC induced pluripotent stem cell. Panel C shows human SGBS adipocyte enhancer activity, for 10-kb tiles, of the risk haplotype with the use of relative luciferase expression. The boxes indicate means from seven triplicate experiments, and T bars indicate standard deviations.

Panel A shows the genetic association with body-mass index (BMI) for all common FTO locus variants, including the reported single-nucleotide variant (SNV) rs1558902 (red diamond) and the predicted causal SNV rs1421085 (red square). Gray shading delineates consecutive 10-kb segments. CEU denotes a population of Utah residents with northern and western European ancestry, and LD linkage disequilibrium. Panel B shows chromatin state annotations for the locus across 127 reference epigenomes (rows) for cell and tissue types profiled by the Roadmap Epigenomics Project.15,16 For information on the colors used to denote chromatin states, see Figure S1A in the Supplementary Appendix. Vertical lines delineate the consecutive 10-kb segments shown in Panel A. ESC denotes embryonic stem cell, HSC hematopoietic stem cell, and iPSC induced pluripotent stem cell. Panel C shows human SGBS adipocyte enhancer activity, for 10-kb tiles, of the risk and nonrisk haplotypes with the use of relative luciferase expression. The boxes indicate means from seven triplicate experiments, and T bars indicate standard deviations.
mary adipocytes from risk-allele carriers and nonrisk-allele carriers, followed by measurement of target-gene expression, expression levels of energy-balance genes, and cellular phenotypic signatures of obesity in humans. Additional information on our methods is provided in the protocol (available at NEJM.org) and in the Supplementary Appendix.

RESULTS

EFFECT OF THE FTO LOCUS ON IRX3 AND IRX5 IN HUMAN ADIPOCYTE PROGENITOR CELLS

To identify the cell types in which the causal variant may act, we examined chromatin state maps of the FTO obesity region across 127 cell types. An unusually long enhancer (12.8 kb) in mesenchymal adipocyte progenitors indicated a major regulatory locus (Fig. 1B; and Fig. S1A, S1B, and S1C in the Supplementary Appendix). Haplotype-specific enhancer assays showed activity in association with the risk haplotype that was 2.4 times as high as that associated with the nonrisk haplotype in human SGBS adipocytes (i.e., adipocytes derived from a patient with the Simpson–Golabi–Behmel syndrome), which indicated genetic control of enhancer activity (Fig. 1C). Enhancers in brain cells and other cell types were considerably shorter than those in mesenchymal adipocyte progenitors and lacked allelic activity (Fig. S1C and S1D in the Supplementary Appendix).

To predict putative target genes, we examined large domains that had long-range three-dimensional chromatin interactions surrounding FTO and identified eight candidate genes (Fig. 2A and 2B). Among them, the developmental regulators IRX3 and IRX5 had genotype-associated expression, which indicated long-range (1.2-Mb) genetic control in primary preadipocytes (Fig. 2C). Genotype-associated expression was not observed in whole-adipose tissue, a finding consistent with previous reports; this indicated that the effect was cell type–specific and restricted to preadipocytes, which represent a minority of cells in adipose tissue (Fig. S2A in the Supplementary Appendix).

EFFECT OF THE FTO LOCUS ON MITOCHONDRIAL THERMOGENESIS AND LIPID STORAGE

To identify the biologic processes affected by altered IRX3 and IRX5 expression in adipocytes, we used genomewide expression patterns in brown adipocyte–containing perirenal adipose tissue from a separate cohort of 10 nongenotyped, healthy kidney donors to identify genes with expression that was positively or negatively correlated with IRX3 and IRX5 expression. Genes that are associated with mitochondrial functions were found to have a negative correlation with IRX3 and IRX5, and genes with FXR and RXR lipid-metabolism functions were found to have a positive correlation, which suggests that IRX3 and IRX5 may play roles in energy dissipation and storage (Fig. 3A, and Table S1 in the Supplementary Appendix). IRX3 and IRX5 had consistently higher mean expression in white adipose tissue from nine participants, as well as negative correlation with PGC1A and UCP1 expression, as assessed with the use of interindividual expression patterns in perithyroid brown adipose tissue (Fig. S2B and S2C in the Supplementary Appendix); these findings indicated potential roles for IRX3 and IRX5 in the repression of thermogenesis.

To examine the trans-eQTL genetic control of energy balance by the FTO obesity locus, we used primary preadipocytes from risk-allele carriers and nonrisk-allele carriers to evaluate the genes with mitochondrial and FXR and RXR functions that had expression patterns most closely correlated with those of IRX3 and IRX5, as well as several known markers of energy-balance regulation (Fig. S2D and S2E in the Supplementary Appendix).

These differences in expression were also reflected in the cellular signatures of obesity. Risk-allele carriers had increased adipocyte size, reduced mitochondrial DNA content, and a loss of UCP1 response to β-adrenergic stimulus or cold exposure (Fig. 3B and 3C, and Fig. S2F in the Supplementary Appendix), as well as resistance to isoproterenol-mediated uncoupling, a decreased basal oxygen consumption rate, and a reduction in mitochondrial thermogenesis by a factor of 5 (Fig. S2G in the Supplementary Appendix); this indicated excessive accumulation of triglycerides, reduced mitochondrial oxidative capacity, reduced white adipocyte browning, and reduced thermogenesis.
Adipocyte-Autonomous Effects of IRX3 and IRX5 on Energy Balance

We next quantified the effect that manipulation of IRX3 and IRX5 expression had on thermogenesis in primary preadipocytes that were isolated from both risk-allele carriers and nonrisk-allele carriers. In preadipocytes from risk-allele carriers, IRX3 and IRX5 knockdown restored oxygen consumption and thermogenesis response to nonrisk levels, increased thermogenesis by a factor of 7 (Fig. 3D), and restored UCP1 expression levels (Fig. S3A in the Supplementary Appendix). In preadipocytes from nonrisk-allele carriers, IRX3 and IRX5 overexpression reduced basal respiration and thermogenesis to risk-allele levels (with thermogenesis reduced by a factor of 8) (Fig. 3D) and decreased the expression of UCP1, other regulators of mitochondrial function and metabolic rate.
A

Mitochondrial Function Genes

FXR and RXR Activation Genes

B

Risk Allele

Nonrisk Allele

P = 0.03

C

Risk Allele

Nonrisk Allele

P = 0.008

D

IRX3 Knockdown

IRX3 Overexpression

IRX5 Knockdown

IRX5 Overexpression

Risk allele
Nonrisk allele
thermogenesis (PGC1A, PGC1B, and PRDM16), and the β-adrenergic receptor (ADRB3), which also regulates UCP1-independent thermogenesis programs (Fig. S3B and S3C in the Supplementary Appendix). These manipulations had no significant effect on preadipocytes from participants with the reciprocal genotypes, which indicated that IRX3 and IRX5 levels recapitulate the effect that the FTO genetic variant has on thermogenesis.

To examine the organism-level effects of the repression of Irx3 in adipose tissue, we used adipose Irx3 dominant-negative (aP2-Irx3DN) mice. These mice had pronounced antiobesity characteristics, including reduced body size, body weight, fat mass, white and brown fat depots, and adipocyte size (Fig. S4A through S4G in the Supplementary Appendix). These aP2-Irx3DN mice also had resistance to weight gain on a high-fat diet, increased energy expenditure both at night and during the day, and increased oxygen consumption both at room temperature (22°C) and in thermoneutral conditions (30°C), but they did not have significant differences across multiple populations (1000 Genomes Phase 1 data), a finding that is consistent with a potentially causal role.

To evaluate whether rs1421085 plays a causal
Figure 4. Disruption of a Conserved ARID5B Repressor Motif by Causal SNV rs1421085 in Humans.

Panel A shows disruption of an ARID5B repressor motif in the evolutionarily conserved motif module surrounding rs1421085. The sequences shown at the top of the panel indicate the frequencies of each nucleotide, with the size scaled to indicate the information content (measured as entropy) at each position. Panel B shows adapted phylogenetic module complexity analysis (PMCA) scores in the FTO region for all 82 noncoding SNPs in LD ($r^2 \geq 0.8$) with tag SNV rs1558902, which was identified in a genomewide association study; rs1421085 had the maximal score. Chromatin state annotation is shown for Roadmap Epigenomics reference genome E025, which corresponds to adipose-derived mesenchymal stem cells; for information on the colors used to denote chromatin states, see Figure S1A in the Supplementary Appendix. Panel C shows increased endogenous expression of IRX3 and IRX5 on single-nucleotide T-to-C editing of rs1421085 in the nonrisk haplotype of a nonrisk-allele carrier, using CRISPR–Cas9 (five clonal expansions). CRISPR–Cas9 re-editing from the engineered C risk allele back to a T nonrisk allele with the use of an alternative single guide RNA restores low endogenous IRX3 and IRX5 gene expression. Panel D shows reduced expression of IRX3 and IRX5 on C-to-T editing of the risk allele in adipocyte progenitors from a risk-allele carrier. Knockdown of ARID5B increases IRX3 and IRX5 levels, as compared with the nontargeting control (siNT), only in the rescued allele, but not in the risk allele.
role in enhancer activity, we introduced the C allele into the nonrisk haplotype in our luciferase reporter assay. The T-to-C single-nucleotide alteration increased enhancer activity levels for 10-kb and 1-kb segments centered on the variant, in both orientations and both upstream and downstream of the transcription start, which indicated a gain of enhancer activity in association with the rs1421085 risk allele (Fig. S6C and S6D in the Supplementary Appendix).

To evaluate the effect of the variant on regulator binding, we used electrophoretic mobility-shift assays (EMSAs) of adipocyte nuclear extract with probes for the risk allele and the nonrisk allele of rs1421085. We found binding for the nonrisk allele, T, which lacked enhancer activity, but no binding for the risk allele, C; this indicated that the increased enhancer activity associated with the risk allele is probably due to a loss of repressor binding rather than to a gain of activator binding (Fig. S6E in the Supplementary Appendix).

We examined disrupted motifs and regulator expression to identify potential upstream regulators. The T-to-C substitution disrupted conserved motifs for NKX6-3, LHX6, and the ARID family of regulators (Fig. 4A). Among them, ARID5B had the highest expression in adipose tissue and adipocytes and was bound specifically to the nonrisk allele in EMSA competition experiments (Fig. S6E and S6F in the Supplementary Appendix). ARID5B is known to play both repressive (Fig. S6E and S6F in the Supplementary Appendix). Consistent with ARID5B having a repressive role. No correlation was found in risk-allele carriers, which indicates a loss of ARID5B regulation (Fig. S6G in the Supplementary Appendix).

To evaluate the causal role of ARID5B, we next examined the effects of its knockdown and overexpression on IRX3 and IRX5. ARID5B knockdown increased IRX3 and IRX5 expression in primary preadipocytes from nonrisk-allele carriers to risk-allele levels, which indicates a loss of repression, but it had no effect on preadipocytes from risk-allele carriers, which indicates epistasis with the obesity-risk haplotype (Fig. S6H in the Supplementary Appendix). Consistent with this finding, in SGBS enhancer assays, ARID5B knockdown increased the activity of preadipocytes with the nonrisk allele to risk-allele levels, which indicates a loss of repression, but had no effect on risk-allele constructs, indicating epistasis with the rs1421085 risk allele (Fig. S6I in the Supplementary Appendix). ARID5B overexpression further reduced IRX3 and IRX5 levels in nonrisk-allele carriers, which indicated that repression was strengthened, but had no significant effect on risk-allele carriers, a finding consistent with impaired ARID5B repression in association with the risk haplotype (Fig. S6J in the Supplementary Appendix).

We also evaluated the cellular effects of ARID5B-directed perturbations in primary preadipocytes from risk-allele carriers and nonrisk-allele carriers. In preadipocytes from nonrisk-allele carriers, ARID5B knockdown reduced basal oxygen consumption and lipolysis (Fig. S6K and S6L in the Supplementary Appendix) and shifted expression patterns from mitochondrial to lipid markers (Fig. S2E in the Supplementary Appendix), which indicated that ARID5B plays causal roles in energy-balance regulation. In contrast, ARID5B knockdown had no effect on preadipocytes from risk-allele carriers, a finding consistent with a loss of ARID5B control.

These results suggest that the FTO obesity variant acts through disruption of ARID5B binding in the risk haplotype, leading to a loss of repression, a gain of enhancer activity, and increases in IRX3 and IRX5 expression (Fig. S6M in the Supplementary Appendix).

C-TO-T EDITING OF THE RS1421085 RISK VARIANT AND THE EFFECT ON THERMOGENESIS

Targeted genome editing technology involving CRISPR–Cas9 makes it possible to test the phenotypic effect of altering the predicted causal nucleotide rs1421085 in its endogenous genomic context, in isolation from the other obesity-associated genetic variants in the same haplotype. We used CRISPR–Cas9 in primary preadipocytes with two separate guide RNAs, one for rs1421085 C-to-T rescue of the ARID5B motif disruption in risk-allele carriers and one for rs1421085 T-to-C disruption of the ARID5B motif in nonrisk-allele carriers.

We first evaluated the effect of rs1421085 editing on IRX3 and IRX5 expression levels. Starting from preadipocytes of a nonrisk-allele carrier, T-to-C editing doubled endogenous IRX3 and IRX5 expression, to levels seen in risk-allele carriers.
carriers; starting from the edited preadipocytes, C-to-T re-editing back to the nonrisk allele restored low expression levels (Fig. 4C). Starting from the risk haplotype, C-to-T editing reduced IRX3 and IRX5 to nonrisk-allele levels, but only in the presence of ARID5B (Fig. 4D): this established that disruption of ARID5B repression by rs1421085 is the mechanistic basis of the IRX3 and IRX5 dysregulatory event that mediates the effects of the FTO locus on obesity.

Next, we evaluated the role of rs1421085 editing during differentiation of white and beige adipocytes, by studying differences in expression between edited and unedited preadipocytes during differentiation. Unedited adipocytes from a risk-allele carrier had a peak in IRX3 and IRX5 expression during days 0 and 2 of preadipocyte differentiation into adipocytes; expression during early differentiation was reduced to nonrisk-allele levels by rs1421085 editing, which indicated a causal role of rs1421085 in developmental gene expression programs (Fig. 5A). The causal role of rs1421085 was further reflected in a significant increase in the expression of thermogenesis regulators (ADRB3, Dio2, PGClα, and UCP1) and mitochondrial markers (NDUFA10, COX7A, and CPT1) in differentiating preadipocytes (Fig. 5B), which indicated that C-to-T editing of the risk allele rescued thermogenesis regulatory programs.

Last, we evaluated the role of rs1421085 editing in cellular signatures of obesity by quantifying phenotypic differences between edited and unedited adipocytes. A causal role in the regulation of energy balance was indicated by the fact that C-to-T rescue of rs1421085 in edited adipocytes resulted in a reduction in gene expression for lipid storage and lipolytic markers (Fig. S2E and S2A in the Supplementary Appendix), an increase by a factor of 4 in basal metabolic rate and β-adrenergic oxygen consumption, and an increase by a factor of 7 in thermogenesis (Fig. 5C, and Fig. S7B in the Supplementary Appendix). In particular, rescue of the ARID5B motif in C-to-T edited preadipocytes restored the strong dependence of mitochondrial respiration on ARID5B that is seen in nonrisk-allele carriers (Fig. S7C in the Supplementary Appendix).

These results indicate that the rs1421085 T-to-C single-nucleotide alteration underlies the association between FTO and obesity by disrupting ARID5B-mediated repression of IRX3 and IRX5. This disruption leads to a developmental shift from browning to whitening programs and loss of mitochondrial thermogenesis (Fig. 5D).

**DISCUSSION**

Our work elucidates a potential mechanistic basis for the genetic association between FTO and obesity and indicates that the causal variant rs1421085 can disrupt ARID5B repressor binding; this disruption results in derepression of IRX3 and IRX5 during early adipocyte differentiation. This process could lead to a cell-autonomous shift from white adipocyte browning and thermogenesis to lipid storage, increased fat stores, and body-weight gain.

To translate the results of genomewide association studies into mechanistic insights, we combined public resources (epigenomic annotations, chromosome conformation, and regulatory motif conservation), targeted experiments for risk and nonrisk haplotypes (enhancer tiling, gene expression, and cellular profiling), and directed perturbations in human primary cells and mouse models (regulator–target knockdown and overexpression and CRISPR–Cas9 genome editing). These methods are specific to the elucidation of noncoding variants, which constitute the majority of signals in genomewide association
FTO obesity variant and adipocyte browning

studies; 80% of the trait-associated loci identified in such studies lack protein-altering variants, and 93% of the top hits are noncoding.30

The FTO association with obesity is unusual in many ways. First, rs1421085 has both a high frequency and a strong effect size,31 which suggests positive selection or bottlenecks (e.g., 44% frequency in European populations vs. 5% in African populations). Second, rs1421085 has switchlike behavior in enhancer activity, target-gene expression, and cellular phenotypes, possibly because of selective pressures on energy-balance control for rapid adaptation. Third, rs1421085 acts specifically in the early differen-
tiation of preadipocytes, which emphasizes the importance of profiling diverse tissues, cell types, and developmental stages. Fourth, enhancer activity is found only for the risk allele, which emphasizes the importance of profiling both alleles. Finally, rs1421085 leads to a gain of function (increased enhancer, IRX3, and IRX5 activity); this is a rare property in protein-coding variants but may be common in noncoding variants.

The apparent genetic link between obesity and cell-autonomous adipocyte browning suggests a central role of beige adipocyte thermogenesis in whole-body energy metabolism in humans, a role that is consistent with that suggested in recent reports on PRDM16 in mice. IRX3 and IRX5 have evolutionarily conserved roles, and the ARID5B motif lies in a module that is functionally conserved across multiple mammalian species; this indicates that adaptive thermogenesis circuits are conserved, and IRX3 and IRX5 probably play both UCP1-dependent and UCP1-independent roles. Even though IRX3 and IRX5 dysregulation by rs1421085 was restricted to early differentiation, their effects persisted in mature adipocytes, and the targeting of these genes can have broader effects.

Last, we found that direct manipulation of the ARID5B–rs1421085–IRX3/IRX5 regulatory axis in primary cell cultures of adipocytes from patients reversed the signatures of obesity. This indicates that in addition to changes in physical activity and nutrition, manipulation of mitochondrial thermogenesis offers a potential third pathway for shifting between energy storage and expenditure in a brain-independent and tissue-autonomous way in humans.

In summary, our work elucidates a mechanistic basis for the strongest genetic association with obesity. Our results indicate that the SNV rs1421085 underlies the genetic association between the FTO locus and obesity. The SNV disrupts an evolutionarily conserved motif for the ARID5B repressor, which leads to loss of binding, derepression of a potent preadipocyte superenhancer, and activation of downstream targets IRX3 and IRX5 during early differentiation of mesenchymal progenitors into adipocyte subtypes. This results in a cell-autonomous shift from white adipocyte browning to lipid-storage gene expression programs and to repression of basal mitochondrial respiration, a decrease in thermogenesis in response to stimulus, and an increase in adipocyte size. Manipulation of the uncovered pathway, including knockdown or overexpression of the upstream regulator ARID5B, genome editing of the predicted causal variant rs1421085, and knockdown or overexpression of target genes IRX3 and IRX5, had a significant effect on obesity phenotypes.

Disclosure forms provided by the authors are available with the full text of this article at NEJM.org.

APPENDIX

The authors’ affiliations are as follows: Beth Israel Deaconess Medical Center and Hebrew SeniorLife, Gerontology Division, Harvard Medical School, Boston (M.C., Y.-H.H.); Massachusetts Institute of Technology (MIT) Computer Science and Artificial Intelligence Laboratory (M.C., G.Q., W.M., N.A.A., M.K.); and Broad Institute of MIT and Harvard, Cambridge (M.C., G.Q., W.M., M.K.); Clinical Cooperation Group “Nutrigenomics and Type 2 Diabetes” of the Helmholtz Zentrum München, German Research Center for Environmental Health, and Technische Universität München, Freising-Weihenstephan (to Dr. Claussnitzer); fellowships from the Heart and Stroke Foundation of Canada and the Hospital for Sick Children (to Dr. Kim); grants from the Canadian Institute of Health Research (to Drs. Hui and Drucker); and grants from Else Kröner-Fresenius Foundation, Virtual Institute “Molecular Basis of Glucose Regulation and Type 2 Diabetes” received from the Helmholtz Zentrum München, Western Norway Regional Health Authority, the Swedish federal government under the LUA/ALF agreement, and the National Institutes of Health (R01HG004037, R01GM113708, R01HG008155, and RCHG005334).

REFERENCES

Beige adipocytes are a distinct type of thermogenic fat cell in mouse and human. Cell 2012;150:366-76.

Copyright © 2015 Massachusetts Medical Society.
Supplementary Figures and Tables.

**Figure S1.** Cell type specificity and epigenomic annotations

Panel A shows 25-state chromatin state model using 12 imputed epigenomic marks learned jointly across 127 reference epigenomes. For each state (rows) are shown: the state abbreviation; the frequency with which each mark is expected in each state (emission parameters);
the genome coverage and functional enrichments for diverse annotations and conserved elements; the median observed and imputed DNA methylation and RNA-Seq signal; and a short description. Panel B shows lineage relationships of mesenchymal stem cells (MSCs) and MSC-derived lineages, including brown, white, and brite/beige adipocytes involved in lipid storage and energy dissipation. Epigenome identity (EID) numbers correspond to Roadmap Epigenomics$^1$ numbering of reference epigenomes. E114-E129 correspond to ENCODE project$^2$ reference epigenomes. Cell graphics modified with permission by Bio-Techne. Panel C shows that tissues and cell types with the longest enhancer lengths in the FTO locus include multiple mesenchymal-derived lineages, e.g., adipose-derived mesenchymal cells (12.8kb, E025), muscle progenitor cells (7kb, E052), and osteoblasts (1kb, E129). The super-enhancer active in adipose-derived mesenchymal cells is 15.2-fold longer than the median enhancer length (800bp, dashed red line). Panel D displays the result of allelic enhancer assays for Segment 1 across five cell types, including both BMI-relevant cell types and control cell types, measured by relative luciferase expression. Non-risk haplotype (blue) and risk rs1421085 allele (red) introduced as a single nucleotide alteration on the non-risk haplotype were tested for segment 1, by transfection in SGBS adipocytes, HT22 neuronal cells, C2C12 muscle cells, Huh7 hepatocytes and K562 lymphoma cells. Enhancer activity was measured by relative luciferase expression and normalized to the mean ratio from pGL4.22-TK promoter construct. Risk allelic enhancer activity was specifically observed in human SGBS adipocytes (n=7). P-values: t-test, Error bars: SD.
Figure S2. Allele-dependent association of IRX3 and IRX5 with lipid storage and mitochondrial function genes in human adipose cells

Panel A shows risk (n=13) and non-risk (n=13) homozygous participant mRNA expression for IRX3 and IRX5 measured using qPCR (normalized to HPRT) in adipose mesenchymal cells (left, as in Fig. 1F) cultured, induced to differentiate, and harvested after 2 days, and for whole adipose tissue (right), demonstrating lack of eQTLs in whole-adipose tissue and the
importance of adipocyte-specific measurements. Panel B shows reduced expression of IRX3 and IRX5 in perithyroid brown adipose tissue (BAT) vs. subcutaneous white adipose tissue (scWAT) for healthy persons, measured by Affymetrix microarrays (n=9) (IRX3 probe set 229638_at, IRX5 probe set 210239_at), consistent with repression of thermogenesis in white WAT. P-values: t-test, Error bars: SEM. Panel C shows negative correlation between IRX3 (Affymetrix microarray probe set 8001449) and IRX5 (probe set 7995668) mRNA levels and both mitochondrial biogenesis marker PGC1A (probe set 8099633), and uncoupling protein UCP1 (probe set 8102904) in human perirenal white subcutaneous adipose tissue containing brown adipocytes, obtained from healthy kidney donors (n=10). Panel D shows reduced risk-allele expression of gene markers for mitochondrial function (green), catabolic lipid metabolism (blue), and adipocyte differentiation (orange), and increased risk-allele expression of gene markers for anabolic lipid metabolism (red), measured using qPCR in primary adipose cells isolated from participants homozygous for the non-risk (n=18) and risk allele (n=20). Risk allele carriers show reduced adipocyte differentiation marker PPARG2 (orange), indicating reduced adipocyte turnover. IRX3 and IRX5 (black) are also shown as reference. Panel E shows the fold change (Fold) and significance (Pval) of expression changes for the 20 genes that are most positively (n=10) and negatively (n=10) correlated with inter-individual expression of IRX3 and IRX5 (Fig. 2A) for three settings: the risk allele-dependent gene expression in isolated adipocyte progenitors (as shown in Fig. 1F for IRX3 and IRX5); upon ARID5B knock-down (as shown in Fig. S6H for IRX3 and IRX5); and after T-to-C allele editing by CRISRP/Cas9 (as shown in Fig. 4A for IRX3 and IRX5). Correlation coefficients are Spearman’s rho (n = 10 perirenal white adipose tissue containing brown adipocytes from Fig. 2A). p-values were calculated by Mann Whitney U test. Panel F shows reduced UCP1 gene expression from risk allele patients (n=8) compared to non-risk allele participants (n=8) for baseline, cold exposure (incubation at 30°C for 6 hours) and isoproterenol-mediated β3-adrenergic receptor activation (1 µmol/l, 12 hours) indicative of thermogenic response in adipocytes. Panel G shows reduced basal and isoproterenol-stimulated (coupled and uncoupled) respiration (oxygen consumption rate, OCR) in isolated adipocyte progenitor cells from risk (n = 26) vs. non-risk (n=20) homozygous participants after 2 days after differentiation, revealing disrupted mitochondrial function and thermogenesis response.
Figure S3. Regulatory roles of *IRX3* and *IRX5* in adipocyte mitochondrial thermogenesis in humans.

Panel A shows rescue of UCP1 gene expression levels upon knock-down of IRX3 or IRX5 in risk-allele carriers (n=10), restoring protective-allele UCP1 expression levels, but no change in UCP1 expression for IRX3 or IRX5 knock-down in protective-allele participants (n=8). The cells were induced to differentiate concomitant with siRNA treatment and collected after two days. Panel B shows reduced expression of mitochondrial activity marker genes upon doxycycline-induced overexpression of *IRX3* and *IRX5* in adipocyte progenitors specifically in non-risk (n=8) vs. risk (n=10) participants. Panel C shows reduced UCP1 expression upon IRX3 or IRX5 overexpression in differentiating primary human adipocyte progenitor cells from protective-allele (n=8) participants, resulting in risk allele participant UCP1 levels, but no change in UCP1 expression upon IRX3 or IRX5 overexpression in risk-allele participants (n = 10). The cells were induced to differentiate concomitant with Doxycycline and collected after two days. Target gene expression measured by qPCR was normalized to *HPRT* mRNA.
Figure S4. Anti-obesity phenotypes in Adipo-Irx3DN transgenic mice.

A. Body weight (g) vs. age (weeks) for Control and aP2-Irx3DN transgenic mice.

B. Body weight gain (g) from 8-18 weeks for Control and aP2-Irx3DN transgenic mice.

C. Total fat mass (per body weight) for Control and aP2-Irx3DN transgenic mice on Normal and High-fat diets.

D. Relative mRNA levels for Pparg and Ppargc1a in Control and aP2-Irx3DN transgenic mice on Normal and High-fat diets.

E. White adipose tissue distribution in Control and aP2-Irx3DN transgenic mice on Normal and High-fat diets.

F. White adipose tissue distribution in Control and aP2-Irx3DN transgenic mice on Normal and High-fat diets.

G. Liver and adipose tissue weights in Control and aP2-Irx3DN transgenic mice on Normal and High-fat diets.

H. Energy expenditure (kcal/hr/kg) normalized to lean mass for Control and aP2-Irx3DN transgenic mice.

I. Energy intake (kcal/day) for Control and aP2-Irx3DN transgenic mice.

J. Lean mass (per body weight) for Control and aP2-Irx3DN transgenic mice on Normal and High-fat diets.

K. Locomotor activity (Counts per hour) for Control and aP2-Irx3DN transgenic mice on Normal and High-fat diets.

L. Fat mass ratio (% of control) for Control and aP2-Irx3DN transgenic mice on Normal and High-fat diets.

M. Relative mRNA levels for Pparg, Ppargc1a, Prdm16, Ucp1, and Acacb in Control and aP2-Irx3DN transgenic mice on Normal and High-fat diets.

N. Relative mRNA levels for Acacb, Lep, Ppara, and Pparg in Control and aP2-Irx3DN transgenic mice on Normal and High-fat diets.

O. Adipocyte cross-section area (µm²) for Control and aP2-Irx3DN transgenic mice.

P. Relative Irx3-EnR transgene level in Control and aP2-Irx3DN transgenic mice.

Q. Relative mRNA levels for Fto and Adipoq in Control and aP2-Irx3DN transgenic mice.

R. Relative mRNA levels for Scilp1 in Control and aP2-Irx3DN transgenic mice.
All panels show phenotypic consequences of a adipocyte-specific repression of Irx3 by expression a dominant-negative form of Irx3 in adipose cells (green; aP2-Cre;Irx3EnR), compared to littermate controls (grey; EnR). Panels A and B show reduced body weight for Adipo-Irx3DN mice, and reduced body weight gain on a high-fat diet (n=11 normal diet, n=10 high-fat) vs. controls (n=12 normal diet, n=6 high-fat diet). Panel C shows reduced total fat mass as a percentage of total body mass in Adipo-Irx3DN mice vs. controls (white and brown adipose tissue combined). Panel D shows reduced adipose tissue weight for major fat stores for Adipo-Irx3DN mice vs. controls, but no difference in liver. Panel E shows reduced body size of aP2-Irx3DN transgenic mice expressing a dominant negative form of Irx3 in adipose cells (aP2-Cre;Irx3EnR). Panel F shows reduced adipose tissue mass in Adipo-Irx3DN vs. controls measured at 18 weeks of age after a high-fat diet introduced at 8 weeks. Panel G shows 4-fold reduced adipocyte size in white and brown fat sections upon high-fat diet for Adipo-Irx3DN mice vs. control. Panel H shows increased energy expenditure for aP2-Irx3DN mice vs. controls after 8 days at thermoneutrality (30ºC), measured by indirect calorimetry (n = 3 per group). Panel I shows increased oxygen consumption in Adipo-Irx3DN vs. controls (normalized to lean mass), a marker of increased energy expenditure. Difference is seen both during the day and during the night, indicating that it is not due to increased locomotor activity. Panel J shows increased fraction of lean mass per body weight in Adipo-IRX3DN mice vs. controls. Panel K shows unchanged energy intake in Adipo-Irx3DN mice vs. controls. Panel L shows unchanged locomotor activity in Adipo-Irx3DN mice vs. controls. Panel M shows increased expression of mitochondrial function genes in adipose tissues of Adipo-Irx3DN mice vs. controls. Panel N shows increased expression of lipid catabolism marker Acacb in Adipo-Irx3DN mice vs. controls, decreased expression of lipid storage marker Lep, and increased expression of adipocyte differentiation marker Pparg, measured by qPCR with normalization to β-actin (Actb) mRNA. (n = 9-11). Panel O show distribution and and average of cross-sectioned area of subcutaneous white adipocytes, revealing reduced white adipocyte size for Adipo-IRX3DN compared to control mice. Panel P shows 57% reduced fat-mass ratio vs. control for aP2-Irx3DN mice vs. 25% reduction for Irx3 knock-out mice, and 19% for Ins2-Irx3DN. Panel Q confirms robust expression of Adipo-IRX3DN adipose-specific dominant negative Irx3-EnR transgene in all measured adipose tissues, and robust expression of Hypo-IRX3DN hypothalamus-specific dominant negative Irx3-EnrR transgene in Hypothalamus, but no significant expression in the wrong tissues, indicating that the phenotypes we observe for Adipo-Irx3DN are not due to ectopic expression in hypothalamus. Panel R shows unchanged endogenous Fto mRNA level in Adipo-Irx3DN vs. controls in adipose tissues, indicating that Fto itself had no role in the anti-obesity phenotype.

Sc=subcutaneous/inguinal. Vc=Visceral. WAT=White Adipose Tissue. BAT=interscapular brown adipose tissue.
Figure S5. Cell-autonomous regulation of obesity phenotypes by Irx3 and Irx5 in mouse adipocytes.

Panel A shows decreased lipid accumulation in cultured mouse embryonic fibroblasts (MEFs) from Irx3/5 double knock-out (DKO) mice, measured by Oil Red O lipid staining after 8 days of in vitro adipocyte differentiation, indicating cell-autonomous regulation of obesity-related phenotypes. Panel B shows reduced expression of the lipid carrier gene aP2/Fabp4, a marker of lipid stores, but increased expression of adipocyte differentiation markers Pparg and Cebpalpha in Irx3/5 DKO MEFs. Panels C-D show that overexpression of Irx3 or Irx5 in 3T3-L1 cells leads to increased lipid accumulation visualized by Oil-Red-O lipid staining (Panel C) and increased mRNA expression of Fabp4 (Panel D). The images are representative of phase-contrast microscopic views of the 3T3-L1 adipocytes on day 4 post-differentiation, and Oil-Red-O lipid staining on day 8 post-differentiation. Irx3 overexpression did not influence Irx5 levels, and Irx5 overexpression did not influence Irx3 levels, indicating that the two act in parallel without cross-regulation or feedback. Panel E shows that IRX3
and IRX5 overexpression leads to reduced UCP1 expression, measured in a luciferase assay using a reporter construct containing the human UCP1 promoter fused to the luciferase gene. The reporter was co-transfected in ME3 beige preadipocytes with plasmid encoding human IRX3 or IRX5 (0.1, 0.5 or 1.0 µg). Repression is seen for both basal (grey, no isoproterenol and 9-cis retinoic acid) and stimulated (blue, isoproterenol and 9-cis retinoic acid), with a significantly more pronounced repression upon stimulation, consistent with reduced thermogenesis. n = 3. Error bars: SEM.
Figure S6. Regulatory circuitry of ARID5B, rs1421085, IRX3 and IRX5 in human adipocytes.

Panel A shows a multiple sequence alignment of the 1kb region surrounding the evolutionarily-conserved motif module disrupted by the predicted causal variant rs1421085. Panel B
shows the Phylogenetic Complexity Module Analysis (PMCA) scores for all single nucleotide variants (SNVs) in the FTO obesity locus, revealing rs1421085 as the top-scoring SNV for all tested parameters. TFBS=transcription factor binding sites. Panel C shows increased enhancer activity upon transfection into human SGBS preadipocytes (n=9) for 10kb and 1kb segments centered at rs1421085 upon introduction of the rs1421085 risk variant (red) on the non-risk haplotype (blue), but no change for 100bp. Panel D shows orientation- and position-independent gain of enhancer activity for the 1kb region centered on rs1421085, upon T-to-C single-nucleotide editing of the non-risk allele in a luciferase enhancer reporter assay fused to a basal pGL4.22-TK promoter in SGBS adipocytes (n = 9). Panel E shows increased binding for the non-risk T allele (intact ARID5B motif) vs. the risk C allele (disrupted ARID5B motif) using electrophoretic mobility shift assays (EMSA) using human adipocytic nuclear extract. Binding in the T allele is competed away by increasing amounts of canonical ARID5B motif (AATAT) unlabeled competing probe. The C allele shows no binding (no shifted probe band) even without unlabeled probe competition. Panel F shows whole tissue and adipose stromal cell expression for ARID5B, LHX6, NKX6-3 and other ARID family members based on Illumina microarrays for lean (n=13) and obese (n=17) participants. Panel G shows inverse correlation between ARID5B and IRX3/IRX5 expression using HPRT-normalized qPCR in adipocyte progenitors specifically from non-risk participants (n=18), but no correlation for risk participants (n=20). Panel H shows increased IRX3 and IRX5 levels upon siRNA knock-down of ARID5B in primary adipocytes progenitor cells non-risk participants (n=18), bringing expression to risk levels, but no change for risk participants (n=20). Panel I shows loss of enhancer activity for the 1kb region surrounding rs1421085 upon C-to-T single-nucleotide editing rescue of the C risk allele (restoring the disrupted ARID5B motif). Enhancer activity measures luciferase expression relative to a basal promoter in SGBS adipocytes (n=9). Knock-down of the ARID5B repressor has no effect on enhancer activity in the risk haplotype (lacking the motif), but it leads to loss of repression in the edited construct. This cis-/trans- conditional analysis indicates that enhancer repression occurs only when both the intact motif and the intact factor are present (green, siNT), and absence of either the repressor (siARID5B) or the repressor motif (red) leads to loss of repression, indicating causal role for the ARID5B repressor and the rs1421085 nucleotide variant. Panel J shows endogenous decrease of IRX3 and IRX5 mRNA levels upon ARID5B overexpression in homozygous non-risk (n=18) primary human adipocyte progenitor cells, indicating moderately increased repression. No change is seen in risk allele (n=20) carriers (disrupted ARID5B motif). Panel K shows that knock-down of the ARID5B repressor leads to reduced basal oxygen consumption rate (OCR) in primary human adipose cells from non-risk (n=18) participants (intact ARID5B motif), resulting in risk-allele levels. ARID5B knock-down has no effect on risk allele (n=20) participants (disrupted ARID5B motif). This cis-/trans- conditional analysis indicates
causality of the ARID5B upstream repressor acting through the non-risk haplotype. Panel L shows that knock-down of the ARID5B repressor leads to reduced lipid catabolism (catecholamine-stimulated lipolysis rate) estimated by glycerol concentration in the culture medium after isoproterenol stimulation vs. unstimulated (basal) in primary human adipose cells from non-risk (n=18) participants. No change is seen in risk participants (n=20). This cis-/trans- conditional analysis indicates causality of the ARID5B upstream repressor acting through the non-risk haplotype. Panel M summarizes our regulatory model: in the non-risk allele (blue), the ARID5B repressor binds an intact DNA motif and represses enhancer activity. In the risk allele (red), and T-to-C single-nucleotide variant at rs1421085 disrupts the ARID5B motif, leading to loss of DNA binding, activation of the pre-adipocyte enhancer, and activation of the downstream target genes IRX3 and IRX5.
Figure S7. Phenotypic effects of rs1421085 circuitry on oxygen consumption and glycerol release.

Panel A shows increased endogenous expression of lipid catabolism marker ACACB and reduced expression of lipid storage markers upon CRISPR/Cas9 single-nucleotide C-to-T genome editing of the rs1421085 risk allele, indicating a shift from energy storage to energy dissipation. Panel B shows increased basal (control) and stimulated (isoproterenol) respiration (oxygen consumption rate) in differentiating primary human adipocyte progenitors upon CRISPR/Cas9 T-to-C editing of rs1421085 rescuing the risk allele (n=5 clonal expansions), indicating that the single-nucleotide change is sufficient to rescue isoproterenol-stimulated increase in cellular energy expenditure indicative of uncoupled respiration and thermogenesis. Panel C shows increased respiration (oxygen consumption rate, OCR) upon C-to-T single-nucleotide rescue of rs1421085 in primary adipocytes from risk-allele participants by CRISPR/Cas9 genome editing of the endogenous locus, indicating single-nucleotide variant causality. Knock-down of ARID5B has no effect on risk-allele carriers (red), but results in decreased respiration in the edited-allele adipocytes (green), indicating causality of the ARID5B repressor acting through the rs1421085 non-risk allele. n = 10 clonal expansions were induced to differentiate into adipocytes concomitant with siRNA transfection and analyzed after two days.
Supplementary Appendix

Causal FTO Obesity Variant Circuitry and Adipocyte Browning in Humans

Table of Contents

List of Investigators _______________________________ 3

Methods ____________________________________________ 3

Overview _____________________________________________ 3
I: Identify the cell type of action of obesity-associated variants. _________________ 4
   a. Computational prediction of cell type of action using epigenomic annotations. ______ 4
   b. Experimental validation of enhancer activity in a human adipocyte cell line. __________ 5
   c. Validation of genetic control and narrowing down candidate region using enhancer assays in risk and non-risk haplotypes. ___________________________ 6
   d. Validation of adipocyte specificity by enhancer assays in diverse cell types. __________ 7
II: Identifying the target genes of the obesity-associated variants. ________________ 8
   a. Predict putative target genes using long-range chromosome interactions. ____________ 8
   b. eQTL analysis of putative target genes to identify targets under genetic control. _______ 8
III: Recognize cellular processes affected by obesity-associated variants in humans. ___ 10
   a. Predict target cellular processes using expression correlation across participants. ______ 10
   b. Provide expression support for roles in adipocyte browning and thermogenesis. ______ 10
   c. Validate genetic control of expression for energy balance genes in adipocytes. _________ 11
   d. Validate genetic control of browning-associated cellular phenotypes in humans. _________ 12
IV: Demonstrate causal roles for IRX3 and IRX5 in adipocyte thermogenesis and obesity in humans and mice. __________________________________ ________ 13
   a. Validation of molecular and cellular phenotypes of thermogenesis in humans. ________ 14
   b. Anti-obesity effects of Irx3 adipose dominant negative in mice. ______________________ 14
   c. Validation of energy balance phenotypes using Irx3 and Irx5 manipulations in mouse adipocytes. ___________________________________________ 17
V: Identification and validation of the causal variant rs1421085. _________________ 18
   a. Computational prediction of causal nucleotide. ____________________________ 18
   b. Experimental validation that predicted nucleotide alters enhancer activity. __________ 19
   c. Experimental validation that predicted nucleotide alters transcription factor binding. _____ 20
VI: Prediction and validation of the upstream regulator ARID5B. _________________ 21
   a. Computational prediction of candidate regulators based on motif matches. ___________ 21
b. Expression-based prediction of likely causal regulator in humans. ____________________ 21

c. Experimental validation of the predicted regulator ARID5B in human cells. __________ 22

d. Experimental validation of regulator binding _________________________________ 22

VII: Validation of variant causality by genome editing. ___________________________ 23

a. Genome editing methodology. ________________________________________________ 23

b. Bi-directional editing of risk and non-risk adipocytes. ____________________________ 24

c. Establishment of causality for repression and temporal context dependency. ________ 24

d. Establishment of causality for cellular phenotypes of mitochondrial function and
thermogenesis. __________________________________________________________________ 24

Author Contributions _____________________________________________________ 25

Acknowledgements ______________________________________________________ 26

Statistical Analysis Plan __________________________________________________ 26

Supplementary Appendix References _________________________________________ 27

Supplementary Figures and Tables. ________________________________________ 29

Figure S1. Cell type specificity and epigenomic annotations ______________________ 29

Figure S2. Allele-dependent association of IRX3 and IRX5 with lipid storage and
mitochondrial function genes in human adipose cells _____________________________ 31

Figure S3. Regulatory roles of IRX3 and IRX5 in adipocyte mitochondrial thermogenesis in
humans. ____________________________________________________________________ 33

Figure S4. Anti-obesity phenotypes in Adipo-Irx3DN transgenic mice. ______________ 34

Figure S5. Cell-autonomous regulation of obesity phenotypes by Irx3 and Irx5 in mouse
adipocytes. __________________________________________________________________ 36

Figure S6. Regulatory circuitry of ARID5B, rs1421085, IRX3 and IRX5 in human
adipocytes. __________________________________________________________________ 38

Figure S7. Phenotypic effects of rs1421085 circuitry on oxygen consumption and glycerol
release. ______________________________________________________________________ 41

Table S1. Enrichment in functional categories for genes co-expressed with IRX3 and IRX5
(Ingenuity Toxicity Lists) __________________________________________________________________ 42
List of Investigators
Melina Claussnitzer, Simon Nitter Dankel, Kyoung-Han Kim, Gerald Quon, Wouter Meuleman, Christine Haugen, Viktoria Glunk, Isabel Sophia Sousa, Jacqueline L. Beaudry, Vijitha Puvindravan, Nezar A. Abdennur, Jannel Liu, Per-Arne Svensson, Yi-Hsiang Hsu, Daniel J. Drucker, Gunnar Mellgren, Chi-Chung Hui, Hans Hauner, Manolis Kellis

Methods

Overview
To dissect the mechanistic basis of the genetic association between non-coding genetic variants in the FTO locus and obesity, we took the following steps:

I. Identify the cell type where obesity-associated variants act in humans: (a) predicted adipocyte progenitors using epigenomic annotations across multiple human tissues and cell types, and (b-d) validated using enhancer assays for risk and non-risk alleles.

II. Identify the genes whose expression is altered by the obesity-associated variants in humans: (a) predicted 8 candidates using topologically-associated domains surrounding the FTO obesity locus, and (b) validated IRX3 and IRX5 using eQTL analysis in human adipocyte progenitors from risk and non-risk homozygous participants.

III. Recognize the cellular processes affected by the genetic locus and its targets in humans and mice, (a) predicted using genome-wide expression correlation with IRX3 and IRX5, and (b-d) validated using gene expression and cellular phenotypes measured in risk and non-risk participants.

IV. Demonstrate that IRX3 and IRX5 control energy balance phenotypes in humans and mice, using (a) direct manipulation of IRX3 and IRX5 in risk and non-risk participants, (b) direct manipulation of Irx3 and Irx5 in three mouse cellular models; (c) generation of adipose dominant negative Irx3 mice followed by organismal and cellular phenotypes.

V. Distinguish the causal nucleotide variant among 89 candidate variants, (a) predicted using evolutionary conservation scores for regulatory motif combinations, and (b-c) validated using single-nucleotide alterations in human enhancer reporter assays and electrophoretic mobility shift assays.

VI. Identify the upstream regulator whose activity is altered by the causal variant, (a-b) predicted ARID5B using regulatory motif matches and high TF expression levels in human adipocyte progenitors and adipose tissue, and (c-d) validated using combined
ARID5B and rs1421085 manipulations in enhancer assays, regulator binding competition experiments via EMSA; and ARID5B manipulations in risk and non-risk participants followed by IRX3 and IRX5 expression.

VII. Evaluate variant causality in its genomic context by single-nucleotide editing, (a) using CRISPR/Cas9 in primary human adipocytes from risk and non-risk participants, and evaluating (b) gene expression changes in IRX3 and IRX5 after bi-directional editing and (c-d) restoration of adipocyte browning signatures by C-to-T editing in the risk background, including restoration of mitochondrial expression programs, decreased lipid storage markers, and restoration of both basal respiration and stimulated mitochondrial thermogenesis.

We describe each of these steps in detail next, in the order presented in our manuscript.

I: Identify the cell type of action of obesity-associated variants.

Our first goal in dissecting the FTO non-coding association with obesity (Fig. 1A) was to identify the cell type in which the obesity-associated variants may act.

a. Computational prediction of cell type of action using epigenomic annotations.

Rationale. Unlike protein-coding genes, where gene expression levels can be used to predict where a gene is most likely to act, for non-coding regions, we used epigenomic annotations associated with regulatory region activity to predict in an unbiased way the cell type in which the genetic variants may act.

Chromatin state segmentations. We used publicly-available datasets of chromatin state annotations in 127 reference epigenomes (Fig. 1B, S1A) from the Roadmap Epigenomics and ENCODE projects. These include a large number of primary cells and tissue types, enabling an unbiased approach for predicting relevant cell types (Fig. S1B). These are available for download at http://compbio.mit.edu/roadmap/ and can be visualized in the WashU Epigenome Browser.

We used annotations of chromatin states based on combinations of histone modification marks, using a 25-state model predicted by ChromHMM, using 12 histone modification marks imputed by ChromImpute.

Enhancer annotations. To identify putative distal regulatory elements, we focused on enhancer states (states 9-18), defined by high levels of enhancer-associated marks (H3K4me1 and H3k27ac) and lower levels of promoter-associated marks (H3K4me3, H3K4me2, H3K9ac). To recognize master regulatory loci, we combined consecutive enhancer elements into clusters by joining pairs of elements that were 200bp apart or less (one quarter of the
median length of enhancers), and evaluated total cluster length (Fig. S1C). We included transcribed enhancers (states 9-12) that also show transcription-associated marks (H3K36me3, H4K20me1, H3K79me2), active enhancers (states 13-15) that show relatively stronger H3K27ac, and weak enhancers (states 16-18) that show relatively weaker H3K27ac.

b. Experimental validation of enhancer activity in a human adipocyte cell line.

Rationale. We next sought to validate experimentally that the region showing epigenomic signatures associated with enhancer function in adipocyte cell types from the Roadmap Epigenomics project\(^1\) (Adipose-Derived Mesenchymal Stem Cells, E025) does indeed function as an enhancer in human adipocytes (Fig. S1D), as predicted by its epigenomic signatures.

Luciferase-based enhancer reporter assays. To examine enhancer activity we performed luciferase reporter gene assays in human SGBS (Simpson–Golabi–Behmel Syndrome) adipocytes. Specifically, we evaluated the activity of candidate regulatory elements by cloning them upstream of a luciferase gene, transferring the resulting reporter construct into cell lines, and measuring expression of the luciferase reporter gene to quantify the activity of the enhancer.

Cloning of reporter constructs. For the promoter construct, we cloned a 752 bp thymidine kinase (TK) promoter upstream of the firefly luciferase gene into the EcoRV and BglII sites of the pGL4.22 firefly luciferase reporter vector (Promega). We subcloned enhancer regions upstream of the TK promoter into the KpnI and SacI sites of the pGL4.22-TK vector in forward orientations.

SGBS adipocyte cell culturing. We cultured the human preadipocyte SGBS cell line as previously described\(^6\) in DMEM/Ham's F12 (1:1) medium (supplemented with 10% FCS, 17 μM biotin, 33 μM pantothenic acid and 1% penicillin/streptomycin). To promote adipose differentiation of the SGBS cell line, we grew cells to confluence. For induction of adipocyte differentiation we cultured in serum free MCDB-131/DMEM/Ham's F12 (1:2) medium supplemented with 11 μM biotin, 22 μM pantothenic acid, 1% penicillin/streptomycin, 10 μg/ml human transferrin, 66 nM insulin, 100 nM cortisol, 1nM triiodothyronine, 20 nM dexamethasone, 500 μM 3-isobutyl-1-methyl-xanthine (Serva, Germany) and 2 μM rosiglitazone (Alexis, Germany). We maintained cells at 37°C and 5% CO₂.
Transfection in SGBS adipocytes. We transfected SGBS adipocytes (12-well plate, 8 x 10^4 / well) at day four after the induction of differentiation (80% confluence) with 2 µg of the respective pGL4.22-TK construct and 2 µl Lipofectamine reagent. We co-transfected the firefly luciferase constructs with the ubiquitin promoter-driven Renilla luciferase reporter vector pRL-Ubi to normalize the transfection efficiency. Twenty-four hours after transfection, we washed the cells with PBS and lysed in 1x passive lysis buffer (Promega, Germany) on a rocking platform for 30 min at room temperature.

Measurement of luciferase activity. We measured firefly and Renilla luciferase activity (substrates D-luciferin and Coelenterazine from PJK, Germany) using a Luminoscan Ascent microplate luminometer (Thermo) and a Sirius tube luminometer (Berthold). We calculated the ratios of firefly luciferase expression to Renilla luciferase expression and normalized to the TK promoter control vector, i.e. enhancer activity.

c. Validation of genetic control and narrowing down candidate region using enhancer assays in risk and non-risk haplotypes.

Rationale. Having established that the region underlying the enhancer signatures can function as an enhancer, we next sought to establish genetic control by the FTO obesity-associated variants, by separately testing the risk and the non-risk haplotypes.

Enhancer Tiling Assays. Given the large size of the obesity-associated region, we used tiling assays to narrow down the region of association. We tiled the 47kb FTO obesity risk locus in five 10kb segments, and synthesized each as a plasmid vector (Life Technologies). The five 10kb tiles were: segment 1: chr16:53799507-53809507; segment 2: chr16:53809507-53819507; segment 3: chr16:53819507-53829507; segment 4: chr16:53829507-53839507; segment 5: chr16:53839507-53849507. We also tested a 1kb interval centered on the rs1421085 variant (chr16: 53,800,454-53,801,454).

Comparison of risk-allele and protective-allele enhancer constructs. For each 10kb intervals (Fig. 1C), we synthesized both risk (obesity-associated) and non-risk (protective) haplotypes using HapMap individuals information. For the 1kb interval centered on rs1421085 (Fig. S1D), we used site-directed mutagenesis (Quick Change II Site-Directed Mutagenesis Kit, Stratagene) to introduce the C risk allele by T-to-C substitution in the non-risk T background haplotype. We verified the identity of each construct clone by DNA sequencing. We cloned genomic DNA segments upstream of the TK promoter into the KpnI and SacI sites of the pGL4.22-TK vector in forward orientation. We performed transfection in human SGBS adipocytes as described above (section Ib). We used a paired t-test to compute P-values comparing luciferase expression from risk and non-risk alleles. We transfected human SGBS adipocytes as described above (section Ib).
**d. Validation of adipocyte specificity by enhancer assays in diverse cell types.**

Rationale. Given the cell type specific nature of epigenomic signatures of enhancer activity, we predicted that the observed enhancer would function in a cell type specific way. In order to validate this prediction, we evaluated the 1kb enhancer reporter assay constructs (Fig. S1D) in multiple cell types using both the risk and the non-risk alleles of rs1421085.

Cell types tested. To examine cell type specific enhancer activity for the risk and the protective allele we performed enhancer assays in multiple cell lines, including human SGBS (Simpson–Golabi–Behmel Syndrome) cells, human Huh7 hepatoma, mouse C2C12 myoblasts, HT22 neuronal cells and human embryonic kidney K562 cells.

Cell culturing. The human Huh7 hepatoma, mouse C2C12 myoblasts, HT22 neuronal cells and human embryonic kidney K562 cells were cultured in DMEM medium (supplemented with penicillin/streptomycin and 10 % FBS). The human preadipocyte SGBS (Simpson–Golabi–Behmel Syndrome) cell line was cultured as described above (section Ib). We maintained all cells at 37°C and 5% CO₂.

Cloning of luciferase reporter gene constructs. We cloned the promoter construct, a 752 bp thymidine kinase (TK) promoter upstream of the firefly luciferase gene as described above (Section Ib). Enhancer regions were cloned upstream of the TK promoter into the KpnI and SacI sites of the pGL4.22-TK vector in forward orientations.

Transfection in multiple cell types. We transfected Huh7 cells (96-well plate, 1.1 x 10⁴ / well) one day after plating with approximately 90% confluence, K562 cells (12-well plate, 8 x 10⁴ / well) three days after plating with approximately 90% confluence, SGBS adipocytes (12-well plate, 8 x 10⁴ / well) at day eight after the induction of differentiation with approximately 80% confluence and C2C12 cells (12-well plate, 2 x 10⁵ / well) at day four after induction of differentiation with approximately 90% confluence. We transfected Huh7 with 0.5 µg of the respective firefly luciferase reporter vector and 1 µl Lipofectamine 2000 transfection reagent (Invitrogen, Germany), differentiated C2C12 myocytes with 1 µg of the respective pGL4.22-TK construct and 2 µl Lipofectamine reagent, and both K562-cells and differentiated SGBS adipocytes with 2 µg of the respective pGL4.22-TK construct and 2 µl Lipofectamine reagent. We co-transfected the firefly luciferase constructs with the ubiquitin promoter-driven Renilla luciferase reporter vector pRL-Ubi to normalize the transfection efficiency. Twenty-four hours after transfection, we washed the cells with PBS and lysed in 1x passive lysis buffer (Promega, Germany) on a rocking platform for 30 min at room temperature.

Luciferase measurements. We measured Firefly and Renilla luciferase activity (substrates D-luciferin and Coelenterazine from PJK) using a Luminoscan Ascent microplate luminometer (Thermo) and a Sirius tube luminometer (Berthold). We calculated the ratios of firefly lucifer-
ase expression to Renilla luciferase expression and normalized to the TK promoter control vector, i.e. enhancer activity. We compared luciferase expression between risk and non-risk alleles using the P-value of a paired t-test.

II: Identifying the target genes of the obesity-associated variants.

As genetic variants can act at potentially large distances, we next sought to identify the genes that are targeted by the regulatory region harboring the FTO association with obesity, whose expression may be affected by the risk haplotype.

a. Predict putative target genes using long-range chromosome interactions.

Rationale. To predict putative target genes we first examined topologically-associated domains surrounding the FTO locus (Fig. 1D) using chromosome conformation capture data (Hi-C), representing physical interactions between genomically-distal chromosomal regions that are proximal when folded in three dimensions within the nucleus (Fig. 1E), reasoning that genes within topologically-associated domains may also be genetic targets.

Hi-C data processing and visualization. We obtained Hi-C data for human IMR90 myofibroblastic cells study from GEO (accession number: GSE35156), mapped them to human genome assembly hg19, and processed them as described in Ref. 10. We visualized interaction heatmap patterns using the matplotlib package for Python. We visualized region chr16:52800000-56000000, binned at 40kb resolution (Fig. 1E, top right). We also computed pairwise LD \( r^2 \) values in Europeans derived from the 1000 Genomes Phase 1 call set and plotted the mean \( r^2 \) values between variants in each pair of 40kb bins (Fig. 1E, bottom left).

Prediction of candidate target genes. We considered all genes in the two topologically-associated domains surrounding the FTO genetic locus as potential candidates. This resulted in a total of eight genes, for which we undertook eQTL analysis as we describe next.

b. eQTL analysis of putative target genes to identify targets under genetic control.

Rationale. To identify the genetic target genes whose expression is altered by the obesity-associated variants, we performed targeted expression quantitative trait locus (eQTL) analysis for all potential target genes (Fig. 1F) using primary human adipocytes using patient samples from risk and protective allele carriers.

Primary subcutaneous adipose tissue isolation. We obtained isolated cells from subcutaneous adipose tissue excisions for 38 healthy European persons 20 to 50 years of age and with a normal body-mass index (BMI) (20 to 24 kg/m2). We obtained written informed consent from each participant and approval by the local ethics committee of the Faculty of Medicine.
of the Technical University of Munich, Germany, or the Regional Committee for Medical Research Ethics (REK) of Haukeland University Hospital, Bergen, Norway.

Selection of homozygous risk and the non-risk participants. The 38 participants were selected to consist of 18 homozygous carriers of the protective genotype, and 20 homozygous carriers of the risk genotype. No heterozygous participants were selected. We performed genotyping for both the GWAS reported tag SNP and the predicted causal variant rs1421085.

Cell culturing and differentiation. For each participant, we isolated primary mesenchymal adipocyte progenitors as previously described with some modifications. Briefly, after expansion and freezing, we cultured the cells in DMEM/F12 (1:1) medium (supplemented with 10% FCS and 1% penicillin/streptomycin) for 18 h, followed by expansion in DMEM/F12 medium (supplemented with 2.5% FCS, 1% penicillin/streptomycin), 33µM biotin, 17µM pantothenic acid, 132nM insulin, 10ng/ml EGF, and 1ng/ml FGF until confluence. We induced adipogenic differentiation for two days by supplementing with 66nM insulin, 100nM cortisol, 10µg/ml transferrin, 1nM triiodo-L-thyronin (T3), 2µM rosiglitazone, 25nM dexamethasone and 0.5mM IBMX.

Sample preparation and qPCR gene expression measurements. We extracted total RNA with TRIzol (Invitrogen). We synthesized copy DNA (cDNA) with High-Capacity cDNA Reverse Transcription Kit (Applied Biosystems) or M-MLV reverse transcriptase (Invitrogen) with oligo(dT). We performed qPCR using SYBR Green with 60ºC annealing temperature. We calculated relative gene expression by the delta delta Ct method. We normalized target gene expression to expression of HPRT or TBP.

Whole-adipose tissue qPCR. We repeated the analysis for IRX3 and IRX5 using whole-subcutaneous adipose tissue from the same participants (Fig. S2A), in order to recognize whether the effect found in preadipocytes is also visible at the whole-tissue level for the same individuals. The presence of a strong eQTL signal at the preadipocyte level and absence of an eQTL signal at the whole-tissue level for the same set of individuals indicates that the genetic locus likely functions in a cell type specific way, and that the majority of cells represented in whole-adipose tissue (including mature adipocytes, connective tissue, blood vessels, accessory cells such as monocytes and macrophages, T cells) do not show expression differences associated with the obesity-associated variants for IRX3 and IRX5.
III: Recognize cellular processes affected by obesity-associated variants in humans.

Having identified two master regulators (IRX3 and IRX5) as genetic targets of the obesity-associated variants in preadipocytes, we used correlation with their expression patterns to predict the cellular processes affected by the obesity-associated variants, which we validate by molecular and cellular phenotyping in risk and non-risk individuals.

a. Predict target cellular processes using expression correlation across participants.

Rationale. To predict the cellular processes affected by obesity-associated variants, we used an unbiased approach based on genome-wide correlations in gene expression patterns. We measured expression in adipose tissue from a separate cohort of 10 non-genotyped participants, and identified genes showing strong positive or strong negative correlation with IRX3 and IRX5 in their expression patterns.

Participants and genome-wide expression analysis. We collected perirenal white adipose tissue containing brown adipocytes from a separate cohort of 10 healthy kidney donors that were not previously genotyped and for which obesity status was not a selection criterion. We obtained the tissue laparoscopically under the incision plane created in the renal fascia (Groatas fascia) proximal to the renal vein. We extracted total RNA with RNeasy Lipid Tissue Kit (Qiagen). We measured gene expression using Affymetrix Gene 1.0 ST microarrays (Affymetrix, Santa Clara, CA), as previously described.\textsuperscript{13}

Gene ontology enrichment in positively- and negatively-correlated genes. We ranked all genes by their absolute correlation with IRX3 and also with IRX5 (Pearson coefficient), and measured overrepresentation of gene function categories for the 500 most-correlated genes (Supplementary Table 1). We selected the two Gene Ontology terms (Fig. 2A) most enriched in the positively-correlated set with IRX5 (FXR/RXR activation) and most negatively-correlated set with both IRX3 and IRX5 (mitochondrial function), to predict roles of the obesity-associated variants in switching from energy dissipation (mitochondrial activity) to energy storage (lipid storage). Overrepresented categories were determined with the PANTHER (Protein ANalysis THrough Evolutionary Relationships) Classification System (pantherdb.org), based on binomial statistics with Bonferroni-correction for multiple testing.

b. Provide expression support for roles in adipocyte browning and thermogenesis.

Rationale. Given the correlation of IRX3 and IRX5 gene expression with energy balance genes, we reasoned that they may show expression differences in human white and brown fat, possibly correlated with thermogenesis regulator UCP1. Specifically, given their positive correlation with lipid storage and negative correlation with mitochondrial activity, we expected...
IRX3 and IRX5 would show higher expression in white fat tissue, lower expression in brown fat tissue and negative correlation with thermogenesis regulator UCP1.

Evaluate differential IRX3 and IRX5 expression between brown and white fat tissue. To evaluate differential IRX3 and IRX5 expression levels brown and white fat, we analyzed 9 brown (perithyroid) and 9 paired subcutaneous white adipose tissue biopsies from healthy participants using Affymetrix microarrays (IRX3 probe set 229638_at, IRX5 probe set 210239_at) (Fig. S2B).

Evaluate expression correlation of IRX3 and IRX5 with thermogenesis regulators UCP1 and PGC1A. Using Affymetrix microarray data we also analyzed IRX3 and IRX5 co-expressed genes UCP1 and PGC1a in perirenal white adipose tissue containing brown adipocytes obtained from healthy kidney donors (n=10) (Fig. S2C).

c. Validate genetic control of expression for energy balance genes in adipocytes.

Rationale. To establish that the pathways positively- and negatively-correlated with IRX3 and IRX5 across participants are indeed under the genetic control of the obesity-associated variants at the FTO locus, we used qPCR to evaluate the expression of key marker genes of mitochondrial function and lipid storage in risk and non-risk homozygous participants.

Targeted qPCR of energy balance regulators in risk and non-risk participants. We performed isolation, culturing, and differentiation of primary human adipose progenitor cells as described above (section IIb). We extracted RNA using TRIzol (Invitrogen) from primary human adipose progenitors at day 2 of differentiation from 18 homozygous non-risk and 20 homozygous risk allele carriers. We synthesized cDNA with High-Capacity cDNA Reverse Transcription Kit (Applied Biosystems). We performed qPCR using SYBR Green with 60ºC annealing temperature and calculated relative gene expression by the delta delta Ct method. We normalized target gene expression to expression of HPRT or TBP (human).

Trans-eQTL analysis of targeted genes. For each targeted gene, we calculated a Mann–Whitney U test P-value to detect statistically-significant differences in the expression of risk and non-risk participants. We found significant differences (P<0.05) for all targeted genes (Fig. S2D-E), with risk participants showing significantly increased expression of lipid storage genes, and significantly increased expression of mitochondrial function and lipid catabolism genes. This indicates that these distally-located genes are trans-acting expression quantitative locus (trans-eQTL) targets of the obesity-associated genetic variants, indicating genetic control of energy balance genes by the FTO locus in human adipocytes.

To verify whether genes in the predicted energy balance pathways are under genetic control by the obesity-associated variants, we evaluated the regulation of UCP1 gene expression under thermogenic stimulatory conditions (Fig. S2F). For stimulation experiments, we stimu-
lated cells with isoproterenol (1 µmol/l) for 12 hours or exposed to 30 °C for 6 hours before mRNA was harvested.14

d. Validate genetic control of browning-associated cellular phenotypes in humans.

Rationale. The reduced participants at risk showed reduced expression mitochondrial, browning and respiration genes, and higher expression for lipid storage markers, indicating a shift from energy dissipation to storage, we next sought to test if those expression differences also reflect in cellular signatures of obesity.

Triglyceride accumulation in primary human adipocytes. To assess the extent of triglyceride accumulation in adipocytes from risk compared to protective allele participants we measured cell size in isolated differentiated adipocytes (Fig. 2B). For preparation of mature adipocytes and cell size determination, we minced subcutaneous adipose tissue from rs1421085 CC risk (n=16) and TT non-risk (n=26) allele carriers and digested in Krebs-Ringer-Phosphate buffer (KRP; 154 mm NaCl, 100 mm NaH₂PO₄, 154 mm KCl, 154 mm MgSO₄, 110 mm CaCl₂, pH 7.4) containing 100 U/ml collagenase and 4% BSA for 60 min at 37 C in a shaking water bath. After this step, we removed the undigested tissue by filtration through a nylon mesh with a pore size of 250 µm (VWR, Darmstadt, Germany). We washed the floating adipocytes three times with KRP containing 0.1% BSA and used to assess the mean cell diameter based on the measurement of 100 cells from each fraction under the microscope. We did genotyping by MassARRAY (Sequenom), Omni express (Illumina) or Sanger Sequencing.

Mitochondrial biosynthesis in primary human adipocytes. To examine an association of the rs1421085 variant with mitochondrial mass, as a surrogate measure of cellular respiratory capacity, we compared mitochondrial DNA (mtDNA) content in primary human adipose cell cultures of CC risk and TT non-risk allele carriers (n=8 per group) (Fig. 2C). We quantified the relative amount of mtDNA by comparison of the mitochondrial MTCO2 gene with a nuclear target (18S) by qPCR. mtDNA content given as ratio between mtDNA (MTCO2) and 18S. We performed isolation, culturing, and differentiation of primary human adipose progenitor cells as described above (section IIb).

Oxygen Consumption Rate (OCR) in primary human adipocytes. To directly assess effects of the rs1421085 on mitochondrial function, we performed oxygen consumption rate (OCR) measurements under basal and isoproterenol-stimulated conditions (Fig. S2G). We seeded genotyped adipocyte progenitor cells isolated from BMI-matched persons (21 rs1421085 CC risk and 21 TT non-risk) at 70% confluence and induced to differentiate (6 x 10⁴ cells / well) the next day. On day 2 of differentiation, we exchanged the medium by XF Assay Medium (1g/L glucose, 2mM L-glutamine, 2mM Na pyruvate) and 2% fatty acid-free BSA before 2 h incubation at 37°C without CO₂. We treated cells with isoproterenol (1 µmol/l) or DMSO (ba-
sal) for 4 hours. We measured total OCR using the Seahorse XF24 (Seahorse Bioscience) and subtracted the minimum OCR level after rotenone/antimycin A treatment (5 µM) from the initial level without treatment, according to the manufacturer’s protocol. Furthermore, to more directly assess effects on mitochondrial thermogenesis, we calculated uncoupled respiration (proton leak) by subtracting the minimum OCR level after rotenone/antimycin from the minimum level after oligomycin treatment (5 µM). We ran the protocol with 3 min mixing and 2 min measuring. We performed isolation culturing, and differentiation of primary human adipose progenitor cells as described above (section IIb). The OCR method was re-used in Section IIId and VIc.

Conditional oxygen consumption rate analyses in primary human adipocytes. To establish causality we used ARID5B knock-down in primary human adipocytes of risk and non-risk participants and measured regulation of oxygen consumption rate conditional on the presence of ARID5B by qPCR (Fig. S6K). We performed siRNA-mediated ARID5B knock-down with ON-TARGET-plus SMARTpool siRNA (Dharmacon) and HiPerFect (Qiagen) and over-expression with ARID5B cDNA derived from SGBS total cDNA, which we inserted into the doxycycline-inducible Tet-on system (Tet-On® Advanced Inducible Gene Expression System, BD Biosciences, Clontech, San Diego, CA, USA). We performed sample preparation of primary human adipose cells, cDNA preparation and qPCR analysis of IRX3 and IRX5 as described above (Section IIb).

Lipolysis rate in primary human adipocytes. Since increased release of glycerol and free fatty acids from adipose cells through lipolysis may indicate reduced lipid storage (an anti-obesity phenotype), we also measured glycerol in the medium after an 18-h incubation comparing primary human adipose cell cultures of risk (n=20) and non-risk (n=18) allele carriers (Fig. S6L). We measured glycerol spectrophotometrically using a glycerol 3-phosphate oxidase trinder kit (Sigma). For stimulated lipolysis measurements, we added 1 µmol/l isoproterenol (Sigma) for 1 hour. We performed isolation, culturing, and differentiation of primary human adipose progenitor cells as described above (section IIb).

**IV: Demonstrate causal roles for IRX3 and IRX5 in adipocyte thermogenesis and obesity in humans and mice.**

Having established that the obesity-associated genetic variants in the FTO locus are also associated with molecular and cellular differences in mitochondrial function and lipid storage, we next sought to establish that the altered expression of target genes IRX3 and IRX5 mediates these phenotypes, by direct manipulation of IRX3 and IRX5 in humans and mice, followed by cellular and organismal phenotyping.
**a. Validation of molecular and cellular phenotypes of thermogenesis in humans.**

Rationale. To examine causal roles for IRX3 and IRX5 on energy balance regulation in human adipocytes, we quantified the effect of their manipulation on downstream target gene expression and thermogenesis in primary human adipocytes from both risk and non-risk participants.

**IRX3 and IRX5 perturbations.** To establish epistasis we used IRX3 and IRX5 knock-down and overexpression in primary human adipocytes of homozygous risk (n=8) and homozygous non-risk (n=10) participants (Fig. 2D, Fig. S3A-C). siRNA-mediated IRX3 and IRX5 knock-down was performed with ON-TARGET-plus SMARTpool siRNA (Dharmacon) or siRNA from Life Technologies for IRX3/5 and HiPerFect (Qiagen). For overexpression of IRX3 and IRX5 we inserted cDNAs derived from human SGBS total cDNA into the doxycycline-inducible Tet-on system (Tet-On® Advanced Inducible Gene Expression System, BD Biosciences, Clontech, San Diego, CA, USA). We performed isolation, culturing, and differentiation of primary human adipose progenitor cells as described above (section IIb).

qPCR validation of causal roles of IRX3 and IRX5 in humans. Having established the genetic control of mitochondrial function and lipid accumulation of the FTO association with obesity, we sought to validate the causal role of IRX3 and IRX5 in target gene regulation (Fig. 3A-C). We carried out siRNA mediated IRX3 and IRX5 knockdown and IRX3 and IRX5 overexpression in our patient samples (n=18 homozygous non-risk, n=20 homozygous risk) and measured regulation of downstream targets by qPCR. We performed isolation, culturing, and differentiation of primary human adipose progenitor cells as described above (section IIb).

Oxygen Consumption Rate (OCR) after IRX3 and IRX5 perturbations. To show that IRX3 and IRX5 levels recapitulate the impact of FTO genetic variant on thermogenesis and adipocyte browning, we performed OCR measurements (Fig. 2D). We first carried out siRNA mediated IRX3 and IRX5 knockdown and IRX3 and IRX5 overexpression in our patient samples and measured both basal and isoproterenol-stimulated respiratory rate of primary human adipocytes from risk and non-risk participants (n=8 homozygous non-risk, n=10 homozygous risk). We treated cells with isoproterenol (1 µmol/l) or DMSO (basal) for 4 hours. We measured total OCR using the Seahorse XF24 (Seahorse Bioscience) and subtracted the minimum OCR level after rotenone/antimycin A treatment (5 µM) from the initial level without treatment. Isolation, culturing, and differentiation of primary human adipose progenitor cells and OCR assays is described in more detail in Section IIb and IIIc, respectively.

**b. Anti-obesity effects of Irx3 adipose dominant negative in mice.**
Having established the molecular and cellular phenotypic roles of IRX3 and IRX5, we sought to examine the effects of adipose repression of Irx3 at the organism level (Fig. S4). We used adipose dominant negative Irx3 mice (aP2-Irx3DN).

Generation of mice. All animal studies were approved by Animal Care Committee of the Toronto Centre of Phenogenomics and conformed to the standards of the Canadian Council on Animal Care. We used Rosa26<sup>EnR-Irx3</sup> conditional transgenic mice (Irx3EnR)<sup>8</sup>, aP2-Cre mice<sup>15</sup>, and Irx3/5 double knockout mice as described previously.<sup>16</sup> For generating adipose aP2-Irx3DN, we crossed aP2-Cre male mice with Rosa26<sup>EnR-Irx3</sup> homozygous female mice. We used Rosa26<sup>EnR-Irx3</sup> heterozygous mice as a control group to compare with Adipo-Irx3DN (aP2-Cre; Rosa26<sup>EnR-Irx3</sup>) mice. We genotyped mice by PCR assay using following sets of primers. The primer set for EnR-Irx3 transgene consists of ROSA7FP (5’-AAAGTCGCTCTGAGTTGTTAT-3’), ROSA7WT7RP (5’-GGAGCGGGAGAAATGGATATG-3’) and ROSA7MUT7RP (5’-GCGAAGAGTTTGCAATGGATAG-3’). The expected size of the specific PCR products are 600 base pair (bp) for wild-type and 350 bp for EnR-Irx3 transgene. The primer set for Cre gene are forward (5’-ATCCGAAAAGAAAACGTTGA-3’) and reverse (5’-ATCCAGGTTACGGATATAG-3’). The expected size of the PCR product is 600 bp.

We used only male mice in this study. We maintained mice on 12-hour light/dark cycles and provided with food (Harlan #2918) and water ad libitum. For diet-induced obesity studies, we subjected 8 week old male mice to 45% high-fat diet (Research Diets) for 10 weeks. We measured body weight every week from 3 to 18 weeks of age (Fig. S4A-F, J-K, P).

Histological analysis. After assessment of energy metabolism, we sacrificed mice to harvest tissues for organ weight measurement, gene expression analysis and histological analysis (Fig. S4G). For histological analysis, we fixed tissues in 4% paraformaldehyde and embedded in paraffin. We stained 5 µm sections with hematoxylin and eosin (H&E).

Metabolic phenotyping. To examine body composition by measuring fat and lean mass as well as free water, we subjected 18 week old mice to a EchoMRI device (Echo Medical Systems). We also utilized an indirect calorimetry (Oxymax System, Columbus Instruments) to measure energy metabolism of the mice. Each mouse was added to the airtight chamber and provided with about 20g of chow and water bottle. From measurement over periods of 24 hours, we recoded oxygen consumption (VO<sub>2</sub>), carbon dioxide production (VCO<sub>2</sub>), respiratory exchange ratio (RER = VCO<sub>2</sub>/VO<sub>2</sub>) from each chamber every 15 minutes (Fig. S4I). We simultaneously measured the locomotor
activity of each mouse using the break counts of infrared beams (Fig. S4L). We calculated energy expenditure by multiplying oxygen consumption (VO₂) by the calorific value (CV = 3.815 + 1.232 × respiratory exchange ratio) and normalized by lean mass measured by a EchoMRI (Fig. S4J). After 24 hours of measurement, we weighted the amount of food left in the cage to calculate food intake (Fig. S4K).

Thermoneutrality VO₂ measurements. For a mouse, room temperature (22°C) is a cold stress, thus requires increased heat generation to maintain body temperature, compared to mice in the thermoneutral zone (30°C). Thus, we reasoned that smaller body size in AdipoIrx3DN mice could lead to the development of a browning phenotype due to higher heat loss. To exclude this possibility and measure energy expenditure without thermal stress, we measured energy expenditure mice adapted to thermoneutrality (Fig. S4H). We housed mice at 30 °C for 8 days with free access to food and water. After acclimation under thermoneutral condition, we subjected mice to anesthesia (sodium pentoabarbital, 66mg/kg i.p.) to exclude potential influence from physical activity. Then we measured O₂ consumption (VO₂) using the indirect calorimeter and normalized with lean mass.

Targeted qPCR analysis of energy balance regulators in adipose dominant negative Irx3 mice versus littermate controls. We extracted RNA using TRizol (Invitrogen) from different adipose tissue depots of the aP2-Irx3DN mice and controls, including perigonadal, inguinal and brown adipose tissue and measured mRNA levels from regulators of mitochondrial function, thermogenesis, lipid catabolism, lipid stores, and adipocyte differentiation (Fig. S4M-N). We synthesized cDNA with High-Capacity cDNA Reverse Transcription Kit (Applied Biosystems). We performed qPCR using SYBR Green with 60ºC annealing temperature and calculated relative gene expression by the delta delta Ct method. We normalized target gene expression to expression of Actb (mouse).

qPCR analysis of EnR in different tissues. To evaluate expression of Adipo-IRX3DN adipose-specific dominant negative Irx3-EnR transgene in all measured adipose tissues, and robust expression of Hypo-IRX3DN hypothalamus-specific dominant negative Irx3-EnrR transgene in Hypothalamus, but no significant expression in the wrong tissues, we performed qPCR analysis of EnR mRNA levels in the respective tissue from adipose dominant negative aP2-Irx3DN mice and hypothalamus dominant Ins2-Irx3DN mice⁸ (Fig. S4Q).

Adipocyte size measurements in adipose dominant negative Irx3 mice versus littermate controls. We measured the size of an adipocyte as cross-sectional surface area using Image J by manual tracing of ingunial adipocytes on three randomly selected H&E stained sections.
per mouse (Fig. S4O). We performed histological analysis as described above (section IVb).

We analyzed histograms of adipocyte cross-sectional area using Origin 8.0.

c. Validation of energy balance phenotypes using Irx3 and Irx5 manipulations in mouse adipocytes.

To confirm tissue-autonomous effects of *Irx3* and *Irx5* on energy balance, we evaluated the effects of *Irx3* and *Irx5* knockout and overexpression on lipid accumulation and/or UCP1 activation in three cellular mouse models (Fig. S5). First, we carried out a double knock-out of *Irx3* and *Irx5*, extracted mouse embryonic fibroblasts (MEFs), and *in vitro* differentiated them into adipocytes. Second, we overexpressed Irx3 and Irx5 in mouse 3T3-L1 pre-adipocytes and differentiated them *in vitro*. Third, to examine a causal role of IRX3 and IRX5 in mitochondrial thermogenesis repression we used ME3 cells as a model of beige adipocytes. We overexpressed IRX3 and IRX5 in ME3 cells and performed UCP1 reporter studies.

Mouse embryonic fibroblasts (MEFs) from Irx3/Irx5 knockout mice. We isolated MEFs from E14.5 embryos of wild-type and *Irx3/5* double knockout mice, as described previously. We cultured MEFs in DMEM supplemented with 10% fetal bovine serum (FBS). Two days after cells become 100% confluent, we induced 3T3-L1 cells or MEFs were induced to differentiate to adipocytes by administrating DMEM containing 10% FBS, 500 µM 3-isobutyl-1-methylxanthine, 1 µM dexamethasone, and 10 µg/ml insulin. Two days after induction, cells were switched to the maintenance medium containing 10% FBS and 10 µg/ml insulin and cultured for 6-8 more days (up to 8-10 days after differentiation induction). Then cells were stained with Oil Red O to examine lipid accumulation (Fig. S5A) or were harvested for gene expression analysis (Fig. S5B).

Over-expression of Irx3 and Irx3 in 3T3-L1 pre-adipocytes. We cultured 3T3-L1 pre-adipocytes in DMEM supplemented with 10% fetal bovine serum (FBS). We achieved overexpression of *Irx3* and *Irx5* in 3T3-L1 cells by either piggyBAC transposon system or infection with adenovirus carrying *Irx3* or *Irx5*. For piggyBAC transposon-mediated overexpression, we subcloned cDNAs encoding *Irx3* and *Irx5* into the PB-TAC vector. Then we transfected a mixture of the PB-TAC, PB-RB (i.e. the reverse tetracycline transactivator) and PBase (i.e. PB transposase) plasmids at a ratio of 5:1:1 into undifferentiated 3T3-L1 cells. One day after transfection, we started drug selection with puromycin and G418 (Geneticin) started and continued until the end of the experiment. When cell were 80% confluent, we added 1 µg/mL doxycycline to culture media in order to induce *Irx3* and *Irx5* overexpression and maintained throughout the experiment. For adenovirus-mediated overexpression, we infected 3T3-L1 cells with adenovirus at multiplicity of infection (MOI) of 50, when cell reached confluence. After overnight infection, we washed cells and added with fresh culture media. Two days
after cells become 100% confluent, we induced 3T3-L1 cells to differentiate to adipocytes by administrating DMEM containing 10% FBS, 500 µM 3-isobutyl-1-methylxanthine, 1 µM dexamethasone, and 10 µg/ml insulin. Two days after induction, we switched cells to the maintenance medium containing 10% FBS and 10 µg/ml insulin and cultured for 6-8 more days (up to 8-10 days after differentiation induction). Then we stained cells with Oil Red O to examine lipid accumulation (Fig. S5C) or were harvested for gene expression analysis (Fig. S5D).

ME3 cells over expressing IRX3 and IRX5. We derived ME3 cells from RB^-/- mouse embryos, as a model of beige adipocytes. We cultured cells in AmnioMax C100 basal medium (Life Technologies) containing 7.5% AmnioMax C100 Supplement (Life Technologies), 7.5% foetal bovine serum (FBS) (Life Technologies), 2 mM L-glutamine (Lonza) and Penicillin-Streptomycin (Sigma-Aldrich). On day 0, we seeded 50,000 cells in each well of a 24-well plate. We transfected the cells on day 1 using Superfect Transfection Reagent (Qiagen) and Opti-Mem Reduced Serum Medium (Life Technologies), with 0.5 µg pGL3 Basic UCP1 reporter plasmid and three different concentrations (0.1 µg, 0.5 µg and 1.0 µg) of pCMV6-XL5 IRX5 (SC128090, Origene) or pCMV6-AC IRX3 (SC319551, Origene). We adjusted the total concentration of plasmid using the empty vector pCMV6-XL4 (pCMV6-XL4, Origene). We induced UCP1 expression with 100 nM isoproterenol (Sigma-Aldrich) and 1 µM 9-cis-retinoic acid (Sigma-Aldrich). Controls were given an equivalent volume of DMSO. All experiments in triplicates. We lysed the cells with a buffer containing 10% glycerol, 25 mM TAE (pH 7.8), 1% Triton X_100, 1 mM EDTA and 2 mM DTT. We measured luciferase activity using FLUOstar Optima (BMG Labtech) according to manufacturer’s protocol, with 50 µl ATP Substrate (BioThema) and Luciferin Substrate (BioThema) added to each well (Fig. S5E).

V: Identification and validation of the causal variant rs1421085.

Given that the resolution of GWAS is limited by the haplotype structure of the human genome (a common variant in the population is usually strongly genetically linked to dozens of neighboring variants), the probability that the reported marker SNP of the FTO locus is indeed the causal SNP driving the phenotypic association with obesity is minuscule (the FTO obesity locus harbors 89 common variants in high linkage disequilibrium). We sought to identify the causal variant underlying the FTO association with obesity.

a. Computational prediction of causal nucleotide.
To predict the causal variant that confers the increased risk of obesity in the population, we used several conservation scores based on a phylogenetic framework developed in our lab, i.e. Phylogenetic Module Complexity Analysis (PMCA)\textsuperscript{21}, which analyses evolutionary conservation of cis-regulatory modules across related species. Consistent with the chromatin state annotations across 127 human cell types and our tiling experiments, the highest Phylogenetic Module Complexity Analysis (PMCA) scores occur in the first 10kb interval of the locus. The conservation analysis predicted variant rs1421085 at position chr16:53,800,954 (hg19) as a conserved motif module with the highest-score of any of the non-coding variants.

PMCA functional conservation analysis. To predict the causal variant underlying the FTO association with obesity, we used the PMCA method described in Ref.\textsuperscript{21} with several modifications. Briefly, 972 position weight matrices grouped in 192 motif matrix families\textsuperscript{22} (Genomatix, Munich, Germany) were used to scan a variant-flanking regions of the human reference genome (variant at mid-position) and its orthologous regions for cross-species functionally conserved motif modules (a module is defined as a set of binding site motifs, whose order and distance range is conserved across species).\textsuperscript{21} (Fig. 3A, Fig. S6A). This method counts instances of conserved single motifs, motifs within conserved modules and conserved modules within a variant flanking region and computes the enrichment for any of those features using randomizations of orthologous sets (120bp centered on the variant) (Fig. 3B, Fig. S6B). Randomizations were done by local shuffling and an experimentally validated scoring scheme was applied as described in Ref.\textsuperscript{21}, with the following modification: background probabilities were computed using a set of 10,000 shuffled orthologous sequence sets.

**b. Experimental validation that predicted nucleotide alters enhancer activity.**

To validate that the single-nucleotide T-to-C rs1421085 alteration leads to a robust and reliable increase in enhancer activity we used enhancer luciferase assays in human SGBS adipocytes for elements of varying sizes (Fig. S6C) and cloned in different orientations (Fig. S6D) in the reporter gene construct.

Allelic enhancer activity assays for elements of varying sizes. To assay the enhancer context of rs1421085 allelic activity, we synthesized fragments with different sizes, including a 10kb, 1000bp and 100bp fragment encompassing rs1421085 at mid-position (segment 1\_10kb: chr16:53799507-53809507; segment 1\_1kb: chr16:53800454-53801454; segment 1\_100bp: chr16:53800904-53801004) (Fig. S6C). We synthesized 10kb and 1000bp regions as plasmid vectors (Life Technologies) and 100bp as double-stranded oligonucleotides (MWG, Germany). We annealed complementary oligonucleotides and purified on a 12% polyacrylamide gel. For each of these fragments, we generated constructs carrying both alternate alleles were generated.
Cloning of constructs with elements of varying sizes. We subcloned genomic DNA segments with three different sizes (100bp, 1kb, 10kb) upstream of the TK promoter into the KpnI and SacI sites of the pGL4.22-TK vector in forward orientation as described above (section Ib). We performed site-directed mutagenesis (Quick Change II Site-Directed Mutagenesis Kit, Stratagene) to introduce the T-to-C substitution in the 10kb and 1000bp fragments. We verified the identity of each construct clone by DNA sequencing. We performed transfection in human SGBS adipocytes and enhancer activity measurements as described above (Section Ib).

Allelic enhancer activity assays with elements in different orientations. To confirm enhancer function of the rs1421085 surrounding regulatory region for the C risk allele, we further used reporter gene construct that harbor our identified enhancer element in the forward or reverse orientation and upstream or downstream orientation of the reporter gene (Fig. S6D).

Cloning of constructs in different orientations to the luciferase gene. We subcloned genomic DNA segments either upstream of the TK promoter into the KpnI and SacI sites of the pGL4.22-TK vector or downstream of the luciferase gene into the BamHI site of the pGL4.22-TK vector in both forward and reverse orientations. We used site-directed mutagenesis (Quick Change II Site-Directed Mutagenesis Kit, Stratagene) to introduce the T-to-C substitution in the non-risk background. We verified the identity of each construct clone by DNA sequencing. We performed transfection in human SGBS adipocytes as described above (Section Ib).

c. Experimental validation that predicted nucleotide alters transcription factor binding.

To test if the risk allelic enhancer activity and increase in IRX3 and IRX5 expression is provoked by differential transcription factor binding, we performed Electrophoretic Mobility Shift Assays (EMSA) using adipocytic nuclear extract.

Electrophoretic mobility shift assays (EMSA). To test if the variant rs1421085 shows allel-specific binding transcriptional regulators we performed electrophoretic mobility shift assays (EMSA) using the rs1421085 surrounding sequence in the two allelic forms (Fig. S6E). We performed EMSA with Cy5-labelled oligonucleotide probes. rs1421085-flanking region oligonucleotides were commercially synthesized containing either the risk or the protective allele (MWG). We annealed Cy5-labelled forward strands with non-labelled reverse strands, and we separated the double-stranded probes from single-stranded oligonucleotides on a 12% polyacrylamide gel. We visualized complete separation by DNA shading. We tested the efficiency of the labeling by a dot plot, which confirmed that all of the primers were labeled similarly. We prepared nuclear protein extracts from SGBS human adipose cells with adapted protocols based on the method described in Ref. 21. We recovered the supernatant and
stored at -80°C. We conducted DNA-protein binding reactions in 50 mM Tris-HCl, 250 mM NaCl, 5 mM MgCl2, 2.5 mM EDTA, 2.5 mM DTT, 20% v/v glycerol and the appropriate concentrations of poly (dI-dC). For DNA-protein interactions, we incubated 3-5 μg of nuclear protein extract from the respective cell line for 10 min on ice, and added Cy-5-labelled genotype-specific DNA probe for another 20 min.

VI: Prediction and validation of the upstream regulator ARID5B.

Hypothesizing that the rs1421085 T-to-C substitution alters a transcription factor binding site motif, we used our conservation algorithms to predict the binding regulator and we performed expression and enhancer assays to validate the causal role of the binding regulator.

a. Computational prediction of candidate regulators based on motif matches.

To establish the binding regulator we analyzed the sequence surrounding rs1421085 and searched for evolutionary conserved transcription factor binding site (TFBS) motif modules across mammalian species and determined disturbed TFBS motifs as described above (section IVa).

b. Expression-based prediction of likely causal regulator in humans.

Given that the T-to-C substitution at rs1421085 disrupts three AT-rich regulatory motifs for NKX6-2, LHX6, and the ARID (AT-rich interaction domain) motif family, suggesting them as putative upstream regulators we used gene expression analysis in whole human adipose tissue biopsies and isolated human adipose progenitor cells (Fig. S6F-G). We then tested diverse members of the ARID family of transcription factors for the expression patterns.

Microarray analysis in whole adipose tissue and isolated primary human adipocyte progenitor cells. We measured global gene expression in whole abdominal subcutaneous adipose tissue from 13 lean and 17 obese persons using Illumina HumanRef-8 v.3 BeadChip microarrays, as described previously.23 (Fig. S6F). For isolated human adipose progenitor cells from human abdominal subcutaneous adipose tissue (12 lean and 12 obese persons), we fractionated about 700-800 mg of tissue by collagenase immediately after biopsy collection, as described previously.24 (Fig. S6F). We analyzed the human adipose progenitor cells by Illumina HumanHT-12 v.3 BeadChip microarrays. We quantile normalized signal intensities.

Sample preparation for microarray analyses. We extracted total RNA with RNeasy Lipid Tissue Kit (Qiagen).

qPCR-based correlation analysis of IRX3/IRX5 with ARID5B. We analyzed the correlation of gene expression of IRX3 and IRX5, with ARID5B in isolated human adipose progenitors cells
from 18 participants carrying the TT homozygous non-risk allele haplotype and 20 patients carrying the CC risk haplotype (Fig. S6G).

Sample preparation for qPCR analysis. We extracted total RNA with TRIzol (Invitrogen). We synthesized copy DNA (cDNA) with High-Capacity cDNA Reverse Transcription Kit (Applied Biosystems) as described above (section IIb). We performed qPCR using SYBR Green with 60°C annealing temperature. We calculated relative gene expression by the delta delta Ct method. We normalized target gene expression to expression of \( \text{HPRT}^{12} \) or \( \text{TBP} \) (human). All genotyping was done for both the GWAS reported tag SNP and the identified variant rs1421085.

c. Experimental validation of the predicted regulator ARID5B in human cells.

To validate the repressor function of ARID5B specifically for the rs1421085 non-risk allele we performed cis/trans conditional enhancer assays and cis/trans endogenous gene expression analyses in primary human adipocytes from patients and controls (Fig. S6H-J, regulatory model in Fig. S6M).

Conditional gene expression analyses in primary human adipocytes. To establish causality we used \( \text{ARID5B} \) knock-down (Fig. S6H) and overexpression (Fig. S6J) in primary human adipocytes of risk and non-risk participants and measured regulation of \( \text{IRX3} \) and \( \text{IRX5} \) and regulation of downstream targets conditional on the presence of ARID5B by qPCR. We performed siRNA-mediated ARID5B knock-down with ON-TARGET-plus SMARTpool siRNA (Dharmacon) and HiPerFect (Qiagen) and overexpression with ARID5B cDNA derived from SGBS total cDNA, which we inserted into the doxycycline-inducible Tet-on system (Tet-On® Advanced Inducible Gene Expression System, BD Biosciences, Clontech, San Diego, CA, USA). We performed sample preparation of primary human adipose cells, cDNA preparation and qPCR analysis of \( \text{IRX3} \) and \( \text{IRX5} \) as described above (Section IIb).

Conditional enhancer activity assays. To test for a causal role of ARID5B in regulating the enhancer at the \( \text{FTO} \) obesity locus, we performed ARID5B knock-down enhancer studies. siRNA-mediated ARID5B knock-down was performed with ON-TARGET-plus SMARTpool siRNA (Dharmacon) or siRNA from Life Technologies for \( \text{IRX3/5} \) and HiPerFect (Qiagen) (Fig. S6I). We performed enhancer activity assays as described above (Section Ib).

d. Experimental validation of regulator binding

To further validate that ARID5B is the binding repressor we performed competition experiments where the labeled DNA-protein complex is competed away by increasing concentrations of unlabeled oligonucleotides containing the ARID5B consensus sequence (Fig. S6E).
EMSA competition experiments. We performed EMSA assay as described above (Section IVc). For competition experiments 11-, 33- and 100-fold molar excess of unlabeled probe as competitor was included with the reaction prior to addition of Cy5-labeled DNA probes (Fig. S6E). Binding reactions were incubated for 20 min at 4°C. The DNA-protein complexes were resolved on a nondenaturation 5.3% polyacrylamide gel in 0.5x Tris/borate/EDTA buffer. Fluorescence was visualized with a Typhoon TRIO+ imager (GE Healthcare).

VII: Validation of variant causality by genome editing.

Our regulatory model is that the rs1421085 single-nucleotide T-to-C alteration underlies the FTO association with obesity, by disrupting an evolutionarily-conserved motif for the ARID5B repressor, resulting in de-repression of a mesenchymal adipocyte progenitor super-enhancer in the first intron of the FTO gene, which activates downstream targets IRX3 and IRX5 up to 1.1Mb away and represses mitochondrial function, thermogenesis and adipocyte browning. This overexpression of IRX3 and IRX5 results in a cell-autonomous energetic shift from energy dissipation by mitochondrial thermogenesis in inducible beige adipocytes, to energy accumulation and lipid storage in white adipocytes, providing a mechanistic basis for the increased fat stores and body weight gain at the organismal level in risk allele carriers (mechanistic model in Fig. 4D). We sought to demonstrate causality of the single-nucleotide alteration in its endogenous context and used CRISPR/Cas9 genome editing in primary human patient samples (Fig. 3C-D, Fig. 4A-C).

a. Genome editing methodology.

CRISPR/Cas9 genome editing. To establish causality of the single-nucleotide alteration in its endogenous context for obesity cellular phenotypes, we performed CRISPR/Cas9 genome editing in primary human adipose cells to alter the rs1421085 single-nucleotide polymorphism (SNP) from TT non-risk allele to CC risk allele and vice versa. We purchased the hCas9 plasmid and the guide RNAs (gRNA) cloning vector from Addgene. To change the T to the C allele and the C to the T allele, respectively, we performed Site-directed Mutagenesis using the Q5® Site-Directed Mutagenesis Kit (New England Biolabs). We used the mutagenesis primer forward 5’-TAAGGCATGACATTGATTAAGTGTC-3’ and reverse 5’-GGACCTGAACTGCTACTATAAAATC-3’. To exclude off-target effects we carried out reversion after initial editing with a separate guide RNA. We designed the guide RNAs (gRNAs) using the CRISPR design online tool from the Zhang lab (http://crispr.mit.edu/). We used the following guide RNAs: 5’ CACCGCTGGAAGGAACGCGTTTGTT-3’, 5’-CACCGGGACAGTGCGTAGACTAAAC-3’. For transfection, we co-transfected GFP and Cas9 with sgRNAs, the homology vector, and pMACS plasmid 4.1 (Milteny Biotec) in human adipose progenitor cells using the Amaxa-Nucleofector device (program U-033) (Lonza). We
sorted cells using the MACSelectTM Transfected Cell Selection cell sorting kit (Miltenyi Bio- tec). We cultured sorted cells for 3–5 days and clones propagated from a single cell were picked out. We confirmed nucleotide exchange by DNA sequencing.

**b. Bi-directional editing of risk and non-risk adipocytes.**
We used bi-directional editing of the rs1421085 variant using CRISPR/Cas9 genome editing from both the protective and the risk allele. We started from isolated adipose-derived mesenchymal cells from one patient carrying the non-risk haplotype (Fig. 3C). We also carried out the converse editing event, starting with a CC homozygous risk participant (Fig. 3D). Genomic DNA was amplified from the respective rs1421085 CC risk allele carrier and TT non-risk allele carrier. Genome editing was performed as described above (Section VIIa).

**c. Establishment of causality for repression and temporal context dependency.**
To confirm that ARID5B is necessary for the repression of *IRX3* and *IRX5*, specifically for the C-to-T rescued allele we performed conditional analysis of single-nucleotide editing and knock-down of the upstream regulator ARID5B (mechanistic model in Fig. 4D).

Conditional gene expression analyses in CRISPR/Cas9 edited primary human adipocytes. To establish repressor causality we carried out *ARID5B* knock-down in our CRISPR/Cas9 edited patient cells and measured regulation of *IRX3* and *IRX5* conditional on the presence of ARID5B by qPCR (Fig. 3D). We performed C-to-T editing by CRISPR/Cas9 as described above (Section VIa). siRNA-mediated ARID5B knock-down was performed with ON-TARGET-plus SMARTpool siRNA (Dharmacon) and HiPerFect (Qiagen). We performed sample preparation of primary human adipose cells, cDNA preparation and qPCR analysis as described (Section IIb).

Temporal dynamics of rs1421085 allelic activity on *IRX3* and *IRX3* expression in CRISPR/Cas9 edited cells from a risk allele carrier. We performed C-to-T editing by CRISPR/Cas9 as described above (Section VIa). *IRX3* and *IRX5* gene expression was measured at day 0, 2, 4, 6 of differentiation (Fig. 4A). We performed sample preparation of primary human adipose cells, cDNA preparation and qPCR analysis as described above (Section IIb).

**d. Establishment of causality for cellular phenotypes of mitochondrial function and thermogenesis.**
To confirm that the C-to-T genome editing in primary human adipose progenitor cells from a homozygous risk allele carrier reverses obesity cellular signatures, we performed gene expression analyses of mitochondrial function and thermogenic marker genes and performed oxygen consumption rate measurements as a surrogate for thermogenic activity of cells (mechanistic model in Fig. 4D).
Gene expression analyses of mitochondrial function, thermogenic marker genes and lipid metabolism regulators in CRISPR/Cas9 edited cells from a risk allele carrier. We performed gene expression analyses using qPCR in 5 clonal expansions from CRISPR/Cas9 edited cells (Fig. 4B, Fig. S7A). Genome editing was performed as described above (Section VIa). We performed sample preparation of primary human adipose cells, cDNA preparation and qPCR analysis as described above (Section IIb).

Oxygen Consumption Rate Measurements in CRISPR/Cas9 edited cells from a risk allele carrier. We performed basal and stimulated OCR measurements in 5 clonal expansions from CRISPR/Cas9 edited cells. For OCR, we treated cells with isoproterenol (1 µmol/l) or DMSO (basal) for 4 hours. We measured total OCR using the Seahorse XF24 (Seahorse Bioscience) and subtracted the minimum OCR level after rotenone/antimycin A treatment (5 µM) from the initial level without treatment (Fig. S7B). Furthermore, to more directly assess effects on mitochondrial thermogenesis, we calculated uncoupled respiration (proton leak) by subtracting the minimum OCR level after rotenone/antimycin from the minimum level after oligomycin treatment (5 µM) (Fig. 4C). OCR is described in more detail in Section IIIc. We ran the protocol with 3 min mixing and 2 min measuring. CRISPR/Cas9 genome editing was performed as described above (Section VIa).

Conditional oxygen consumption rate analyses in CRISPR/Cas9 edited primary human adipocytes. To establish repressor causality we carried out ARID5B knock-down in our CRISPR/Cas9 edited patient cells and measured regulation of basal and stimulated oxygen consumption rate conditional on the presence of ARID5B by qPCR (Fig. S7C). We performed C-to-T editing by CRISPR/Cas9 as described above (Section VIa). siRNA-mediated ARID5B knock-down was performed with ON-TARGETplus SMARTpool siRNA (Dharmacon) and HiPerFect (Qiagen). We performed sample preparation of primary human adipose cells, cDNA preparation and qPCR analysis as described above (Section IIb).

Accession codes. Microarray data have been deposited in ArrayExpress (http://www.ebi.ac.uk/arrayexpress/) or GEO (http://www.ncbi.nlm.nih.gov/GEO). The data for abdominal subcutaneous adipose tissue (13 lean and 17 obese) is available with ArrayExpress accession E-TABM-862. The perirenal adipose tissue dataset (10 lean persons) is available with GEO accession (GSE59325).

Author Contributions

wrote the paper with input from [S.N.D.], [M.C. and M.K.] decided to publish the paper. The authors declare no competing financial interests.

**Acknowledgements**

We thank Jan-Inge Bjune and Elisabeth Hofmair for technical assistance, and the Norwegian Genomics Consortium (NGC), Bergen, Norway for technical support, Iacovos P Michael and Andras Nagy for providing reagents and technical support for PiggyBAC transposon system. We thank Prof. Jan W Eriksson for obtaining perirenal adipose tissue biopsies. We thank Dr. Thomas Skurk for obtaining whole adipose tissue samples. Grants were provided by the National Institutes of Health National Human Genome Research Institute NHGRI through RC1HG005334 and R01HG004037 (M.K.); Else Kröner-Fresenius Foundation, Bad Homburg v.d.H, Germany; Virtual Institute “Molecular basis of glucose regulation and type 2 diabetes” received from the Helmholtz Zentrum München, München-Neuherberg, Germany; Clinical Cooperation Group Nutrigenomics and Type 2 Diabetes of the Helmholtz Zentrum München, German Research Center for Environmental Research, 85764 Neuherberg, and Technische Universität München, 85350 Freising-Weihenstephan; German Federal Ministry of Education and Research to the German Centre for Diabetes Research (DZD e.V.); Samarbeidsorganet Helse Vest RHF, Norway, and the Swedish federal government under the LUA/ALF agreement. M.C. was supported by a fellowship from the German Federal Ministry of Education and Research to the German Centre for Diabetes Research (DZD e.V.); C-C.H. and DJD were supported by a grant from the Canadian Institute of Health Research. K.-H.K. was supported by fellowships from the Heart and Stroke Foundation of Canada and the Hospital for Sick Children.

**Statistical Analysis Plan**

Statistical analyses were performed using two-tailed Student’s t-test or ANOVA for comparing the means of two or multiple groups, respectively. Nonparametric testing (U-Mann–Whitney test) was used where appropriate, that is, when normal distribution of sample sets was not evident.
Supplementary Appendix References

PRC2 Is Required to Maintain Expression of the Maternal *Gtl2-Rian-Mirg* Locus by Preventing De Novo DNA Methylation in Mouse Embryonic Stem Cells

Highlights
- PRC2 is required to maintain expression of the maternal *Gtl2-Rian-Mirg* locus
- PRC2 transcriptionally regulates the *Gtl2-Rian-Mirg* locus through DNAme at IG-DMR
- IG-DMR serves as an enhancer of the maternal *Gtl2-Rian-Mirg* locus
- PRC2 prevents de novo DNAme at IG-DMR for maternal *Gtl2-Rian-Mirg* locus expression

Accession Numbers
GSE58414

In Brief
Polycomb Repressive Complex 2 (PRC2) function and DNA methylation (DNAme) are both typically correlated with gene repression. Das et al. find that PRC2 prevents recruitment of Dnmt3s and DNAme at the IG-DMR element, thus allowing proper expression of the nearby maternal *Gtl2-Rian-Mirg* locus.
PRC2 Is Required to Maintain Expression of the Maternal Gtl2-Rian-Mirg Locus by Preventing De Novo DNA Methylation in Mouse Embryonic Stem Cells

Partha Pratim Das,1,2,11 David A. Hendrix,3,10,11 Effie Apostolou,4,5,12 Alice H. Buchner,1,6 Matthew C. Canver,1 Semir Beyaz,1 Damir Ljuboja,1 Rachael Kuintzle,10 Woojin Kim,1 Rahul Karnik,4,7 Zhen Shao,1,13 Huafeng Xie,1 Jian Xu,1,14 Alejandro De Los Angeles,1 Yingying Zhang,4,7 Junho Choe,8 Don Leong Jia Jun,9 Xiaohua Shen,1,7 Huafeng Xie,1 Jian Xu,1,14 Alejandro De Los Angeles,1 Yingying Zhang,4,7 Junho Choe,8 Don Leong Jia Jun,9 Xiaohua Shen,1,7 Huafeng Xie,1 Jian Xu,1,14 Alejandro De Los Angeles,1 Yingying Zhang,4,7 Junho Choe,8 Don Leong Jia Jun,9 Xiaohua Shen,1,7 Huafeng Xie,1 Jian Xu,1,14 Alejandro De Los Angeles,1 Yingying Zhang,4,7 Junho Choe,8 Don Leong Jia Jun,9 Xiaohua Shen,1,7 Huafeng Xie,1 Jian Xu,1,14

1Division of Hematology/Oncology, Boston Children’s Hospital and Department of Pediatric Oncology, Dana-Farber Cancer Institute (DFCI), Harvard Stem Cell Institute, Harvard Medical School, Boston, MA 02115, USA
2Howard Hughes Medical Institute (HHMI), Boston, MA 02115, USA
3Computer Science and Artificial Intelligence Laboratory, Massachusetts Institute of Technology (MIT), Cambridge, MA 02139, USA
4Department of Stem Cell and Regenerative Biology, Harvard University and Harvard Medical School, 7 Divinity Avenue, Cambridge, MA 02138, USA
5Massachusetts General Hospital Cancer Center and Center for Regenerative Medicine, Boston, MA 02114, USA
6Molecular Biology Program, International Max Planck Research School, Georg-August-Universität Göttingen, Justus-von-Liebig-Weg 11, 37077 Göttingen, Germany
7Broad Institute, Cambridge, MA 02142, USA
8Department of Biochemistry and Biophysics, School of Electrical Engineering and Computer Science, Oregon State University, 2011 Ag and Life Science Building, Corvallis, OR 97331-7305, USA
9Department of Biochemistry and Biophysics, School of Electrical Engineering and Computer Science, Oregon State University, 2011 Ag and Life Science Building, Corvallis, OR 97331-7305, USA
10Present address: Department of Medicine and Cancer Center, Weill Cornell Medical College, Belfer Research Building, 413 East 69th Street, New York, NY 10021, USA
11Present address: Department of Medicine and Cancer Center, Weill Cornell Medical College, Belfer Research Building, 413 East 69th Street, New York, NY 10021, USA
12Present address: Department of Medicine and Cancer Center, Weill Cornell Medical College, Belfer Research Building, 413 East 69th Street, New York, NY 10021, USA
13Present address: Key Laboratory of Computational Biology, CAS-MPG Partner Institute for Computational Biology, Shanghai Institutes for Biological Sciences, Chinese Academy of Sciences, Shanghai 200031, China
14Present address: Children’s Medical Center Research Institute and Department of Pediatrics, The University of Texas Southwestern Medical Center, Dallas, TX 75235, USA
15Present address: Tsinghua-Peking Center for Life Sciences, School of Medicine, Tsinghua University, Beijing 100084, China
16Present address: Department of Molecular Biosciences, Institute for Cellular and Molecular Biology, Center for Systems and Synthetic Biology, The University of Texas, Austin, TX 78712, USA
*Correspondence: stuart_orkin@dfci.harvard.edu
http://dx.doi.org/10.1016/j.celrep.2015.07.053
This is an open access article under the CC BY license (http://creativecommons.org/licenses/by/4.0/).

SUMMARY

Polycomb Repressive Complex 2 (PRC2) function and DNA methylation (DNAme) are typically correlated with gene repression. Here, we show that PRC2 is required to maintain expression of maternal microRNAs (miRNAs) and long non-coding RNAs (lncRNAs) from the Gtl2-Rian-Mirg locus, which is essential for full pluripotency of iPSCs. In the absence of PRC2, the entire locus becomes transcriptionally repressed due to gain of DNAme at the intergenic differentially methylated regions (IG-DMRs). Furthermore, we demonstrate that the IG-DMR serves as an enhancer of the maternal Gtl2-Rian-Mirg locus. Further analysis reveals that PRC2 interacts physically with Dnmt3 methyltransferases and reduces recruitment to and subsequent DNAme at the IG-DMR, thereby allowing for proper expression of the maternal Gtl2-Rian-Mirg locus. Our observations are consistent with a mechanism through which PRC2 counteracts the action of Dnmt3 methyltransferases at an imprinted locus required for full pluripotency.

INTRODUCTION

Somatic cells are readily converted to an embryonic stem cell (ESC)-like state (induced pluripotent stem cells [iPSCs]) through enforced expression of a defined set of transcription factors (TFs), including Oct4, Sox2, Klf4, and c-Myc (OSKM) (Takahashi and Yamanaka, 2006). However, it remains unclear whether iPSCs are molecularly and functionally equivalent to blastocyst-derived ESCs. Overall mRNA and microRNA (miRNA) expression patterns are nearly indistinguishable between genetically
matched mouse ESCs (mESCs) and iPSCs, with the exception of a few maternally expressed long non-coding RNAs (lncRNAs) matched mouse ESCs (mESCs) and iPSCs, with the exception of one least one non-coding RNA (ncRNA) (Edwards and Ferguson-Smith, 2007). Each cluster is under the control of a cis-regulatory element, termed the imprinting control region (ICR). ICRs generally acquire DNA methylation during oogenesis or spermatogenesis in germ cells and that leads to imprinting of one of the parental alleles (da Rocha et al., 2008). The detailed functions of PRC2 lncRNAs in mediating the regulation of genomic imprinting are largely unknown. For example, PRC2-Gtl2 lncRNA represses Dlk1 expression in cis (Zhao et al., 2010); similarly, Kcnq1ot1 lncRNA interacts with PRC2 and silences genes in the Kcnq1 domain in cis (Pandey et al., 2008).

Contrary to the conventional role of PRC2 in maintenance of repression, we demonstrate here that PRC2 is required to maintain expression of maternal mRNAs and lncRNAs from the Gtl2-Rian-Mirg locus within the Dlk1-Dio3 imprinted gene cluster in mESCs. In the absence of Ezh2/PRC2, the entire Gtl2-Rian-Mirg locus becomes transcriptionally silent due to gain of de novo DNA methylation at the IG-DMR, a critical cis-regulatory element that controls expression of the maternal Gtl2-Rian-Mirg locus. In the presence of PRC2, the maternal IG-DMR is loosely methylated and acts as an enhancer of the maternal Gtl2-Rian-Mirg locus. Further analysis shows that PRC2 prevents Dnmt3 methyltransferase recruitment and subsequent de novo DNA methylation at the IG-DMR, thereby allowing proper expression of the maternal Gtl2-Rian-Mirg locus. These findings reveal an unanticipated function of PRC2 as well as the complex interplay between PRC2 function and DNA methylation. Our observations suggest a mechanism through which PRC2 antagonizes de novo DNA methylation at an imprinted locus.

RESULTS

PRC2 Is Required to Maintain Expression of Maternal miRNAs and IncRNAs at the Gtl2-Rian-Mirg Locus

To further investigate the role of PRC2 in gene regulation in mESCs, we conducted both RNA and size-selected small RNA expression profiling using high-throughput sequencing of Ezh2−/− and wild-type mESCs. We observed a striking reduction in expression of a cluster of mRNAs in Ezh2−/− mESCs at the Gtl2-Rian-Mirg locus within the Dlk1-Dio3 imprinted gene cluster on chromosome 12qf1 (Figures 1A and 1B). The Gtl2-Rian-Mirg locus harbors lncRNA genes (Gtl2, Rian, and Mirg), miRNAs, and small nuclear RNAs (snRNAs) that are expressed from the maternally inherited chromosome, whereas protein-coding genes Dlk1 and Dio3 are expressed from the paternally inherited chromosome (Figure 1B; da Rocha et al., 2008). Furthermore, global qRT-PCR analysis of total miRNA expression per chromosome revealed a significant reduction in miRNA expression from chromosome 12 in Ezh2−/− mESCs (Figure S1B), as the majority of the miRNAs reside at the maternal Gtl2-Rian-Mirg locus of chromosome 12. We also observed a reduced expression of maternal miRNAs derived from the Gtl2-Rian-Mirg locus, as well as from chromosome 12, in Eed−/− and Jarid2−/− mESCs (Figures S1A and S1B). Northern blot and qRT-PCR confirmed reduced expression of selected maternal miRNAs (mir-127, mir-134, mir-323-3p,
Figure 1. PRC2 Is Required to Maintain Expression of Maternal miRNAs and IncRNAs at the Gtl2-Rian-Mirg Locus
(A) Small RNA-seq demonstrates log-fold changes of miRNA expression in Ezh2−/− mESCs compared to wild-type. Significantly reduced expression of a cluster of miRNAs is observed at the Gtl2-Rian-Mirg locus of chromosome 12 in Ezh2−/− mESCs compared to wild-type.

(B) Schematic representation of the Dlk1-Dio3 imprinted gene cluster. The IncRNA genes (Gtl2, Rian, and Mirg), miRNAs, and snoRNAs are expressed from maternally inherited chromosome, whereas protein-coding genes, Dlk1, Dio3, and Rtl1, are expressed from paternally inherited chromosome. Empty boxes
compared to wild-type (Figures 1C and S1C–S1E). Another independent Ezh2−/− clone showed similar levels of reduction of all these maternal miRNAs (Figure S1H). To exclude possible effects on miRNA biogenesis in the absence of PRC2, we examined expression of Dicer, Drosha, and Ago2. Expression of these critical factors for miRNA biogenesis was unchanged in the absence of PRC2 (Figure S1F).

Next we examined expression of lncRNAs Gtl2 (also known as Meg3), Rian, and Mirg, as well as protein-coding genes Dlk1 and Dio3. RNA sequencing (RNA-seq) and qRT-PCR revealed a marked reduction in expression of the maternal Gtl2, Rian, and Mirg lncRNAs in two independent Ezh2−/− mESCs clones, similar to the observed deficit in miRNA expression in these cells. However, expression of the paternal Dlk1 and Dio3 alleles was unaffected (Figures 1D, S1G, and S1I). Similarly, expression of Gtl2, Rian, and Mirg lncRNAs also was reduced in Eed−/− and Jarid2−/− mESCs (Figures S1G and S1J). The deficit in expression of miRNAs and lncRNAs was greater in the absence of Ezh2 as compared to Eed or Jarid2 loss. Marked reduction in expression of maternal miRNAs and lncRNAs from the Gtl2-Rian-Mirg locus in the absence of several PRC2 components implies that transcription of the entire locus was affected in the absence of intact PRC2.

To establish this, we performed chromatin immunoprecipitation sequencing (ChIP-seq) analysis of RNA Polycomb II (Pol II), which revealed a significant reduction of RNA Pol II occupancy at the entire Gtl2-Rian-Mirg locus (~220 kb) in Ezh2−/− mESCs compared to wild-type (Figure 1E). Thus, the entire maternal Gtl2-Rian-Mirg locus is repressed in the absence of Ezh2/PRC2. Interestingly, RNA Pol II co-occupied with H3K36me3 and H3K79me2 at the Gtl2-Rian-Mirg locus (Zhou et al., 2011; Figure 1E). This continuous stretch of co-occupancy of RNA Pol II, H3K36me3, and H3K79me2 and sense-strand specificity of maternal miRNAs and lncRNAs indicate that the maternal Gtl2-Rian-Mirg locus may act as a single transcriptional unit, and most likely maternal miRNAs and lncRNAs are processed from this single transcript. Moreover, a global view of miRNA expression analysis of all imprinted genes showed differential expression of selected imprinted genes in the absence of PRC2 components (Figure S1K). The most pronounced reduction in expression was observed at the Gtl2-Rian-Mirg locus in the absence of Ezh2, Eed, and Jarid2 of the PRC2 components; H19 expression was significantly reduced, but only in the absence of Ezh2 or Jarid2 (Figures S1K and S1L).

Methylation of the Gtl2-Rian-Mirg Locus in the Absence of PRC2
To explore mechanisms by which PRC2 loss might lead to repression of the Gtl2-Rian-Mirg locus, we first attempted to rescue Ezh2 expression in Ezh2−/− mESCs. Individual Ezh2 rescue clones expressing different levels of exogenous Ezh2 were examined (Figures S2A and S2C). Ezh2 rescue clones with low-level Ezh2 expression failed to rescue expression of maternal lncRNAs and miRNAs (Figures 2A and 2B). Even Ezh2 rescue clones (clones A5 and B6) that expressed at a near-endogenous level of Ezh2 and restored global H3K27me3 failed to rescue maternal Gtl2, Rian, and Mirg lncRNAs, as well as miRNA expression from the Gtl2-Rian-Mirg locus (Figures 2A, 2B, and S2B–S2E).

To study the basis for highly inefficient rescue of maternal lncRNAs and miRNAs upon re-expression of Ezh2, we assessed DNAme level at the IG-DMR, an important regulatory element located ~12 kb upstream of the Gtl2 promoter involved in regional imprinting at the Gtl2-Rian-Mirg locus. The IG-DMR of the paternally inherited chromosome was heavily methylated. In contrast, the IG-DMR on the maternally inherited chromosome remained unmethylated (Figure 1B; Lin et al., 2003; da Rocha et al., 2008). As expected, the IG-DMR was 45% DNA methylated in wild-type mESCs. However, the methylation level increased to 92% in Ezh2−/− mESCs. Ezh2 rescue clones A5 and B6, which expressed near-endogenous levels of Ezh2, retained 92% and 88% DNAme at the IG-DMR, respectively (Figure 2C). Furthermore, treatment with high concentrations of the Dnmt inhibitor 5-azacitidine (5-aza) failed to restore Gtl2 expression in Ezh2−/− mESCs and Ezh2 rescue clones (Figure S2F). Similarly, high concentrations of ascorbic acid (vitamin C) failed to restore Gtl2 expression in Ezh2−/− mESCs (Figure S2G). Thus, DNAme at the IG-DMR is both dense and stable in the absence of Ezh2. Moreover, we observed a small increase in H3K9me3 occupancy at the IG-DMR locus in Ezh2−/− mESCs as compared to wild-type (Figure S2H), suggesting that co-operation between DNAme and H3K9me3 may lead to stable and long-term silencing of the maternal Gtl2-Rian-Mirg locus (Epsztejn-Litman et al., 2008; Dong et al., 2008; Smith and Meissner, 2013) in the absence of Ezh2. These data imply that DNAme is stable at the IG-DMR in the absence of Ezh2 and causes repression of lncRNAs and miRNAs. Once DNAme is established, re-expression of Ezh2 is unable to erase DNAme from the IG-DMR. Taken together, these results indicate that PRC2 is required to maintain expression of the maternal Gtl2-Rian-Mirg locus, most likely through preventing DNAme at the IG-DMR.

The qRT-PCR confirms dramatically reduced expression of maternal miRNAs from the Gtl2-Rian-Mirg locus in Ezh2−/− mESCs; miR-130a is shown as a control. miRNA expression is represented as mean ± SEM (n = 3); p values were calculated using a two-way ANOVA; ***p < 0.0001; *p < 0.01. (D) The qRT-PCR shows a dramatic reduction of maternal Gtl2, Rian, and Mirg lncRNA expression in Ezh2−/− mESCs as compared to wild-type. Dlk1 and Dio3 miRNA expression is unaltered in Ezh2−/− mESCs. Transcript levels were normalized to Gapdh. Data are represented as mean ± SEM (n = 3); p values were calculated using a two-way ANOVA; ***p < 0.0001; ns, non-significant. (E) ChIP-seq analysis of RNA Pol II demonstrates log-fold changes of RNA Pol II occupancy in Ezh2−/− mESCs compared to wild-type. RNA Pol II occupancy is significantly reduced at the entire Gtl2-Rian-Mirg locus (~220 kb) in Ezh2−/− mESCs compared to wild-type. RNA Pol II co-occupancy with H3K36me3 and H3K79me2 (elocation marks) suggests that the maternal Gtl2-Rian-Mirg locus acts as a single transcriptional unit.

See also Figure S1.
IG-DMR/Enhancer1 Serves as an Enhancer for the Gtl2-Rian-Mirg Locus

DNAme at the IG-DMR has been established as essential for proper imprinting control (Lin et al., 2003; da Rocha et al., 2008). However, the role of histone modifications at the IG-DMR in imprinting is less well understood. We examined the binding landscape of ESC-specific pluripotency factors, cohesion, mediators, histone marks, and PRC2 components at the entire Dlk1-Dio3 gene cluster (Figures 3A and S3A). The IG-DMR was co-occupied by ESC-specific Tfs (e.g., Oct4, Nanog, Sox2, Klf4, and Esrrb), mediator (Med1/12), cohesin (Smc1/3), Lsd1, H3K27ac, and H3K4me1 (Figures 3A–3C). Taken together, these characteristics are consistent with this region serving as an enhancer (Kagey et al., 2010; Whyte et al., 2012). We designated this region Enhancer1 (Enh1). A similar region (Enhancer2 [Enh2]), located farther downstream (~450 kb) of Enh1, showed
similar binding patterns (Figure 3D). Both Enh1 and Enh2 exhibited strong enhancer activity in reporter assays (Figure 3E). Interestingly, we observed that the H3K27ac mark was significantly reduced at Enh1 and Enh2 in Ezh2−/− mESCs. This finding correlates with reduced expression of maternal IncRNAs and miRNAs from the Gtl2-Rian-Mirg locus in the absence of Ezh2, suggesting that the H3K27ac active histone mark is an indicator of transcription activity of this imprinted locus (Figures 3C and 3D; Xie et al., 2012). Of note, we observed reduced marking with H3K27ac and H3K4me3, as well as the Gtl2 promoter in the absence of Ezh2/PRC2. Strikingly, we found weak occupancy of Ezh2, Jari2, and no binding of Suz12 of PRC2 components at IG-DMR/Enh1 and Enh2, and we failed to observe detectable H3K27me3 deposition (Figures 3C and 3D). We cannot exclude the possibility that the weak binding of Ezh2/PRC2 we saw derives from the paternal allele.

The similarities between Enh1 and Enh2 led us to consider how together they might regulate the maternal Gtl2-Rian-Mirg locus. However, unlike IG-DMR/Enh1, Enh2 is not hypermethylated in the absence of Ezh2 (Figure S3B). We investigated whether Enh1 and Enh2 loop into proximity with the Gtl2 promoter to regulate the Gtl2-Rian-Mirg locus. Chromosomal conformation capture (3C) revealed that both Enh1 and Enh2 interact with the Gtl2 promoter in the presence and absence of Ezh2 (Figure S3C), suggesting that Ezh2 does not interfere with looping between Gtl2 promoter and Enh1/Enh2. To determine a requirement for IG-DMR/Enh1 and Enh2 in regulation of the Gtl2-Rian-Mirg locus, we deleted Enh1 (7 kb) and Enh2 (7 kb) using the clustered regularly interspaced short palindromic repeats (CRISPR)/Cas9 nuclease system (Cong et al., 2013). Biallelic deletion of Enh2 (Enh2−/−) failed to affect expression of the Gtl2-Rian-Mirg locus. In contrast, biallelic deletion of IG-DMR/Enh1 (IG-DMR/Enh1−/−) abrogated expression of maternal Gtl2, Rian, and Mirg (Figure 3F), demonstrating that IG-DMR/Enh1 is an essential regulatory element for the maternal Gtl2-Rian-Mirg locus (Lin et al., 2003). We identified strong co-occupancy of PRC2 and H3K27me3 at the Dlk1 promoter (Figures 3A and 3B). Therefore, we hypothesized that PRC2 might distally regulate the Gtl2-Rian-Mirg locus. To test this possibility, we deleted the Dlk1 promoter region (3 kb) using CRISPR/Cas9. Biallelic deletion of the Dlk1 promoter showed no effect on the locus (Figure S3D), indicating that PRC2 does not distally regulate the Gtl2-Rian-Mirg locus. Collectively, these results demonstrate that the IG-DMR/Enh1 is an important cis-regulatory element that serves as an enhancer for the maternal Gtl2-Rian-Mirg locus.

**PRC2 Physically Interacts with Dnmt3a/3l in a Gtl2 IncRNA-Independent Manner, and the Interaction between Gtl2 IncRNA-Ezh2 Hinders Binding of Ezh2/PRC2 at the IG-DMR**

Our results demonstrate that, in the absence of PRC2, the entire maternal Gtl2-Rian-Mirg locus is transcriptionally repressed in association with DNA hypermethylation at the IG-DMR (Figures 1 and 2). These data hint at a strong connection between DNAme and PRC2 in regulation of this locus. To explore this relationship further, we examined expression of DNA methyltransferases (Dnmts) in Ezh2−/− and wild-type mESCs. We found that expression of the de novo Dnmts, particularly Dnmt3a and Dnmt3l, were upregulated in Ezh2−/− mESCs (Figures 4A and 4B). Expression of Dnmt1, which is responsible for DNAme maintenance, was not significantly altered in Ezh2−/− mESCs (Figures 4A and 4B). Additionally, we observed upregulation of Dnmt3a and Dnmt3l in Eed−/− and Jari2−/− mESCs (Figure 4A). Ezh2 expression was unaffected in the absence of any Dnmts (Figure S4B). Co-immunoprecipitation revealed that Ezh2, as well as Jari2, interacts with Dnmt3a/Dnmt3l proteins (Figures 4C, S4C, and S4E). Moreover, Dnmt3a and Dnmt3l were both eluted in the same fractions as PRC2 components (Ezh2, Jari2, and Suz12) (Figure S4D), consistent with interaction between PRC2 and Dnmt3a/3l.

We asked whether interaction between Ezh2 and Dnmt3a/3l is dependent on Gtl2 IncRNA. To test this, we used biallelic IG-DMR−/− mESCs, in which expression of maternal Gtl2 IncRNA is abrogated (Figures 3F and 4D). Interaction between Ezh2 and Dnmt3a/Dnmt3l was observed in the absence of Gtl2 IncRNA (Figure 4D). Nonetheless, Gtl2 IncRNA bound to PRC2 components (Ezh2, Eed, and Suz12), but not detectably to Dnmt3a (Figures 4E and S4F). Thus, the interaction between PRC2 and Dnmt3a/3l is Gtl2 IncRNA independent. Of note, interactions between Gtl2 IncRNA and PRC2 components (Ezh2, Eed, and Suz12) (Figure S4F), as well as interactions between PRC2 components (Figure S4E), suggest that assembly or interactions of PRC2 complex components are not prevented in the presence of Gtl2 IncRNA.

PRC2 transcriptome analysis identified a genome-wide pool of >9,000 PRC2-interacting RNAs, including Gtl2 IncRNA, in mESCs (Zhao et al., 2010). The majority of these PRC2-interacting RNAs recruit PRC2 itself at their targets for gene repression (Margueron and Reinberg, 2011). However, recent studies demonstrated that Ezh2/PRC2 is located at a large fraction of active promoters, where it binds to the nascent RNAs that somehow reduce deposition of H3K27me3 (Davidovich et al., 2013; Kaneko et al., 2013). Interestingly, these active promoters reveal low-level occupancy by Ezh2 (Kaneko et al., 2013). Further studies showed that deletion of PRC2-interacting RNA/s rescued PRC2-mediated deposition of H3K27me3 (Kaneko et al., 2014), implying that PRC2 activity is inhibited by interaction with nascent transcripts. We hypothesized that similar binding of nascent Gtl2 IncRNA to Ezh2 (Figure 4E) inhibits the interaction of Ezh2/PRC2 at the IG-DMR and subsequent deposition of H3K27me3. To support this, we showed that Gtl2 promoter deletion disrupts the formation of Gtl2 IncRNA and is associated with increased binding of Ezh2 at the IG-DMR locus (Figures 4F and 4G). We did not observe, however, a significant increase in H3K27me3 at the IG-DMR (Figure 4H).

**PRC2 Antagonizes De Novo DNAme at the IG-DMR through a Distinct Mechanism**

Next we determined the occupancy of Dnmt3a, Dnmt3b, Dnmt3l, and Dnmt1 at the IG-DMR locus in the absence of PRC2. Occupancy of Dnmt3a, Dnmt3b, and Dnmt3l was markedly increased at the IG-DMR locus in the absence of Ezh2 or Jari2 (Figures 5A and 5B). We noted that recruitment of Dnmt3a/3b/3l was higher at the IG-DMR in the absence of Ezh2 as compared to the absence of Jari2, which may indicate
that components of PRC2 have different capacities to modulate de novo Dnmt3s occupancy/recruitment at the IG-DMR. We pursued this observation further by examining DNAme levels at the IG-DMR in Ezh2−/−, Eed−/−, and Jarid2−/− mESCs. Indeed, different extents of DNA hypermethylation were observed at the IG-DMR in the absence of the distinct PRC2 components (Figure 5C). Importantly, DNA hypermethylation levels at the IG-DMR correlated with reduced expression levels of maternal IncRNAs and miRNAs at the Gtl2-Rian-Mirg locus in the absence of Ezh2, Eed, and Jarid2 (Figures 1 and S1). In summary, these data suggest that PRC2 prevents recruitment of Dnmt3s for de novo DNAme at the IG-DMR to allow proper expression of the maternal Gtl2-Rian-Mirg locus.

To exclude the trivial possibility that increased binding of Dnmt3 methyltransferases and DNAme at the IG-DMR is due to increased levels of de novo Dnmt3 methyltransferases in the absence of Ezh2, we performed global DNAme analysis from Ezh2−/− and wild-type mESCs using reduced-representation bisulfite sequencing (RRBS). We observed a gain of DNAme globally in the absence of Ezh2 (Figure 5D). Particularly, DNAme was gained at Ezh2-binding sites, in the absence of Ezh2 (Figure S5G). These data indicate the Ezh2 antagonizes Dnmt3 methyltransferase activity and DNAme in mESCs.

To investigate whether this mechanism is restricted to the maternal Gtl2-Rian-Mirg imprinted locus, we examined histone marks, PRC2 occupancy, and DNAme at several differentially regulated imprinted loci, including H19, whose expression also significantly was reduced in the absence of PRC2 (Figure S1K). Occupancy of H3K27ac and H3K4me3 was significantly reduced at both the ICRs, IG-DMR (for Gtl2-Rian-Mirg locus) and ICR (for H19) in the absence of Ezh2, correlating with reduced expression of Gtl2, Rian, and H19. Interestingly, the ICR of H19 was strongly occupied by Ezh2/PRC2 with corresponding H3K27me3 deposition and acquired DNAme in the absence of Ezh2/PRC2, whereas the IG-DMR was weakly occupied by Ezh2/PRC2 without H3K27me3 yet gained DNAme in the absence of Ezh2/PRC2 (Figures S5A–S5F). These findings are consistent with antagonism between PRC2 and DNAme at both loci, but they hint at differences in mechanistic detail.

PRC2 Protects IG-DMR from De Novo DNAme to Allow Proper Expression of the Maternal Gtl2-Rian-Mirg Locus

We demonstrated that Gtl2 IncRNA inhibits strong Ezh2/PRC2 occupancy and subsequent H3K27me3 deposition at the IG-DMR locus (Figures 3 and 4F–4H). Therefore, we proposed that Ezh2 occupancy is weak at the IG-DMR, and it may be present in the vicinity of the locus in association with Gtl2 IncRNA. To address the mechanistic details of how Ezh2 prevents Dnmt3s occupancy/recruitment and DNAme at the IG-DMR locus, first we performed a time-course experiment after knockdown of Ezh2. Knockdown of Ezh2 showed reduced expression of Gtl2 IncRNA and increased expression of Dnmt3a (Figures S6A and S6B), similar to, but quantitatively less extreme than, the pattern observed upon complete deletion of Ezh2 (Figures 1D, 4B, S6A, and S6B). However, knockdown of Ezh2 did not increase the DNAme level at the IG-DMR, as we observed in Ezh2−/− mESCs (Figures S6C and 2C). On the other hand, deletion of Dnmt3a (Dnmt3a−/−) showed a modest increase in Gtl2 expression, but no significant change in DNAme at the IG-DMR (Figures S6D and S6E). In addition, depletion of Ezh2 in Dnmt3a−/− mESCs reduced Gtl2 expression (Figure S6F), indicating a positive function of Ezh2/PRC2 at the maternal Gtl2-Rian-Mirg locus.

Furthermore, we overexpressed Ezh2 and Dnmt3a in wild-type mESCs. Overexpression of neither Ezh2 nor Dnmt3a altered Gtl2 expression and DNAme at the IG-DMR (Figures 6A–6F). In addition, overexpression of Ezh2 in Dnmt3a−/− mESCs showed no significant change in Gtl2 expression and DNAme at the IG-DMR (Figures 6G–6I), implying that Ezh2 does not function as an activator at the IG-DMR locus. Taken together, these data support that Ezh2 functions to protect the IG-DMR locus from Dnmt3s/DNAme and, thereby, serves to maintain expression of the maternal Gtl2-Rian-Mirg locus.

**DISCUSSION**

The precise mechanisms regulating imprinting at the Dlk1-Dio3 domain have remained largely unknown (da Rocha et al., 2008). Here we demonstrate that PRC2 is required for proper expression of the maternal Gtl2-Rian-Mirg locus, a cluster essential for successful iPSC reprogramming (Figure S7A; Stadtfeld et al., 2010). Absence of PRC2 results in markedly elevated DNAme at the IG-DMR, leading to transcriptional repression of the entire maternal Gtl2-Rian-Mirg locus (Figures 1 and 2). The maternal IG-DMR is lowly methylated/hypomethylated and acts as an enhancer of the maternal Gtl2-Rian-Mirg locus due to co-occupancy of ESC-specific TFs, mediators, cohesin, Lsd1, H3K27ac, and H3K4me1 (Figure 3). This finding is...
consistent with the observation that lowly methylated regions (LMRs) serve as distal regulatory regions and act as enhancers (Stadler et al., 2011).

Since Gt12 IncRNA binds to Ezh2, the occupancy of Ezh2 is weak and H3K27me3 deposition does not take place at the IG-DMR of the maternal Gt12-Rian-Mirg locus (Figures 3A, 3C, and 4E–4H). Nonetheless, we propose that the presence of Ezh2/PRC2 protects the IG-DMR locus from recruitment of Dnmt3s and subsequent DNAme. Several lines of evidence support this model. First, Ezh2 and Dnmt3a/3l physically interact (Figure 4C). Second, Dnmt3s binding to the IG-DMR is increased (Figures 5A and 5B) and DNA is strongly methylated in the absence of Ezh2 (and PRC2) (Figures 2C and 5C). Third, DNAme is globally increased at Ezh2-binding sites in the absence of Ezh2 (Figure 5D). Finally, neither overexpression of Ezh2 or Dnmt3a in wild-type ESCs nor overexpression of Ezh2 in Dnmt3a−/− ESCs alters DNAme at the IG-DMR and Gt12 IncRNA expression (Figure 6). In effect, Ezh2/PRC2 then protects the IG-DMR locus from Dnmt3s and its activity (i.e., DNAme).

Generally the presence of Ezh2/PRC2 correlates with gene repression (Margueron and Reinberg, 2011). However, two recent reports demonstrated that PRC2 localizes not only at the promoter regions of repressed genes but also at the promoters of the active genes. Remarkably, PRC2 weakly occupies active promoter regions (with reduced level of H3K27me3) and binds to the 5′ terminus of nascent transcripts, which originate from active genes (Davidovich et al., 2013; Kaneko et al., 2013). These results suggest that PRC2 senses the transcription activity of genes through nascent RNA binding that tempers Ezh2/PRC2 activity (Kaneko et al., 2013). This scenario may allow continuous expression of active genes by cell-type-specific TFs, activators, despite the presence of PRC2. A similar scenario may drive continuous expression of the maternal Gt12-Rian-Mirg locus in association with ESC-specific TFs, mediators, cohesion, H3K27ac, and H3K4me1 at the IG-DMR, despite the presence of Ezh2/PRC2 in association with Gt12 IncRNA (Figure 7).

Our findings focus attention on the relationship of polycomb function and DNAme. Both pathways are involved in the establishment and maintenance of epigenetic gene silencing. Some evidence points to a cooperative relationship between DNAme and PRC2, where PRC2 facilitates binding (or recruitment) of Dnmts at PRC2 target promoters to promote DNAme (Viré et al., 2006). This scenario has been proposed in colon cancer, where Ezh2/PRC2 has been reported to recruit Dnmts for de novo DNAme to silence genes that are critical for normal colonic epithelium development (Schliesinger et al., 2007). Additionally, reduced levels of H3K27me3 and DNA hypomethylation concurrently activate gene expression in pediatric gliomas (Bender et al., 2013), implying that PRC2-mediated de novo DNAme contributes to carcinogenesis. In contrast, other evidence supports antagonism between DNAme and polycomb function. For example, genome-wide studies in mESCs revealed gain of H3K27me3 and DNAme upon loss of Dnmts and PRC2, respectively (Brinkman et al., 2012; Hagarman et al., 2013). Furthermore, developmentally related genes containing CpG islands that are silenced by PRC2 in normal cells acquire DNAme with loss of PRC2 marks in prostate cancer (Gal-Yam et al., 2008). Also, loss of Dnmt3a leads to an increased level of H3K27me3 in neural stem cells (Wu et al., 2010). Of particular note, a recent study implicated PRC2 in direct regulation of Dnmt3l (Basu et al., 2014), which is consistent with our observation of increased expression of Dnmt3s upon the loss of Ezh2/PRC2 (Figures 4A and 4B). In addition, links between DNA hypomethylation and accumulation and/or spreading of H3K27me3 have been proposed in cancer (Reddington et al., 2014). Thus, the relationship between DNAme and PRC2 may be critical in both normal and cancer cells.

Our data provide additional insights into the relationship between PRC2 and Dnmts. PRC2 interacts physically with Dnmt3a/3l in a Gt12 IncRNA-independent manner and prevents Dnmt3s recruitment and subsequent DNAme at the IG-DMR of the maternal Gt12-Rian-Mirg locus (Figures 4, 5, and 6). Dnmt3a/3l forms a tetramer for de novo DNAme (Jia et al., 2007). Dnmt3l shares homology with Dnmt3a and Dnmt3b, but lacks enzymatic activity, although Dnmt3l cooperates with Dnmt3a and Dnmt3b to establish maternal imprinting (Hata et al., 2002). Furthermore, Dnmt3l has been shown to enhance

Figure 4. PRC2 Physically Interacts with Dnmt3a/3l in a Gt12 IncRNA-Independent Manner and the Interaction between Gt12 IncRNA-Ezh2 Inhibits Binding of Ezh2/PRC2 at the IG-DMR
(A) Scatterplot representing differentially expressed genes from Ezh2−/− mESCs compared to wild-type. Red dots represent significantly up- and downregulated genes in Ezh2−/− mESCs with a q value < 0.01. Genes of interest are labeled in the scatterplot.
(B) The mRNA expression shows significant upregulation of Dnmt3a, Dnmt3b, and Dnmt3l, but not Dnmt1, in Ezh2−/− mESCs as compared to wild-type. Transcript levels were normalized to Gapdh. Data are represented as mean ± SEM (n = 3); p values were calculated using a two-way ANOVA; ***p < 0.0001, *p < 0.01; ns, non-significant.
(C) Anti-Ezh2 antibody was used to immunoprecipitate endogenous Ezh2 from mESC nuclear extracts, showing a specific interaction between Ezh2 and Dnmt3a/Dnmt3l.
(D) The qRT-PCR shows that biallelic deletion of IG-DMR causes abrogation of maternal Gt2 and Rian IncRNAs in mESCs. Endogenous Ezh2 maintains interaction with Dnmt3a/Dnmt3l in the absence of Gt2 IncRNA.
(E) RNA immunoprecipitation (RIP) demonstrates a strong interaction of Gt12 IncRNA with Ezh2, but not with Dnmt3a. U1 RNA and Oct4 mRNA were used as controls. Data are represented as mean ± SEM (n = 3); p values were calculated using a two-way ANOVA; ***p < 0.0001; ns, non-significant.
(F) The qRT-PCR shows that biallelic deletion of Gt2 promoter (~7 kb) disrupts the formation of Gt2 IncRNA.
(G) ChiP-qPCR shows increased Ezh2 occupancy at the IG-DMR in the absence of Gt2 IncRNA. Data are represented as mean ± SEM (n = 3); p values were calculated using a two-way ANOVA; **p < 0.001, *p < 0.01; ns, non-significant.
(H) ChiP-qPCR shows no significant increase in binding of H3K27me3 at the IG-DMR in the absence of Gt2 IncRNA. Data are represented as mean ± SEM (n = 3); p values were calculated using a two-way ANOVA; ns, non-significant.
See also Figure S4.
the de novo DNAme activity of Dnmt3a (Chedin et al., 2002), which implicates Dnmt3l as an important cofactor for Dnmt3a. In addition, conditional mutants of Dnmt3a and Dnmt3l in germ cells display indistinguishable phenotypes; however, conditional mutants of Dnmt3b demonstrate no apparent phenotype, indicating that Dnmt3a and Dnmt3l function together for DNAme at many of the imprinted loci in germ cells (Kaneda et al., 2004).

Figure 5. PRC2 Antagonizes De Novo DNAme at the IG-DMR through Distinct Mechanism

(A and B) ChIP-qPCR shows that Dnmt3a, Dnmt3b, and Dnmt3l occupancy at IG-DMR is significantly increased in the absence of Ezh2 (A) and Jarid2 (B), but occupancy of Dnmt1 remains unchanged. Data are represented as mean ± SEM (n = 3); p values were calculated using a two-way ANOVA; ***p < 0.0001; ns, non-significant.

(C) Analysis of 29 CpGs at the IG-DMR shows different DNAme (%) levels in the absence of PRC2 components. Data are represented as mean ± SEM (n = 3); p values were calculated using a two-way ANOVA; ***p < 0.0001.

(D) Global DNAme analysis from Ezh2−/− and wild-type mESCs, using reduced-representation bisulfite sequencing (RRBS), represented as a heatmap of genome-wide methylation patterns. The genome was divided into non-overlapping 10-kb windows and the fraction of methylated CpGs in each window was computed for wild-type and Ezh2−/− mutants. The hue represents the number of genomic windows with a given fractional methylation in Ezh2−/− versus wild-type. Trends suggest significantly increased global DNAme in Ezh2−/−. See also Figure S5.
Although our findings are consistent with a model in which Ezh2 protects the IG-DMR locus from Dnmt3s recruitment and subsequent DNAme to maintain proper expression of the maternal Gtl2-Rian-Mirg locus, further study is needed to address more specific mechanistic issues. For one, it remains to be determined how and to what extent other PRC2 components, such as Eed, Suz12, and Jarid2, are involved in protecting the IG-DMR from DNAme. Second, the mechanism by which Gtl2 lncRNA inhibits binding of Ezh2/PRC2 at the IG-DMR and contributes to decreased H3K27me3 activity merits further clarification. Moreover, precisely how Gtl2 lncRNA recruits Ezh2/PRC2 at the IG-DMR and maintains its own expression through a feedback loop is not fully understood.

In conclusion, we find that Gtl2 lncRNA inhibits binding of Ezh2/PRC2 at the maternal IG-DMR locus, while Ezh2/PRC2 maintains its presence in the vicinity of the IG-DMR locus. In this manner, Ezh2/PRC2 protects the maternal IG-DMR locus by preventing recruitment of Dnmt3s and subsequent DNAme, thereby serving to maintain proper expression of the maternal Gtl2-Rian-Mirg locus in the presence of ESC-specific TFs and activators (Figure 7). Our findings also suggest that individual PRC2 components have different capacities to modulate Dnmt3s occupancy/recruitment and subsequent de novo DNAme at the IG-DMR (Figure 5), which ultimately sets different levels of expression of maternal IncRNAs and miRNAs from the Gtl2-Rian-Mirg locus (Figure 1). Collectively, our study provides a novel mechanism by which Ezh2/PRC2 antagonizes de novo DNAme at the IG-DMR for proper

---

**Figure 6. PRC2 Protects IG-DMR from De Novo DNAme to Allow Proper Expression of the Maternal Gtl2-Rian-Mirg Locus**

(A) Overexpression of Ezh2 in wild-type mESCs. Protein expression of Ezh2 was checked through western blot. Actin was used as an internal control.

(B) The mRNA expression shows no significant change of Gtl2 IncRNA expression upon overexpression of Ezh2. Transcript levels were normalized to Gapdh. Data are represented as mean ± SEM (n = 3); p values were calculated using a two-way ANOVA; **p < 0.001; ns, non-significant.

(C) Analysis of 29 CpGs at the IG-DMR shows no significant changes of DNAme (%) levels upon overexpression of Ezh2. Data are represented as mean ± SEM (n = 3); p values were calculated using a two-way ANOVA; **p < 0.001; ns, non-significant.

(D–F) Dox-inducible overexpression of Dnmt3a (D, western blot) does not change Gtl2 IncRNA expression (qRT-PCR) (E), with a slight increase in DNAme level at the IG-DMR (F). Data are represented as mean ± SEM (n = 3); p values were calculated using a two-way ANOVA; **p < 0.001; ns, non-significant.

(G–I) Overexpression of Ezh2 in Dnmt3a−/− mESCs (G, western blot) leads to no significant change in Gtl2 IncRNA expression (qRT-PCR) (H) and DNAme at the IG-DMR (I). Data are represented as mean ± SEM (n = 3); p values were calculated using a two-way ANOVA; ***p < 0.0001; ns, non-significant.

See also Figure S6.
expression of the maternal Gtll2-Rian-Mirg locus, a critical region essential for mESC identity and somatic cell reprogramming (Pereira et al., 2010; Stadtfeld et al., 2010).

**EXPERIMENTAL PROCEDURES**

**mESC Culture**
Mouse CJ7 (wild-type), Ezh2/-/-, Eed/-/-, and Jarid2/-/- mESCs were selected to 18–40 rt on a denaturing polyacrylamide gel, and small RNA libraries were prepared according to the manufacturer’s instructions (SOLiD small RNA library preparation kit, Life Technologies). All libraries were sequenced using SOLiD instrument (Life Technologies).

**RNA-Seq**
Total RNA was isolated from undifferentiated mESCs using Trizol reagent (Invitrogen) according to the manufacturer’s instructions. Total RNA (1 μg) was used from CJ7 (wild-type), Ezh2/-/-, Eed/-/-, and Jarid2/-/- mESCs to prepare the mRNA libraries according to the manufacturer’s instructions (Directional [strand-specific] mRNA-Seq sample preparation kit, Illumina). All libraries were sequenced using HiSeq 2000 sequencing system (Illumina).

**Northern Blot**
Total RNA (10 μg) was resolved in denaturing PAGE, transferred to a nitrocellulose membrane, and hybridized with DNA or locked nucleic acid (LNA) probes specific to each miRNA, as described previously (Das et al., 2008).

**Small RNA-Seq**
Total RNA was isolated from undifferentiated mESCs using Trizol reagent (Invitrogen) according to the manufacturer’s instructions. Total RNA (10 μg) was treated with DNaseI (Life Technologies) to remove the DNA contamination. RNA was converted to cDNA with a cDNA synthesis kit (Bio-Rad). The qRT-PCR was performed with SYBR green master mix (Bio-Rad) on Bio-Rad iCycler RT-PCR detection system according to the manufacturer’s instructions. Small RNA RT-PCR was performed using Taqman miRNA assays (Life Technologies) as described previously (Das et al., 2008).

**ChIP**
ChIP was performed as described elsewhere (Das et al., 2014). Detailed procedures and a list of antibodies are available in the Supplemental Experimental Procedures.

**ChIP-Seq and Library Generation**
Purified ChIP DNA was used to prepare Illumina multiplexed sequencing libraries. New England Biolabs next-generation sequencing kit was used to prepare the libraries.

**ChIP-Seq Data Analyses**
All ChIP-seq samples were aligned with Bowtie v0.12.9 to the mm9 genome assembly, where only uniquely mappable reads were reported. Significant peaks were found by pairing each ChIP-seq sample with the appropriate input and running SICER v1.1, with a false discovery rate (FDR) of 0.05. See the Supplemental Experimental Procedures for more detail.

**DNAme Analysis**
Genomic DNA was bisulfite converted and analyzed by EpigenDx using the following assays: IG-DMR (ADS-1452), Oct4 promoter (ASY-585), and Nanog promoter (ASY-590).

**ACCESSION NUMBERS**
The accession number for the RNA-seq, small RNA-seq, ChIP-seq, and microarray data reported in this paper is GEO: GSE58414.

**SUPPLEMENTAL INFORMATION**
Supplemental Information includes Supplemental Experimental Procedures, seven figures, and seven tables and can be found with this article online at http://dx.doi.org/10.1016/j.celrep.2015.07.053.

**AUTHOR CONTRIBUTIONS**

**AUTHOR CONTRIBUTIONS**

**AUTHOR CONTRIBUTIONS**

**AUTHOR CONTRIBUTIONS**
ACKNOWLEDGMENTS

We thank Pratibha Tripathi; Glenn MacLean for reagents; Fieda Abderazzaq and Renee Rubio at the Center for Computational Biology (CCCB) sequencing facility, DFCI, for Illumina HiSeq2000 Sequencing; and the late Edward Fox at the Microarray Core of DFCI for microarray and small RNA-seq. This work was supported by funding from NIH grant HLBI U01HL100001.

S.H.O. is an Investigator of the HHMI. M.C.C. was supported by NIH grant F30 DK103359-01A1.

Received: March 13, 2015
Revised: July 19, 2015
Accepted: July 27, 2015
Published: August 20, 2015

REFERENCES


Synchronized age-related gene expression changes across multiple tissues in human and the link to complex diseases

Jialiang Yang1,2, Tao Huang1,2,†, Francesca Petralia1,2, Quan Long1,2, Bin Zhang1,2, Carmen Argmann1,2, Yong Zhao1,2, Charles V. Mobbs3,4,5, Eric E. Schadt1,2, Jun Zhu1,2, Zhidong Tu1,2 & The GTEx Consortium#

1Institute of Genomics and Multiscale Biology, Icahn School of Medicine at Mount Sinai, NY, 10029, USA. 2Department of Genetics and Genomic Sciences, Icahn School of Medicine at Mount Sinai, NY, 10029, USA.
3Department of Neuroscience, Icahn School of Medicine at Mount Sinai, NY, 10029, USA. 4Department of Geriatrics and Palliative Medicine, Icahn School of Medicine at Mount Sinai, NY, 10029, USA. 5Department of Endocrinology, Diabetes and Bone Disease, Icahn School of Medicine at Mount Sinai, NY, 10029, USA. †Present address: Institute of Health Sciences, Shanghai Institutes for Biological Sciences, Chinese Academy of Sciences, Shanghai 200031, People's Republic of China. #A comprehensive list of authors and affiliations appear at the end of the paper. Correspondence and requests for materials should be addressed to Z.T. (email: zhidong.tu@mssm.edu)

OPEN

Aging is one of the most important biological processes and is a known risk factor for many age-related diseases in human. Studying age-related transcriptomic changes in tissues across the whole body can provide valuable information for a holistic understanding of this fundamental process.

In this work, we catalogue age-related gene expression changes in nine tissues from nearly two hundred individuals collected by the Genotype-Tissue Expression (GTEx) project. In general, we find the aging gene expression signatures are very tissue specific. However, enrichment for some well-known aging components such as mitochondria biology is observed in many tissues. Different levels of cross-tissue synchronization of age-related gene expression changes are observed, and some essential tissues (e.g., heart and lung) show much stronger "co-aging" than other tissues based on a principal component analysis. The aging gene signatures and complex disease genes show a complex overlapping pattern and only in some cases, we see that they are significantly overlapped in the tissues affected by the corresponding diseases. In summary, our analyses provide novel insights to the co-regulation of age-related gene expression in multiple tissues; it also presents a tissue-specific view of the link between aging and age-related diseases.

Aging is a certainty in our largely uncertain lives. It is a process in which multiple organs and tissues gradually lose physiological integrity, followed by functional impairment and eventually death of the individual1. The molecular mechanisms underlying aging are not fully understood, despite the enormous amount of findings and theories that have emerged in the past decades. The current hypotheses encompass genetic predisposition, calorie restriction, mitochondrial dysfunction, telomere attrition, genomic instability, and many others2–6. As there is also no unanimous agreement on fundamental issues such as whether aging is genetically programmed7,8, the ultimate cause of aging and the interconnections among various aging mechanisms remain to be established. On the contrary is the fact that aging is a major risk factor for many complex diseases such as cardiovascular disease, cancer, Type 2 diabetes, Alzheimer's disease, and Parkinson's disease9–13. Given the rapidly expanding aging population world-wide14, aging
research is increasingly important as it holds the promise for unravelling the secrets of longevity and for bringing new solutions to the treatment of age-related diseases.

With the advent of various high throughput technologies, it is now feasible to measure an individual's panomics (including transcriptome, metabolome, epigenome, etc.) at a reasonable cost. The rich information in panomic data brings enormous opportunities to the aging research field. For example, using methylation data, Horvath et al. defined a molecular clock composed of 353 CpG sites that could accurately predict the human age. By examining the transcriptome changes in the aging neocortex and cerebellum in mice, Lee et al. observed genes associated with inflammatory responses, oxidative stress, and reduced neurotrophic support in both brain regions. The AGEMAP project which profiled gene expression in 16 tissues in mice also identified age-associated genes and revealed tissue specific aging patterns. By comparing the transcriptional profiles in mice to those of other species (human, flies, and worms), genes involved in the electron transport chain showed common age regulation in all four species. A large number of human tissue age-gene expression association studies have been performed in various tissues (e.g., brain, muscle, blood, and kidney). However, the previous gene expression based studies only examined a rather limited number of tissue types. Due to difference in sample collections, platforms used for profiling, and data processing procedures, it is difficult to compare and combine the findings from these studies. The GTEx project provides RNA-Seq based transcriptome profiles in more than 40 tissues from hundreds of human donors of various ages, making it one of the largest single data sets with the most comprehensive tissue types for studying the genetics of human tissue gene expression and age-associated gene expression. Particularly, since multiple tissues are collected from the same individuals, cross-tissue analysis of age-associated gene expression changes becomes feasible. For simplicity we subsequently refer to such genes as "aging genes".

In this work, we first identify aging gene signatures in nine GTEx tissues and explore their functional characteristics. We then study the synchronization of age-related gene expression changes across different tissues. We also study the connections between tissue aging and complex diseases. In addition, we examine the aging gene signatures across different species, and compare our results with other related aging studies.

Results
Identification of tissue specific age-associated genes in the GTEx data. The GTEx project (v3, accessed in December 2012) provided 1,641 whole transcriptome profiles in more than 40 tissues from nearly two hundred post-mortem human donors. Nine tissues had sample sizes of greater than 80, namely, the subcutaneous adipose, tibial artery, left ventricle heart, lung, skeletal muscle, tibial nerve, skin, thyroid, and whole blood. We considered these nine tissues in our study and omitted other tissue types which had fewer samples. The sample age and gender distributions were plotted in Fig. 1, in which the age distributions of all samples, female samples, and male samples were shown in the left, middle, and right columns, respectively and each row corresponds to a tissue type. Overall, donors' chronological ages ranged from 20 to 70. A customized regression model combined with bootstrapping was used to define age-gene expression associations (see Methods).

Briefly, we followed the GTEx consortium's practice of pre-processing the gene expression data with a slight modification. We corrected gender, the top three genotype principal components (PCs) to reduce the impact of population structure, and a few top gene expression PCs that did not significantly correlate with age (p-value > 0.05). Correcting gene expression PCs allows us to remove potential confounding factors such as the batch effect. Multiple alternative models of correcting expression PCs were considered and compared (see details in Methods). Since low expressed genes are usually more vulnerable to measurement errors, we removed 20% low expressed aging genes. We bootstrapped the samples for 100 times and compiled our final aging gene list by including genes whose expression levels were significantly associated with age in at least 50 runs. The readers are referred to Methods for the details.

We summarized the numbers of age-associated genes in all nine tissues in Table 1 and the detailed information for all the 41,298 genes was provided in Supplementary Data S1. As shown in Table 1, the number of age-associated genes in the nine tissues ranged from 3 to 3,287. The largest number (n = 3,287) was observed in whole blood; while only 12 and 3 age-associated genes were identified in skin and thyroid, respectively. The large difference in the number of age-associated genes observed in the GTEx data is consistent with previous observations in mouse and human. To estimate the number of false positives that could be contained in our aging genes, we permuted sample ages for 1,000 times and repeated the aging gene identification procedure on the permuted data (see Methods). The results were summarized in the column named "Permutation" in Table 1. As shown in Table 1, the frequencies of identifying equal or more age-associated genes in the permuted datasets are very small (no greater than 5 times except for skin and thyroid), and the numbers of false positives are small compared to the number of findings in the real data in most tissues (skin and thyroid are the two exceptions), indicating that majority of the identified gene-age associations in the seven tissues are not due to random chance.

Because of the small number of age-associated genes and high false positive rates in the skin and thyroid tissues, we excluded them and only performed further analysis on seven tissues. To visualize the expression pattern of the inferred aging genes, a heatmap was generated for each tissue (Supplementary Fig. S1). As shown in Fig. 2a, for the adipose tissue, the samples were clearly clustered into two groups based on the Euclidian distance with "Ward" measurement. The left-side group contained many...
Figure 1. Age distribution of donors in nine tissues. The histograms of donor age distribution for all samples, females only, and males only.

<table>
<thead>
<tr>
<th>Tissues</th>
<th>Sample Size</th>
<th>Aging gene</th>
<th>Permutation</th>
</tr>
</thead>
<tbody>
<tr>
<td></td>
<td></td>
<td>Up</td>
<td>Down</td>
</tr>
<tr>
<td>Adipose</td>
<td>94</td>
<td>652</td>
<td>482</td>
</tr>
<tr>
<td>Artery</td>
<td>112</td>
<td>2258</td>
<td>824</td>
</tr>
<tr>
<td>Heart</td>
<td>83</td>
<td>374</td>
<td>454</td>
</tr>
<tr>
<td>Lung</td>
<td>119</td>
<td>329</td>
<td>547</td>
</tr>
<tr>
<td>Muscle</td>
<td>138</td>
<td>766</td>
<td>121</td>
</tr>
<tr>
<td>Nerve</td>
<td>88</td>
<td>116</td>
<td>67</td>
</tr>
<tr>
<td>Skin</td>
<td>96</td>
<td>6</td>
<td>6</td>
</tr>
<tr>
<td>Thyroid</td>
<td>105</td>
<td>2</td>
<td>1</td>
</tr>
<tr>
<td>Blood</td>
<td>156</td>
<td>1381</td>
<td>1906</td>
</tr>
</tbody>
</table>

Table 1. Number of age-associated genes in 9 human tissues and permutation test. aNumber of significant genes after adjusting for 3 types of confounding factors: (1) gender, (2) the top three genotype PCs, and (3) among the top 5 gene expression PCs, the PCs not significantly (p-value > 0.05) correlated with age, and removing 20% low expressed genes in the original expression data. Columns “Up”, “Down”, and “Overall” list the number of up-regulated, down-regulated, and overall aging genes, respectively. bResults of aging genes from 1,000 permutation tests. The column “Frequency” lists the frequencies of identifying equal or more significant genes in 1,000 permuted datasets than those in the original one. The column “Number” lists the average number of aging genes in 1,000 permutation runs.
younger individuals compared to the right-side group. The apparent separation of “young” and “old”
group was observed in all seven tissues and it is of note that the groupings were different in different

tissues (Supplementary Fig. S1). A student’s t-test on the age groups, “young” and “old”, generated sig-
nificant results (p-values less than $3.59 \times 10^{-3}$) in all seven tissues (Supplementary Table S1). The age
distributions of “young” and “old” samples in the seven tissues were provided in Supplementary Fig. S2.

In addition to the grouping on the age axis, the aging genes were also grouped into up-regulated
and down-regulated genes, which correspond to positive and negative signs of the coefficient of “age”
term in the regression model. In four out of the seven tissues, we saw more up-regulated aging genes
than down-regulated ones (heart, lung, and blood are exceptions) (Table 1). To visualize the age-gene
expression association at single gene level, we selected two genes with either strong positive or nega-
tive age-association (PYH1N1 and EIF5AL1) in adipose tissue and showed the scatter plots in Fig. 2b.
The Pearson correlation coefficients of these two genes are 0.63 (p-value $= 7.43 \times 10^{-12}$) and $-0.57$
(p-value $= 2.89 \times 10^{-9}$), respectively. As can be seen in Fig. 2b, the age-gene expression association is
evident for these two genes and there is no apparent difference between male (blue) and female (red).
The scatter plots of the top 100 age-associated genes in all seven tissues are provided in Supplementary
Data S2.

Figure 2. Age-associated gene expression in subcutaneous adipose tissue. (a) Heatmap of 1,134 age-
associated genes (row) on 94 samples (column). Colors represent normalized gene expression values with
blue for low expression and red for high expression. The age of each individual is displayed at the bottom
and also illustrated in color bar at the top with dark green for young and yellow for old. (b) Scatter plot of
2 representative age-associated gene expression patterns PYH1N1 and EIF5AL1 in adipose tissue. Pearson-R
value in the title represents the Pearson correlation coefficient between gene expression and age across all
samples. The solid blue triangles plot male samples and solid red circle female samples. Similarly, the blue
and red lines denote the regression lines for male and female samples, respectively.
To obtain a functional overview, we annotated the up- and down-regulated aging genes separately, using David tools. Due to space limitation, we showed a subset of the top representative annotations in Table 2, and provided a complete list in Supplementary Data S3. The aging gene signatures are significantly enriched for a wide spectrum of Gene Ontology (GO) terms and pathways. The most frequently appeared category is mitochondrion. In five out of seven tissues (adipose, artery, heart, lung, and blood), the enrichment was all seen in the down-regulated aging genes. This result supports the central role of mitochondria in human aging. Mitochondria dysfunction in aging has been observed in multiple model organisms and is among the most recognized aging theories. For example, a systemic RNA interference (RNAi) screen for gene inactivation that increases lifespan in worms showed a 10-fold over-representation of genes encoding mitochondrial proteins. Many other functions known to associate with aging were also observed, e.g., down-regulation of electron transport chain (in adipose and heart) and up-regulation of cell death and inflammation response (both in artery). It is of note that several

<table>
<thead>
<tr>
<th>Tissue</th>
<th>Up-regulated gene set</th>
<th>Down-regulated gene set</th>
</tr>
</thead>
<tbody>
<tr>
<td>Adipose</td>
<td>GO:0005578 proteinaceous extracellular matrix</td>
<td>GO:0005739 mitochondrion</td>
</tr>
<tr>
<td></td>
<td>GO:0005815 microtubule organizing center</td>
<td>GO:0005739 mitochondrion</td>
</tr>
<tr>
<td></td>
<td>GO:0043167 ion binding</td>
<td>GO:0022900 electron transport chain</td>
</tr>
<tr>
<td></td>
<td>GO:0060589 nucleoside-triphosphatase regulator activity</td>
<td>GO:0006631 fatty acid metabolic process</td>
</tr>
<tr>
<td></td>
<td>GO:0005524 ATP binding</td>
<td>GO:0005773 vacuole</td>
</tr>
<tr>
<td></td>
<td>GO:0006952 defense response</td>
<td>GO:0005739 mitochondrion</td>
</tr>
<tr>
<td></td>
<td>GO:0006954 inflammatory response</td>
<td>GO:0005739 mitochondrion</td>
</tr>
<tr>
<td></td>
<td>GO:0008219 cell death</td>
<td>GO:0005739 mitochondrion</td>
</tr>
<tr>
<td>Artery</td>
<td>GO:0060589 nucleoside-triphosphatase regulator activity</td>
<td>GO:0030163 protein catabolic process</td>
</tr>
<tr>
<td></td>
<td>GO:0030695 GTPase regulator activity</td>
<td>GO:0005739 mitochondrion</td>
</tr>
<tr>
<td></td>
<td>GO:0006952 defense response</td>
<td>GO:0019787 small conjugating protein ligase activity</td>
</tr>
<tr>
<td></td>
<td>GO:0006954 inflammatory response</td>
<td>GO:0000278 mitotic cell cycle</td>
</tr>
<tr>
<td></td>
<td>GO:0008219 cell death</td>
<td>GO:0005739 mitochondrion</td>
</tr>
<tr>
<td>Heart</td>
<td>GO:0005739 mitochondrion</td>
<td>GO:0006099 tricarboxylic acid cycle</td>
</tr>
<tr>
<td></td>
<td>GO:0005739 mitochondrion</td>
<td>GO:0005739 mitochondrion</td>
</tr>
<tr>
<td></td>
<td>GO:0005739 mitochondrion</td>
<td>GO:0016071 mRNA metabolic process</td>
</tr>
<tr>
<td></td>
<td>GO:0005739 mitochondrion</td>
<td>GO:0006952 defense response</td>
</tr>
<tr>
<td></td>
<td>GO:0005739 mitochondrion</td>
<td>GO:0005739 mitochondrion</td>
</tr>
<tr>
<td></td>
<td>GO:0005739 mitochondrion</td>
<td>GO:0005739 mitochondrion</td>
</tr>
<tr>
<td>Lung</td>
<td>GO:0016071 mRNA metabolic process</td>
<td>GO:0000786 nucleosome</td>
</tr>
<tr>
<td></td>
<td>GO:0006281 DNA repair</td>
<td>GO:0000786 nucleosome</td>
</tr>
<tr>
<td></td>
<td>GO:0046930 pore complex</td>
<td>GO:0000786 nucleosome</td>
</tr>
<tr>
<td></td>
<td>GO:0048812 neuron projection morphogenesis</td>
<td>GO:0000786 nucleosome</td>
</tr>
<tr>
<td></td>
<td>GO:0048666 neuron development</td>
<td>GO:0000786 nucleosome</td>
</tr>
<tr>
<td></td>
<td>GO:0071515 cell adhesion</td>
<td>GO:0000786 nucleosome</td>
</tr>
<tr>
<td>Muscle</td>
<td>GO:0006986 response to unfolded protein</td>
<td>GO:0015031 protein transport</td>
</tr>
<tr>
<td></td>
<td>GO:0007049 cell cycle</td>
<td>GO:0016192 vesicle-mediated transport</td>
</tr>
<tr>
<td></td>
<td>GO:0005524 ATP binding</td>
<td>GO:0007264 small GTPase mediated signal transduction</td>
</tr>
<tr>
<td></td>
<td>GO:004722 Neurotrophin signaling pathway</td>
<td>GO:004722 Neurotrophin signaling pathway</td>
</tr>
<tr>
<td></td>
<td>GO:0005010 Alzheimer’s disease</td>
<td>GO:0005010 Alzheimer’s disease</td>
</tr>
<tr>
<td>Blood</td>
<td>GO:00055739 mitochondrion</td>
<td>GO:0005739 mitochondrion</td>
</tr>
</tbody>
</table>

Table 2. Function enrichment of up- and down-regulated age-associated genes in 7 tissues.

*Top representative gene set categories. bAdj. p-val denotes the Benjamini false discovery rate.

Functional annotation of aging genes points to a large collection of biological processes. To obtain a functional overview, we annotated the up- and down-regulated aging genes separately, using David tools. Due to space limitation, we showed a subset of the top representative annotations in Table 2, and provided a complete list in Supplementary Data S3. The aging gene signatures are significantly enriched for a wide spectrum of Gene Ontology (GO) terms and pathways. The most frequently appeared category is mitochondrion. In five out of seven tissues (adipose, artery, heart, lung, and blood), the enrichment was all seen in the down-regulated aging genes. This result supports the central role of mitochondria in human aging. Mitochondria dysfunction in aging has been observed in multiple model organisms and is among the most recognized aging theories. For example, a systemic RNA interference (RNAi) screen for gene inactivation that increases lifespan in worms showed a 10-fold over-representation of genes encoding mitochondrial proteins. Many other functions known to associate with aging were also observed, e.g., down-regulation of electron transport chain (in adipose and heart) and up-regulation of cell death and inflammation response (both in artery). It is of note that several
disease pathways, e.g., "hsa05016: Huntington's disease", "hsa05012: Parkinson's disease", and "hsa05010: Alzheimer's disease" are significantly enriched in aging gene signatures in multiple tissues, and these neurodegenerative diseases are also known to be age-dependent²,³,²⁵.

Besides the well-known age-related functions, we also saw multiple processes that are less known for their involvement in aging. For example, we observed the up-regulation of cell adhesion in nerve, and up-regulation of ion binding in adipose. All these significantly over-represented biological functions suggest that human aging is an extremely broad and complex process, with both common and specific, up- and down-regulated collections of biological activities in various tissues.

**Synchronization of multi-tissue age-related gene expression changes in human.** As shown in Fig. 2a and Supplementary Fig. S1, although the chronological ages of the tissue donors are largely consistent with the "young" or "old" clustering, there are some apparent "outliers". For example, the 15th adipose sample (from the left) in Fig. 2a is from an individual with an old chronological age of 70, but is clustered with the "young" group where most donors range in age from 20 to 50. This indicated that the molecular age of adipose tissue from this individual is about 30 years younger than its chronological age. Sample mislabelling can be excluded as a possible cause for such "outliers", due to the accurate sample matching using variants called from RNA-Seq data and DNA genotype data. In fact, this finding is consistent with previous observations in the mouse data from the AGEMAP project⁴. Although AGEMAP concluded that different tissues in the same mouse tend to have coordinated aging, they also observed "outliers" or mouse tissues that clustered into different aging patterns. They hypothesized that individual mice could be composed of a mosaic of tissues with different physiological ages.

One question we asked is whether age-related expression changes in different tissues are coordinated. It is of note that our study design is not longitudinal, therefore we are unable to study the coordinated aging gene expression changes among tissues in single individuals. Instead, we studied this at the population level with the assumption that common patterns of age-related expression changes exist in human population and can be observed in our samples. To answer the aforementioned question, we estimated tissues' apparent ages or their relative ages (ranks) in the population, and then we calculated their covariance in the population for each tissue-pair. Specifically, we considered two methods: (1) an unsupervised method based on principal component analysis (PCA) and (2) a supervised learning method using the Elastic Net regression³⁶.

**PCA analysis.** Briefly, we calculated the PCs of aging gene expression in each tissue. In all seven tissues, the first PC (PC1) captured the dominant variance of the aging gene expression and sample coordinate on PC1 was highly correlated with the sample's chronological age with a mean Spearman correlation coefficient of 0.55 (Supplementary Fig. S3). Therefore we only considered PC1 to estimate the relative rank of tissue's apparent age.

As we performed such calculation in each tissue separately, different tissues from the same individual may have different age ranks among donors. We then calculated the Spearman correlation coefficient of two tissues' apparent ages across all the individuals, named as "co-aging coefficient". A high co-aging coefficient indicates that the tissue pair has tight synchronized age-related expression changes in the population, so that if we randomly select an individual and profile the tissue pair, when one tissue appears to be young, the other tissue has a high chance of being young too, or vice versa. We plotted all pair-wise tissue correlations in Fig. 3a. As shown in Fig. 3a, high correlations were seen among lung, blood, and heart (e.g., the correlation between lung and blood was 0.73), whereas much less correlations were observed among other tissues (e.g., the correlation between muscle and blood was only 0.27) (Fig. 3b,c).

One potential cause for observing the synchronization among tissue specific age-related gene expression changes is cross-tissue contamination, in which case gene expression profiled from one tissue is a mixture of gene expression from multiple tissues (e.g., heart tissues might be contaminated with blood). To evaluate the level of contamination, we performed a clustering of samples based on gene expression using (1) all genes and (2) all aging genes. We observed that the samples collected from the same tissue were grouped tightly together in either case (see Supplementary Fig. S4a and S4b). This indicated that cross-tissue contamination may not be the main cause for the strong correlation of age-related gene expression changes amongst certain tissues.

The tight co-aging amongst the lung, heart, and blood tissues is better visualized in Fig. 3d, in which we mapped each overlapping sample (across the three tissues) into a ball in 3 dimensional space according to its rank (based on the coordinate of PC1 projection) in each tissue. It is clear that most samples showed synchronized aging in these three tissues (ball points in grey color), as they are aligned with the diagonal line connecting (0, 0, 0) and (60, 60, 60) and positioned closely to their chronological ages. A couple of outliers are also seen, as they are far off the diagonal line indicating large deviation from donors’ chronological ages. We labelled samples with deviation p-values less than 0.05 as outliers and colored them in red (see Methods for details). We also observed that deviation has a positive correlation with chronological age (see Supplementary Table S2), as we saw greater age deviations in old individuals than those in young individuals. This is particularly true for tissue pairs with relatively weak synchronization. For example, for the artery and nerve tissues (Fig. 3e), the deviation of sample age rank increases significantly as age increases (p-value = 2.04 × 10⁻⁴); but for the lung and blood tissues (Fig. 3f), although the correlation remains positive, it is not significant (p-value = 0.18).
Predicted age using Elastic Net. As an alternative approach to PCA, we predicted tissue age using Elastic Net (EN) and performed tissue co-aging analysis using the predicted ages. Briefly, we randomly divided samples into 10 subgroups of equal size and predicted sample age in each subgroup using data from the other 9 subgroups. To reduce bias due to random sampling, we repeated the process for 100 times and the mean of the predicted age in these runs was used as sample's predicted age (see Supplementary Methods for details). The tissue co-aging patterns based on EN were plotted in Supplementary Fig. S5. As can be seen, the pattern is different from the one obtained by PCA method. Using EN, the most correlated tissue pair is nerve and artery (Spearman correlation coefficient of 0.76), while in the PCA analysis, apparent ages of heart, lung, and blood are highly correlated. As a supervised learning method, Elastic Net is designed to minimize the difference between the predicted age and chronological age in the training samples. As a consequence, we observed that the Spearman correlation between Elastic Net predicted age and chronological age was consistently higher than that in the PCA results for all tissues (Supplementary Table S3). The apparent “outliers” seen in the PCA analysis were predicted to be less dramatic by the EN. For example, the 70 years old adipose tissue was ranked at 13th position in all the 94 samples based on its PC1 projection (smaller rank corresponds to younger age), while based on EN, it was ranked more to the donor's chronological age (36th position). In Supplementary Fig. S5, we also listed the rooted mean square error (RMSE) of EN prediction for each tissue. With current small sample size, EN showed large errors, e.g., artery and nerve showed RMSEs of 6.75 and 7.20 respectively, while blood tissue showed the largest RMSE of 11.94.

Despite the difference in co-aging patterns observed in PCA and EN analyses, both methods showed that the aging of artery and nerve is strongly correlated with chronological age and this correlation is
much smaller for blood, suggesting different tissues may have different levels of deviation from the individual's chronological age (Supplementary Table S3).

**Tissue specific link between aging genes and complex disease genes.** Aging is a known risk factor for many diseases, such as cardiovascular disease, cancer, arthritis, Alzheimer's disease, Parkinson's disease, and Type 2 diabetes. The functional enrichment in the previous section indicated that aging gene signatures have clear connections with some age-related diseases like Alzheimer's disease. To comprehensively evaluate the tissue specific connections between aging and diseases, we compiled a large disease gene list containing 234 disease/trait categories by merging two datasets, the NIH GWAS and OMIM catalog (see Methods for details).

Using this gene set, we determined the enrichment of the disease genes in tissue specific aging gene signatures considering the up- and down-regulated gene signatures separately. A large number of diseases showed tissue specific connections with aging genes. To visualize the result, we selected the top 10 diseases/traits that showed the most significant enrichment for aging genes in each tissue. By considering the unique diseases/traits in all seven tissues, we obtained 55 diseases that showed significant over-representation in up-regulated aging genes, and 53 diseases that showed significant over-representation in down-regulated aging genes. The results for up-regulated aging genes and down-regulated aging genes were shown in Fig. 4a,b, respectively, and the full enrichment analysis results were provided in Supplementary Data S4.

As shown in Fig. 4, in some cases, the over-representation of disease genes in tissue specific aging gene signatures was observed in the tissue types that are commonly considered as the disease affected tissue. For example, the down-regulated aging gene signature in the lung shows most significant enrichment in genes associated with chronic obstructive pulmonary disease (COPD)-related biomarkers and pulmonary function, with p-values of $2.51 \times 10^{-3}$ and $3.40 \times 10^{-5}$, respectively. The total cholesterol associated genes and obesity-related traits are significantly over-represented in the adipose tissue down-regulated aging genes with p-values of $8.32 \times 10^{-3}$ and $2.84 \times 10^{-2}$, respectively. It is of note that some of these p-values may not survive the multiple testing correction, and could represent false positive results. In addition, a large number of immune-mediated inflammatory disease genes are over-represented in the blood and artery aging gene signatures, including Crohn's disease, inflammatory bowel disease, multiple sclerosis, rheumatoid arthritis, and ulcerative colitis. Chronic low-grade systemic inflammation is a common manifestation of aging, and our results further support the strong connection between aging and inflammatory diseases in the human population. On the other hand, some enrichment results are less intuitive, for example, disease genes of age-related macular degeneration (AMD), a disease of the eye, appeared to be over-represented in the up-regulated aging genes of the lung (Fig. 4a). Overall our results suggest that the connections between aging and diseases are very complex. Although we observed some direct connections between disease and tissue type, many connections could be indirect and thus undetectable from simple enrichment analysis. Aging and complex diseases could also be fundamentally different, as some individuals can have a long period of disease free aging life.

**Aging genes in mouse are different from human aging genes from GTEx.** Mouse models have been widely used to study human diseases. Although multiple studies have employed various mouse models to study aging, it is not clear whether at the molecular level, mouse aging is comparable to human aging. To address this question, we compared the human aging genes derived from the GTEx data with mouse aging genes obtained from the AGEMAP project. The AGEMAP project identified mouse age-associated genes in nine tissues: adrenals, cerebellum, eye, gonads, heart, lung, spleen, spinal cord, and thymus, among which two tissues (i.e., heart and lung) were also profiled by GTEx.

To do a cross species comparison, we first obtained the homologous mapping from homologene database in NCBI (released in 12/14/2012) (ftp://ftp.ncbi.nih.gov/pub/HomoloGene/). Based on this mapping, 6,454 and 6,576 homologous (human/mouse) gene pairs were identified in the heart and lung, respectively from both GTEx and AGEMAP (Supplementary Data S5). Among the 6,454 homologous genes, there are 346 aging genes (p-value < 0.001, similar to $10^{-5}$) in the human heart (Supplementary Data S5) and 18 aging genes in the mouse heart. Similarly, there are 324 aging genes in the human lung (Supplementary Data S5) and 66 aging genes in the mouse lung. There is only one common age-associated gene DAZAP1 in both human and mouse heart tissue (p-value = 0.63, one-tail Fisher's exact test). DAZAP1 (DAZ Associated Protein 1) is required for normal growth and spermatogenesis in mice and is deleted in many azoospermic and severely oligospermic men. A recent study showed that DAZAP1 regulates the splicing of Crem, Crisp2, and Pot1a transcripts. Similarly, there are only three common age-associated genes PTPN6, CDKN1C, and CLIP1 (mapped to Hcp1, Cdkn1c, and Rsn in mouse) in lung tissue, the p-value for the one-tail Fisher's exact test is 0.64.

Overall, our results suggest a very large difference in aging genes between the human and mouse, a finding consistent with results from previous studies. The large difference in the aging gene pattern has also been observed in other animals like chimpanzee, suggesting the aging process is indeed less well conserved across species as compared to some other biological processes. It is of note that the study designs including sample size, gender distribution, age distribution, and experiment conditions are quite different between the AGEMAP and GTEx studies. This might contribute in part to the observed large difference and further investigation is required to ensure that the dissimilarity of the two species is not due to design artefacts.
Comparison with other human age-focused gene expression studies. Glass et al. performed an analysis on the Multiple Tissue Human Expression Resource (MuTHER) data to identify aging genes in skin, blood, brain, and adipose tissues\(^{22}\). Three tissues are related to GTEx tissues, namely, adipose (subcutaneous fat), skin, and lymphoblastoid cell lines (LCLs) from blood.

We applied our model to the MuTHER dataset, and compared the identified aging genes with those from GTEx. As shown in Supplementary Table S4, 157 common aging genes were identified in adipose tissue (enrichment p-value \(= 1.51 \times 10^{-4}\)). In contrast, only 4 common aging genes were identified in skin and blood tissues, respectively (enrichment p-values were both 0.17). The common aging genes were listed in Supplementary Data S6.

We also compared aging genes we derived from the MuTHER dataset using our method with those reported by GLASS et al.\(^{22}\). They showed a significant overlap with p-values of \(1.39 \times 10^{-177}\), \(\approx 0\) (< \(4.9 \times 10^{-324}\)), and \(2.06 \times 10^{-7}\) respectively in adipose, skin, and blood (see Supplementary Data S7). This implies that the large difference of aging genes in the skin and blood between MuTHER and GTEx data is inherent to the data themselves, rather than driven by the difference in the analytic methods. It is of note that in MuTHER project, peripheral blood samples were collected, and LCLs were generated through EBV-mediated transformation of the B-lymphocyte component, while in GTEx, the whole blood tissues were used for gene expression profiling. Therefore, it is likely that the difference in aging genes from LCLs vs GTEx whole blood is at least partially due to the sample difference. In addition, the skin tissues were collected from different parts of the body in GTEx (sun exposed lower leg) and MuTHER
(relatively photo-protected infra-umbilical skin). It indicates that even the same tissue may have different aging patterns given a different environment such as sun light exposure. Other factors, such as the different gene expression platforms may also contribute to the gross differences in aging genes observed in the different human studies.

**Discussion**

In the present study, we present a holistic view of human aging in multiple tissues by analysing the GTEx data. From GO and pathway enrichment analyses, mitochondrion biology is highlighted as the most commonly regulated biological process associated with age. We also observed many other biological processes associated with age such as DNA repair, electron transport chain, and apoptosis. With extensive involvement of a large number of biological processes during aging, an important task is to identify the connections amongst these aging components and reveal the causal relationship among them and identify the key driver genes as candidates for anti-aging drug development.

Through tissue co-aging analysis, we show that tissue aging as reflected by the age-related gene expression changes is potentially synchronized at different levels. In PCA analysis, vital tissues like lung, heart, and whole blood showed tighter co-aging pattern compared to other tissues like muscle. The different levels of tissue age-related expression change synchronization may reflect the different selection pressures on the functional connections among tissues in the early developmental stage which extends into the late stage of our lifespan.

The high correlation between blood and heart/lung provides a hint that circulation system could play a role in synchronizing tissue functions with respect to aging. Recent studies have shown that blood from young mice and possibly GDF11, a circulating transforming growth factor–β (TGF-β) family member can reverse cardiac hypertrophy\(^{25}\), stimulate brain vascular remodelling and increase neurogenesis in aging mice\(^{25}\).

It is of note that the co-aging pattern derived from PCA and Elastic Net are different. This difference may be caused by the limited sample size that is currently available for EN prediction. A more robust evaluation is possible when GTEx project completes with more than 900 individuals being profiled.

Our study identifies some apparent connections between aging and complex diseases. However, there are a large number of connections between tissue specific aging and diseases that are much less obvious and some are hard to interpret. Clearly, a more detailed study is required to fully understand the mechanistic details of all the connections between aging and diseases.

**Methods**

**GTEx data.** GTEx data (v3, December 2012 release) provides expression levels of 41,298 genes in nine human tissues: subcutaneous adipose, tibial artery, left ventricle heart, lung, skeletal muscle, tibial nerve, skin (from sun exposed lower leg), thyroid, and whole blood. The sample size of each tissue ranges from 83 to 156 (see Table 1). Since GTEx consortium paper\(^{26}\) provides full information on sample collection, RNA collection, RNA-Seq experiment, gene expression estimation, quality control, and gene expression normalization, we did not reproduce such information here.

**Linear regression model for aging gene detection.** In each tissue, we modelled gene expression using the following linear regression model:

\[
Y_{ij} = \beta_j + \gamma_j \text{Age}_i + \delta_j \text{Sex}_i + \sum_{k=1}^{3} \mu_{jk} \text{Genotype}_{ik} + \sum_{k=1}^{N} \alpha_{jk} \text{PC}_{ik} + \varepsilon_{ij}
\]

where, \(Y_{ij}\) is the expression level of gene \(j\) in sample \(i\), \(\text{Age}_i\) denotes the age of sample \(i\), \(\text{Sex}_i\) denotes the sex of sample \(i\), \(\text{Genotype}_{ik}\) (1 ≤ \(k\) ≤ 3) denotes the value of the \(k\)-th principal component value of genotype profile for the \(i\)-th sample, \(\text{PC}_{ik}\) (1 ≤ \(k\) ≤ \(N\)) denotes the value of the \(k\)-th principal component value of gene expression profile for the \(i\)-th sample, \(N\) is the total number of top PCs under consideration, \(\varepsilon_{ij}\) is the error term, \(\beta_j\) is the regression intercept (for gene \(j\)), \(\gamma_j\) is the age regression coefficient, \(\delta_j\) is the sex regression coefficient, \(\mu_{jk}\) (1 ≤ \(k\) ≤ 3) is the regression coefficient for the \(k\)-th genotype PC, and \(\alpha_{jk}\) (1 ≤ \(k\) ≤ \(N\)) is the regression coefficient for the \(k\)-th gene expression PC. For each gene \(j\), a least square approach was used to estimate the regression coefficients. If \(\gamma_j\) was significantly deviated from 0, gene \(j\) was considered to be age-associated. Gene \(j\) was up-regulated with age if \(\gamma_j > 0\) and down-regulated if \(\gamma_j < 0\). We performed the false discovery rate (FDR) adjustment on the \(p\)-values using Benjamini Hochberg method\(^{24}\) and an FDR less than 0.05 was used as the significance threshold throughout the paper unless otherwise specified.

In addition, we also removed 20% low expressed aging genes. Specifically, for each aging gene, we ranked samples based their expression levels in descending order and calculated the mean expression levels in the top 25% samples. We then ranked all the aging genes according to this mean expression value in descending order and removed the bottom 20% aging genes.
Correcting for confounding factors based on principal component analysis. Correcting confounding factors is usually indispensable in revealing the true relationship between gene expression change and aging. Besides sex, major principal components (PCs) of genotype and gene expression profile in sample space are also frequently used as confounding factors in gene expression analysis to boost true signal detection. For example, removal of the top PCs has led to a significant increase in the number of expression quantitative trait loci (eQTLs) identified. To remove potential confounding factors such as the batch effect, we adopted an approach similar to Pickrell et al. It is of note that we only considered top 3 genotype PCs (similar to GTEx eQTL study) and top 5 gene expression PCs throughout this study.

Since age could be one of the top gene expression PCs or correlate with them, directly correcting these PCs is not suitable for our study. Thus, we tested nine models (namely, M1–M9) to correct possible confounding factors: (1) M1: no correction of any confounding factors; (2) M2: correcting gender and the top 3 genotype PCs; (3) M3–M7: correcting gender, top 3 genotype PCs, and the gene expression PCs correlated with age with the Pearson correlation coefficient less than a threshold of 0.1, 0.2, 0.3, 0.4, and 0.5, respectively; (4) M8: correcting gender, the top 3 genotypes, and the combination of gene expression PCs that delivered the largest number of age-associated genes; and (5) M9: correcting gender, the top 3 genotype PCs, and gene expression PCs that do not significantly (p-value > 0.05) correlate with age. The Pearson correlation between the top 5 gene expression PCs and age was listed in Supplementary Table S5 and the number of aging gene identified after removing 20% low expressed genes was listed in Supplementary Table S6. It can be seen that the chronological age was significantly correlated with top PCs in a few tissues (e.g., PC1 in adipose, artery, heart, lung, and blood) (Supplementary Table S5). In addition, confounding factors correction had some influence on the number of inferred aging genes especially for heart, lung, and blood (Supplementary Table S6).

To help us evaluate these models, we performed an enrichment analysis with GenAge genes using 20,059 GTEx protein coding genes as background (Supplementary Data S8). GenAge provides a manually curated list of 298 genes that presumably regulate the human aging process (accessed on Feb 20th, 2015). The enrichment analysis results of the nine models were shown in Supplementary Table S7, in which we also demonstrated the effect of removing 20% low expressed age-associated genes. In all models, age-associated genes were more significantly overlapped with GenAge genes after removing low expressed genes, suggesting that this filtering may help to refine the true age-associated genes. The model generating the most significant p-value is M9, by which we inferred a total of 7,925 unique protein-coding age-associated genes from all nine GTEx tissues. The number of overlap genes between these aging genes and GenAge genes is 173 with a p-value of $2.69 \times 10^{-11}$ (Supplementary Table S7).

Bootstrapping, permutation analysis, and the effect of sample size. To further ensure our age-associated genes are not sensitive to a particular input sample set, we bootstrapped the samples (with replacement) for 100 times. In each run, we identified age-associated genes from the bootstrapped samples using M9. A gene is in the final age-associated gene list if: (1) it is an age-associated gene in more than 50 bootstrap runs and (2) it is an age-associated gene using the full sample set.

In addition, we performed permutation analysis to estimate the fraction of false positives in our findings. Specifically, we randomly permuted the ages of samples and repeated the test using M8 for 1,000 times. We counted the number of tests in which more age-associated genes were identified, and removed the tissues whose number was larger than 5. It is of note that M8 delivers greater number of aging genes than M9, therefore provides an upper bound value of FDR.

To estimate the impact of sample size, we randomly selected samples of sizes 10 to 150 with 10 additional samples added each time for each tissue and repeated this process 100 times using M8 (see Supplementary Fig. S6). As expected, large sample sizes increase the power of identifying age-associated genes (e.g., more than 30 fold increase in the number of detected age-associated genes in whole blood when sample size increases from 10 to 150).

Synchronization pattern of multi-tissue aging in humans. To study the co-aging of multiple tissues, a PCA method was performed to reduce the dimensionality of the gene expression data. We compared different tissues based on the first PC of gene expression. The co-aging coefficient of two tissues was defined as the Spearman correlation coefficient between the coordinates of samples on the first PC (for the two tissues) (see Fig. 3a).

To estimate the aging deviation of a sample in n tissues, we mapped each sample into an n dimensional Euclidean space with each coordinate being its rank (based on its coordinate on PC1) among the overlapping samples in a tissue. Similarly, we also ranked the samples by their chronological age. Let $r_1$, $r_2$, $\cdots$, $r_n$ be the rank vector of a sample on n tissues and $r$ be its rank on chronological age. We defined rank deviation $d$ of a sample as $d = \sqrt{\sum_{i=1}^{n}(r_i - r)^2}$.

Visualizing tissue co-aging in 3D space. We choose heart, lung, and blood as an example for visualizing tissue co-aging in 3D space. After rank deviation was calculated for each sample, we estimated the corresponding p-value assuming that the distance has a normal distribution and considered samples.
with p-values less than 0.05 as outliers. Jmol (http://www.jmol.org/) was used for the visualization (see Fig. 3d).

**Assembly of disease gene list and disease-aging gene link detection.** The disease genes were retrieved from two sources: NIH Genome-Wide Association Studies (GWAS) Catalog (accessed on Aug 13, 2014) and OMIM (Online Mendelian Inheritance in Man, accessed on Aug 13, 2014). We only considered genes in the GWAS Catalog with p-value < 5 × 10⁻⁸, a generally accepted threshold for genome-wide significance. Clustering and manual curation were used to merge genes in GWAS and OMIM (See Supplementary Data S9 and S10). We only considered diseases with at least 5 genes. We then performed a Fisher’s exact test between the disease genes and aging genes in each tissue. Aging genes with FDR ≤ 0.02 were used for testing age-disease overlap enrichment (p-values less than 0.05 were considered significant). In addition, we separated the up- and down-regulated genes with age. To visualize the result, we selected the top 10 most significant diseases in each tissue, which resulted in 55 unique diseases for up-regulated or 53 for down-regulated aging genes. The normalized $-\log_{10}(p)$ for each disease-tissue pair was plotted in Fig. 4.

**Data access.** The GTEx genotype and gene expression data were downloaded from dbGap under dbGaP Study Accession number phs000424.v3.p1. MuTHER gene expression data was obtained from http://www.ebi.ac.uk/arrayexpress/experiments/E-TABM-1140/, accessed on 2-26-2015.

**References**


Acknowledgements

JY is supported through Berg postdoc fellowship. ZT receives financial support from Berg Pharma as a consultant. ZT JZ ES receive support from Fondation Leducq Understanding coronary artery disease genes grant. The Genotype-Tissue Expression (GTEx) Project was supported by the Common Fund of the Office of the Director of the National Institutes of Health. Additional funds were provided by the NCI, NHGRI, NHLBI, NIDA, NIMH, and NINDS. Donors were enrolled at Biospecimen Source Sites funded by NCI\SAIC-Frederick, Inc. (SAIC-F) subcontracts to the National Disease Research Interchange (10XSi70), Roswell Park Cancer Institute (10XSi171), and Science Care, Inc. (X10Si172). The Laboratory, Data Analysis, and Coordinating Center (LDACC) was funded through a contract (HHSN268201000029C) to The Broad Institute, Inc. Biorepository operations were funded through an SAIC-F subcontract to Van Andel Institute (10STI035). Additional data repository and project management were provided by SAIC-F (HHSN261200800001E). The Brain Bank was supported by supplements to University of Miami grants DA006227 & DA033684 and to contract N01MH000028. Statistical Methods development grants were made to the University of Geneva (MH090941 & MH101814), the University of Chicago (MH090951, MH090937, MH101820, MH101825), the University of North Carolina - Chapel Hill (MH090936 & MH101819), Harvard University (MH090948), Stanford University (MH101782), Washington University St Louis (MH101810), and the University of Pennsylvania (MH101822).

Author Contributions

Z.T. conceived and designed the experiments. The GTEx Consortium provided the data. J.Y. performed the experiments and analysed the data. J.Y. and Z.T. wrote the paper. T.H., F.P., Q.L., C.A., Y.Z., C.M., E.S. and J.Z. contribute to the discussion, and helped to revise the paper.

Additional Information

Supplementary information accompanies this paper at http://www.nature.com/srep

Competing financial interests: The authors declare no competing financial interests.

How to cite this article: Yang, J. et al. Synchronized age-related gene expression changes across multiple tissues in human and the link to complex diseases. *Sci. Rep.* **5**, 15145; doi: 10.1038/srep15145 (2015).

This work is licensed under a Creative Commons Attribution 4.0 International License. The images or other third party material in this article are included in the article’s Creative Commons Attribution 4.0 International License.
The GTEx Consortium


6The Broad Institute of Massachusetts Institute of Technology and Harvard University, Cambridge, Massachusetts 02142, USA. 7Analytic and Translational Genetics Unit, Massachusetts General Hospital, Boston, Massachusetts 02114, USA. 8MIT Computer Science and Artificial Intelligence Laboratory, Massachusetts Institute of Technology, Cambridge, Massachusetts 02139, USA. 9Department of Genetics, Boston Children’s Hospital, Boston, Massachusetts 02115, USA. 10Institute for Genetics and Genomics in Geneva (iG3), University of Geneva Medical School, 1211 Geneva, Switzerland. 11Center for Biomedical InformaticsResearch and Department of Biostatistics, University of North Carolina, Chapel Hill, North Carolina 27599, USA. 12Bioinformatics Research Center and Departments of Statistics and Biological Sciences, North Carolina State University, Raleigh, North Carolina 27695, USA. 13Department of Environmental Sciences and Engineering, University of North Carolina, Chapel Hill, NC 27599. 14Department of Veterinary Integrative Biosciences, Texas A&M University, College Station, Texas 77843, USA. 15Department of Genetic Medicine and Development, University of Geneva Medical School, 1211 Geneva, Switzerland. 16Swiss Institute of Bioinformatics, 1211 Geneva, Switzerland. 17Swiss Institute of Bioinformatics, 1211 Geneva, Switzerland. 18Wellcome Trust Centre for Human Genetics Research, Nuffield Department of Clinical Medicine, University of Oxford, Oxford, United Kingdom OX3 7BN. 19Department of Computer Science, Stanford University, Stanford, California 94305, USA. 20Department of Computer Science, Johns Hopkins University, Baltimore, Maryland 21218, USA. 21Centre for Genomic Regulation (CRG), Dr. Aiguader 88, 08003 Barcelona, Spain. 22Universitat Pompeu Fabra, 08003 Barcelona, Catalonia, Spain. 23Human Genetics Department, McGill University, H3A 0G1 Montréal,
Canada. National Institute for Scientific Computing, Petropolis 25651-075 Rio de Janeiro, Brazil. Department of Stem Cell and Regenerative Biology, Harvard University, Cambridge, Massachusetts 02138, USA. Universitat de Barcelona, 08028 Barcelona, Catalonia, Spain. Radboud University Nijmegen, Netherlands. Institut Hospital del Mar d’Investigacions Mèdiques (IMIM), 08039 Barcelona, Spain. Oxford Centre for Diabetes, Endocrinology and Metabolism, University of Oxford, Churchill Hospital, Oxford, United Kingdom OX3 7LJ. Oxford NIHR Biomedical Research Centre, Churchill Hospital, Oxford, United Kingdom OX3 7LJ. Section of Genetic Medicine, Department of Medicine and Department of Human Genetics, University of Chicago, Chicago, Illinois 60637. Department of Human Genetics, University of Chicago, Chicago, Illinois 60637, USA. INRA, Department of Plant Biology and Breeding, AGAP, Montpellier, 34060, France. Department of Biostatistics, University of Michigan, Ann Arbor, Michigan 48109, USA. Department of Statistics, University of Chicago, Chicago, Illinois 60637, USA. Department of Genetics and Biology, Stanford University, Stanford, California 94305, USA. Howard Hughes Medical Institute, Chicago, Illinois, USA. Department of Statistics, Harvard University, Cambridge, Massachusetts 02138. National Disease Research Interchange, Philadelphia, Pennsylvania 19103, USA. Roswell Park Cancer Institute, Buffalo, New York 14263, USA. Science Care, Inc., Phoenix, Arizona, USA. Gift of Life Donor Program, Philadelphia, Pennsylvania 19103, USA. LifeNet Health, Richmond, Virginia 23227, USA. UNYTS, Buffalo, New York 14203, USA. Virginia Commonwealth University, Richmond, Virginia 23298, USA. Department of Public Health, Temple University, Philadelphia, Pennsylvania 19122, USA. Van Andel Research Institute, Grand Rapids, Michigan 49503. Biorepositories & Biospecimen Research Branch, National Cancer Institute, Bethesda, Maryland 20892, USA. National Institutes of Health, Bethesda, Maryland 20892, USA. Biospecimen Research Group, Clinical Research Directorate, Leidos Biomedical Research, Inc., Rockville, Maryland 20852, USA. Sapient Government Services, Arlington, Virginia 22201-2909. Brain Endowment Bank, Department of Neurology, Miller School of Medicine, University of Miami, Miami, Florida 33136, USA. Division of Genomic Medicine, National Human Genome Research Institute, Bethesda, Maryland 20892, USA. Division of Genomics and Society, National Human Genome Research Institute, Bethesda, Maryland 20892, USA. Office of Science Policy, Planning, and Communications, National Institute of Mental Health, Bethesda, Maryland 20892, USA. Division of Neuroscience and Basic Behavioral Science, National Institute of Mental Health, Bethesda, Maryland 20892, USA. Cancer Diagnosis Program, National Cancer Institute, Bethesda, Maryland 20892, USA.
Corrigendum: Synchronized age-related gene expression changes across multiple tissues in human and the link to complex diseases

Jialiang Yang, Tao Huang, Francesca Petralia, Quan Long, Bin Zhang, Carmen Argmann, Yong Zhao, Charles V. Mobbs, Eric E. Schadt, Jun Zhu, Zhidong Tu & The GTEx Consortium

Scientific Reports 5:15145; doi: 10.1038/srep15145; published online 19 October 2015; updated on 21 January 2016

The original version of this Article contained a typographical error in the spelling of the author Jakob Goldmann which was incorrectly given as Jakob Goldman. This has now been corrected in both the PDF and HTML versions of the Article.

This work is licensed under a Creative Commons Attribution 4.0 International License. The images or other third party material in this article are included in the article’s Creative Commons license, unless indicated otherwise in the credit line; if the material is not included under the Creative Commons license, users will need to obtain permission from the license holder to reproduce the material. To view a copy of this license, visit http://creativecommons.org/licenses/by/4.0/
HaploReg v4: systematic mining of putative causal variants, cell types, regulators and target genes for human complex traits and disease

Lucas D. Ward¹,² and Manolis Kellis¹,²,*

¹Computer Science and Artificial Intelligence Laboratory, Massachusetts Institute of Technology, Cambridge, MA 02139, USA and ²The Broad Institute of MIT and Harvard, Cambridge, MA 02139, USA

Received September 28, 2015; Revised November 14, 2015; Accepted November 16, 2015

ABSTRACT

More than 90% of common variants associated with complex traits do not affect proteins directly, but instead the circuits that control gene expression. This has increased the urgency of understanding the regulatory genome as a key component for translating genetic results into mechanistic insights and ultimately therapeutics. To address this challenge, we developed HaploReg (http://compbio.mit.edu/HaploReg) to aid the functional dissection of genome-wide association study (GWAS) results, the prediction of putative causal variants in haplotype blocks, the prediction of likely cell types of action, and the prediction of candidate target genes by systematic mining of comparative, epigenomic and regulatory annotations. Since first launching the website in 2011, we have greatly expanded HaploReg, increasing the number of chromatin state maps to 127 reference epigenomes from ENCODE 2012 and Roadmap Epigenomics, incorporating regulator binding data, expanding regulatory motif disruption annotations, and integrating expression quantitative trait locus (eQTL) variants and their tissue-specific target genes from GTEx, Geuvadis, and other recent studies. We present these updates as HaploReg v4, and illustrate a use case of HaploReg for attention deficit hyperactivity disorder (ADHD)-associated SNPs with putative brain regulatory mechanisms.

INTRODUCTION

Phenotype-associated loci from genome-wide association studies (GWAS) are usually non-coding, and functionally interpreting them is a challenge due to linkage disequilibrium (LD) and our almost complete inability to predict regulatory function directly from non-coding sequence. Therefore, regulatory genomic data such as maps of enhancers and transcription factor binding sites are essential to interpreting GWAS, developing mechanistic hypotheses, and ultimately understanding the genetic architecture of complex traits and disease (1–3). For human geneticists, these regulatory data can be unwieldy to translate from a genome browser to insights about a set of genomically-dispersed disease variants. HaploReg (4) integrates regulatory genomic maps together in the context of haplotype blocks, allowing researchers to intersect regulatory elements with genetic variants to quickly formulate functional hypotheses, both through dissection of multiple variants within a haplotype block and through global enrichment analysis of a set of associated loci. HaploReg annotation of GWAS has successfully been applied for haplotype fine-mapping (5–9) and enrichment analysis (7,10,11).

DATA AND INTERFACE UPDATES

HaploReg has been expanded substantially since it first launched in 2011. Here we describe the updates that have been incorporated in Haploreg v4 in response to new research in regulatory genomics and feedback from users.

Catalog of variants

HaploReg v4 defines a core set of 52 054 804 variants, consisting primarily of single-nucleotide polymorphisms (SNPs) using all refSNP IDs, hg19 positions and alleles from dbSNP release b137 (12). Corresponding hg38 coordinates for these variants were obtained from dbSNP release b141. This core set of dbSNP variants was integrated with other data sets either by rsID (for GWAS, eQTL and 1000 Genomes data) or by intersecting intervals by coordinate using the BEDTools software package (13) (for all other functional tracks.)

Linkage disequilibrium was calculated using phased low-coverage whole-genome autosomal sequences for four ancestral super-populations (AFR, AMR, ASN and EUR).
from the 1000 Genomes Project Phase 1 release (14), using a search space of all variants within 250 kilobases of each other. Allele frequencies were also obtained for each population.

Location of variants relative to genes was calculated using BEDTools and both GENCODE (15) and RefSeq (16).

Genome-wide association studies

GWAS were obtained from the EBI-NHGRI GWAS Catalog (17) (downloaded 30 October 2015). When there were multiple GWAS for the same trait, a trait-wide pruning was performed to retain only the strongest (lowest P-value) GWAS result from all studies on that trait, when two results from different studies were overlapping or within one megabase of each other.

Sequence conservation

Mammalian evolutionarily constrained elements are defined as originally reported, using both SiPhy elements (18) and GERP elements (19). Both of these comparative genomics studies report both base-level conservation scores as well as discretized elements; we chose to report discretized elements resulting from the authors’ algorithms for the sake of simplicity and interpretability. A colored cell represents that the element is conserved according to the algorithm.

Regulatory protein binding

Protein-binding sites from a variety of cell types and experimental conditions was obtained from the ENCODE Project ChIP-Seq data (20), processed by the narrowPeak algorithm.

Reference epigenomes

Epigenomic data from the Roadmap Epigenomics project (11) for the following data sets were included: ChromHMM states corresponding to enhancer or promoter elements, from the 15-state core model and 25-state model incorporating imputed data (21); histone modification ChIP-seq peaks using the gappedPeak algorithm for H3K27ac, H3K9ac, H3K9me1 and H3K9me3; and DNase hypersensitivity data peaks using the narrowPeak algorithm.

Expression quantitative trait loci

Expression QTL (eQTL) results were obtained from the GTEx pilot analysis v6 (22), the GEUVADIS project (23) and 12 other studies (10,24–34) in order to annotate variants with their putative regulatory target genes and the tissue(s) in which genotype has been associated with gene expression level. A wide range of QTLs, including eQTLs and other molecular QTLs such as metabolite QTLs, were also extracted from the GRASP database, build 2.0.0.0 (35,36).

Regulatory motifs

A library of position weight matrices from commercial, literature and motif-finding analysis of the ENCODE project (37) was used to score the effect of variants on regulatory motifs using the position weight matrix (PWM)-scanning process described previously (4).

Enrichment analysis

For a given set of lead SNPs from a GWAS or user-input SNPs, the overlap of SNPs with predicted enhancers in each reference epigenome is assessed. Users have four different options for defining enhancers, available in the option panel: using the 15-state core model, using the 25-state model incorporating imputed epigenomes, using H3K4me1 peaks and using H3K27ac peaks. The overlap with enhancers in each cell type is compared to two background models to assess enrichment: all 1000 Genomes variants with a frequency above 5% in any population and all independent GWAS catalog SNPs. The enrichment relative to these background frequencies is performed using a binomial test and uncorrected P-values are reported in an enrichment table underneath the haplotype views.
Figure 2. Example of epigenome details in a SNP detail view.

**NHGRI-EBI GWAS hits**

<table>
<thead>
<tr>
<th>Trait</th>
<th>p-value</th>
<th>PMID</th>
</tr>
</thead>
<tbody>
<tr>
<td>Attention deficit hyperactivity disorder</td>
<td>1E-8</td>
<td>18839057</td>
</tr>
</tbody>
</table>

**GRASP QTL hits**

<table>
<thead>
<tr>
<th>Trait</th>
<th>p-value</th>
<th>PMID</th>
</tr>
</thead>
<tbody>
<tr>
<td>Gene expression of MRPL15 in blood</td>
<td>7.3E-06</td>
<td>21829368</td>
</tr>
<tr>
<td>Serum ratio of (allantoin)/(guaninate)</td>
<td>2.8E-04</td>
<td>21886157</td>
</tr>
<tr>
<td>Gene expression of MOBP (probeID ILMN_2298464) in cerebellum in Alzheimer’s disease cases and controls</td>
<td>5.63E-33</td>
<td>22895416</td>
</tr>
<tr>
<td>Gene expression of MOBP (probeID ILMN_2298464) in cerebellum in non-Alzheimer’s disease cases</td>
<td>1.39E-14</td>
<td>22895416</td>
</tr>
<tr>
<td>Gene expression of MOBP (probeID ILMN_2298464) in temporal cortex in Alzheimer’s disease cases and controls</td>
<td>1.28E-39</td>
<td>22895416</td>
</tr>
<tr>
<td>Gene expression of MOBP (probeID ILMN_2298464) in temporal cortex in non-Alzheimer’s disease cases</td>
<td>1.47E-19</td>
<td>22895416</td>
</tr>
<tr>
<td>Gene expression of MOBP (probeID ILMN_2298464) in temporal cortex in Alzheimer’s disease cases and controls</td>
<td>0.000001177</td>
<td>22895416</td>
</tr>
<tr>
<td>Gene expression of MOBP (probeID ILMN_2294162) in temporal cortex in non-Alzheimer’s disease cases and controls</td>
<td>0.00001133</td>
<td>22895416</td>
</tr>
</tbody>
</table>

**Hits from selected eQTL studies**

<table>
<thead>
<tr>
<th>Study ID</th>
<th>Paper Title</th>
<th>PMID</th>
<th>Tissue</th>
<th>Correlated gene</th>
<th>p-value</th>
</tr>
</thead>
<tbody>
<tr>
<td>Lappalainen2013</td>
<td>Transcriptome and genome sequencing uncover functional variation in humans</td>
<td>24037378</td>
<td>Lymphoblastoid_EUR_exonlevel</td>
<td>ENSG000001680288_39449094_39449277</td>
<td>1.23112587621021e-05</td>
</tr>
</tbody>
</table>

**Regulatory motifs altered**

<table>
<thead>
<tr>
<th>Position Weight Matrix ID (Library from Kheradpour and Kellis, 2013)</th>
<th>Strand Ref/Alt</th>
<th>Match on:</th>
</tr>
</thead>
<tbody>
<tr>
<td>p300_disc6</td>
<td>+ 13 1</td>
<td>Ref: ATCCATGTTGCGAGATGCTACCTGGAAATTGTTCGAGAAGAAAGAGGCTCAGAA</td>
</tr>
</tbody>
</table>

Figure 3. Example of eQTL and motif alteration details from a SNP detail view.

**USE EXAMPLE**

To become acquainted with HaploReg, use the GWAS drop-down menu to select ‘Attention deficit hyperactivity disorder (Lesch KP, 2008, 26 SNPs)’ and select ‘Submit’. Notice that the first two haplotype blocks from this study (38) are driven by lead SNPs with the same $P$-value $= 1 \times 10^{-8}$. Go to the second haplotype result, for lead SNP rs864643 (Figure 1). Note that the top row in the haplotype block shows the SNP rs561543, and that it has LD of $r^2 = 0.81$ and $D’ = 0.95$ with the lead variant rs864643. It overlaps with an HMM-predicted enhancer in four major tissue types; hover over ‘4 tissues’ in that row to see a variety of enhancer tissues, including brain. Note that there is also an experiment with HNF4 protein bound by ChIP-Seq, 9 QTL results and an HNF4 motif disruption.

Notice the enrichment results at the bottom of the page below the haplotype results. Note that the strongest enrichment for enhancers (as defined by the 15-state core ChromHMM model) is in the angular gyrus sample from brain, with binomial $P = 2.0 \times 10^{-6}$ relative to all common SNPs.

Then go to the entry on the block for the lead SNP itself, rs864643. Click on the rsid, which is colored red because it is the lead SNP. Note that in the full table of epigenomic information from Roadmap Epigenomics (11), there is a cluster of enhancer activity in brain, and that it is classified as a genomic enhancer by the 15-state core model and transcribed 3’ enhancer by the 25-state model (Figure 2). Note that H3K4me1, H3K27ac and H3K9ac all contribute to the chromatin state assignment at this locus. Black cells on the
right hand of this part of the table indicate that DNase was not assayed by Roadmap in these tissues.

Go to the bottom of the detail page for rs864643. Note that the SNP has been correlated with MOBP expression in two brain tissues (29), MPRL15 expression in blood (39) and serum ratio of allantoin to quinate (40); all three of these studies were curated by GRASP and found by cross-referencing this SNP to its database (35, 36) (Figure 3). Looking at studies individually curated by HaploReg, notice that the SNP has been associated with differential expression of a single exon of RPSA in lymphoblastoid cells by the GEUVADIS study (23). In the motif table, note that the SNP changes the match to the p300 PWM, ATTAYR-.

expression of a single exon of RPSA in lymphoblastoid cells with the SNP changes the match to the p300 PWM, ATTAYR-.

In the motif table, note that the SNP changes the match to the p300 PWM, ATTAYR-WCA, with the alternate allele changing a match to the fourth A to a G. Hover over the ‘p300_disc’ ID to see that the motif was discovered using the Trawler algorithm on a p300 ChIP-Seq experiment in HeLa cells from the ENCODE dataset (37).

These lines of evidence suggest regulatory mechanisms by which the SNPs from this GWAS may affect the complex phenotype of ADHD. While individually each piece of evidence is relatively weak, they offer ways in which molecular biologists could proceed with further experiments that would more definitively establish mechanisms. For example, the GWAS-wide enrichment suggests global differential gene regulation in angular gyrus, which has been associated with hyperactivation in ADHD by FMRI (41) and suggests a tissue to study gene expression directly in animal models. ChIP-seq and motif data suggest specifically testing HNF4 specifying the regulatory motif to the alleles of rs561543, and the strong motif coupled with eQTL data suggest looking at whether p300 binds differentially to rs864643 in a brain tissue model. Finally, MOBP eQTL evidence suggests experiments to dissect the mechanism of MOBP differential expression, perhaps modulated by p300 at rs864643 and suggests that it may be useful to perform ADHD-relevant behavioral assays of MOBP-deficient mice, which do not show an overt behavioral phenotype (42).

ACKNOWLEDGEMENT

We thank HaploReg users and the reviewers of this manuscript for helpful suggestions and feedback.

FUNDING

National Institutes of Health (NIH) [R01-HG004037, RC1-HG005334, R01-HG008155]. Funding for open access charge: NIH [R01 HG004037]. Conflict of interest statement. None declared.

REFERENCES